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1. Introduction

1.1. Motivation

Since the days when books were first archived in libraries, people have felt the need to
store information on documents in a way that allows to retrieve these items based on
their semantics, that is to return a list of documents that are pertinent to a specific,
but arbitrary topic that a searcher may be interested in.

Since the 1950s, when this task was implemented for the first time on electronic
devices, the end user’s access to information has undergone significant change: in the
beginning, professional searchers acted as “search intermediaries”. They communi-
cated with end users on the one hand – trying to understand their information need
– and with the retrieval system on the other hand – trying to translate this need into
the system’s language.

With the emergence of the world-wide web – at the latest – this form of search
was replaced with search engines designed to be queried by the end users themselves,
giving millions of people around the world direct access to a document collection of
enormous size. However, the structure of the web is inherently asymmetric: content
can be consumed by everyone who has access to the internet and a web browser
(clients), but it can be managed and offered only by relatively few people – namely
those who have access to a web server.

Nowadays, this asymmetry is starting to vanish more and more: technologies like
Weblogs, Wikis or social networking sites make it increasingly easy for arbitrary
users to produce content on remote web servers and thus participate in the creation
of the web. Nevertheless, this increasing “conceptual” symmetry is not reflected on
the technological side: the division between clients and (web) servers persists.

The idea of peer-to-peer (P2P) systems is to have a network of entities with equal
roles and capabilities (peers or servents), that is, a perfectly symmetric situation.
Every peer in a P2P network may offer and consume content. Publishing content is
especially easy since one does not need a web server to do so. Peers in such networks
are usually linked to a few other peers (their neighbours), thus forming a network in
which messages may travel by being passed from one peer to the next.

Besides fitting the current development of user behaviour on the web, this paradigm
has a number of additional, search-related advantages when contrasted with the
client-server paradigm:

• Web search engines need to discover content published on web servers in order

1



1. Introduction

to make it searchable by so-called crawling. In a P2P network, crawling is not
necessary. Thus, data is immediately searchable after being published.

• Web search engines create a central index of all web pages they discover. Be-
cause of the size of the web, this leads to enormous hardware requirements.
These problems are aggravated by the need to avoid failures in the case of
crashes: to ensure constant availability, data needs to be stored redundantly.
P2P networks store the index of documents in a distributed fashion, thus avoid-
ing extra costs for index servers and eliminating the“single point of failure”that
they constitute.

• There being no central instance collecting data in P2P networks, it is much
harder to manipulate the results of searches in a way that affects all peers in
the system.

These advantages suggest that it is desirable to construct a document storage and
retrieval system on the basis of a P2P network.

However, P2P networks are not yet being employed for storing and retrieving text
documents. Instead, they are used for – often illegally – sharing and retrieving music
files or videos, because the lack of a global server makes it hard for the authorities
to enforce copyright laws.

Why is there no interest in using them for text retrieval as well? This is mainly
because there are no solutions that guarantee efficient, scalable and effective search
in P2P networks. Thus, in order to make P2P text retrieval more attractive, it is
crucial to find solutions that achieve a quality of search results competitive with that
of centralised search engines.

So far, the web was used as an example of a centralised search architecture, but
there are many other small-scale search applications – e.g. intranets of companies
– that are currently organised in a centralised fashion and that might benefit from
P2P solutions, applying the same arguments as above. Thus, even if they are not
applied on a very large scale, improvements in the field of P2P text retrieval could
be very useful in the near future.

1.2. Contribution

In order to bring about such improvement, this thesis is dedicated to studying peer-
to-peer systems from an information retrieval perspective.

P2P network architectures, message routing protocols, dynamics of P2P systems
etc. are not within the scope of the thesis – they are studied extensively elsewhere.
Instead, I will focus exclusively on the challenges that a P2P scenario brings with it
in terms of retrieval of text documents. As will be detailed in the first chapter, the
analysis is further restricted to so-called unstructured P2P systems.

The contribution of this thesis is twofold:

2



1.2. Contribution

First, in a theoretical part of the work, a formal and straightforward graph-based
framework is developed that represents the most important tasks and aspects of
information retrieval (IR) in a unified way. It serves as a means to extend algo-
rithms and ideas from one field of IR onto others. This is exemplified by embedding
distributed and peer-to-peer IR within the field of traditional IR. It is also shown
experimentally how insights gained from modeling within the framework can lead to
new and improved IR models.

Second, an empirical part of the thesis is devoted to answering two concrete IR
research questions that have to do with the way in which search in P2P networks is
organised:

• Global knowledge and results merging: Some components of traditional IR sys-
tems will not work without knowledge of global characteristics of the collection.
This is especially problematic in a task called results merging, i.e. merging the
document rankings returned by different peers in answer to a query into a com-
mon ranking. When each peer computes the score of a document w.r.t. a user
query on the basis of statistics derived from its local document collection only,
the document scores returned by different peers are generally not comparable.

Since there is no global view on the data in a P2P network, the central question
is: can global collection statistics be replaced with something else, e.g. with
external sources of (global) knowledge or with statistics gathered from (possibly
small) samples of the collection without losing retrieval effectiveness?

• Profiles and query routing: Search in P2P networks works by query messages
being forwarded from one peer to the next. In order to make this forwarding
effective, it is important to develop a mechanism that allows any peer to distin-
guish “useful” peers from others. Here, we study a mechanism where each peer
stores profiles of its neighbouring peers and then makes its forwarding deci-
sions by matching a query against these profiles. Profiles are made up of words
that occur in the documents of a peer. Since profiles are often sent through
the network, they need to be rather compact, implying that not all the words
occurring in a peer’s document collection may be part of its profile.

The question is thus: how many words can we prune from a profile and still
have acceptable results? Further, are there any techniques for learning either
better queries or better profiles that can improve forwarding decisions? What
sources of local or global knowledge can be useful in this learning process?

In a nutshell, the answers to both questions can be summarised as follows:
When replacing global collection statistics with generic external sources, retrieval

effectiveness will be degraded significantly. However, mixing statistics from an ex-
ternal source with very small samples of the target collection yields good results.

As far as the second question is concerned: pruning words from a peer’s profile
does not seem to significantly complicate the task of query routing. In the experi-
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ments, an absolute number of 80 words in a peer’s profile was always enough for very
good effectiveness, yielding space savings of at least 57%. Learning better queries
(i.e. expanding them) is much harder – regardless of whether we use global or local
resources – than learning better profiles. The latter can be done using a stream of
queries and boosting the influence of a word within a peer’s profile when the peer has
successfully answered a query containg that word. This technique yields substantial
improvement in terms of overall search effectiveness.

1.3. Organisation of this thesis

This thesis is organised as follows:
Chapter 2 gives a general introduction to the field of information retrieval, cover-

ing its most important aspects. Further, the tasks of distributed and peer-to-peer
information retrieval (P2PIR) are introduced, motivating their application and char-
acterising the special challenges that they involve, including a review of existing
architectures and search protocols in P2PIR. Finally, chapter 2 presents approaches
to evaluating the effectiveness of both traditional and peer-to-peer IR systems.

Chapter 3 contains a detailed account of state-of-the-art information retrieval mod-
els and algorithms. This encompasses models for matching queries against document
representations, term weighting algorithms, approaches to feedback and associative
retrieval as well as distributed retrieval. It thus defines important terminology for
the following chapters.

The notion of “multi-level association graphs” (MLAGs) is introduced in chapter
4. An MLAG is a simple, graph-based framework that allows to model most of
the theoretical and practical approaches to IR presented in chapter 3. Moreover, it
provides an easy-to-grasp way of defining and including new entities into IR modeling,
such as paragraphs or peers, dividing them conceptually while at the same time
connecting them to each other in a meaningful way. This allows for a unified view
on many IR tasks, including that of distributed and peer-to-peer search.

Starting from related work and a formal definition of the framework, the possibili-
ties of modeling that it provides are discussed in detail, followed by an experimental
section that shows how new insights gained from modeling inside the framework can
lead to novel combinations of principles and eventually to improved retrieval effec-
tiveness.

Chapter 5 empirically tackles the first of the two research questions formulated
above, namely the question of global collection statistics. More precisely, it studies
possibilities of radically simplified results merging. The simplification comes from the
attempt – without having knowledge of the complete collection – to equip all peers
with the same global statistics, making document scores comparable across peers.
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What is examined, is the question of how we can obtain such global statistics and to
what extent their use will lead to a drop in retrieval effectiveness.

In chapter 6, the second research question is tackled, namely that of making for-
warding decisions for queries, based on profiles of other peers. After a review of re-
lated work in that area, the chapter first defines the approaches that will be compared
against each other. Then, a novel evaluation framework is introduced, including a
new measure for comparing results of a distributed search engine against those of a
centralised one. Finally, the actual evaluation is performed using the new framework.

Chapter 7 concludes and summarises the results and contributions of this work.

1.4. Bibliographic information

The experiments of this thesis and the MLAG model details have been published in
various conference and journal papers:

The MLAG model as such is described in (Witschel, 2007a), and (Ngonga Ngomo
and Witschel, 2007) contains an extension for adaptive IR. The experimental results
of chapter 4 – “carrot and stick” – have been published in (Witschel, 2006; Witschel,
2007a).

The experiments of chapter 5 are reported in (Witschel, 2008), preliminary results
in (Witschel, 2006). A description of a new evaluation measure for distributed IR
– which is closely related to, but not as elegant as the relative precision measure of
chapter 6 – is presented in (Witschel et al., 2008), and (Holz et al., 2007) describes
the evaluation framework used in chapter 6. The experimental results of chapter 6
are not yet published, although preliminary experiments are reported in (Witschel
and Böhme, 2005).

A short outline of the whole thesis was published as part of the SIGIR’07 doctoral
consortium in (Witschel, 2007b).
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2. Information retrieval: challenges and

evaluation

This chapter has two main objectives: first, it is meant to give a brief introduction
to information retrieval and a variety of issues and challenges that are involved in
it. Second, the chapter presents and motivates a selection of some of the challenges
that will be the main focus of this thesis, namely the tasks of distributed and peer-
to-peer information retrieval. In addition, it gives a short overview of evaluation
methodologies.

2.1. Information Retrieval

The field of information retrieval (IR) has a comparatively long history – it dates back
to the 1950s when the term “information retrieval” was coined by Mooers (Mooers,
1950; Mooers, 1957). According to his definition,

An“information retrieval system” is an information system which permits
a person who needs a prescribed kind of information to pick out, from
a collection of information-containing records, all of the records having
information meeting his prescription. (Mooers, 1957)

In addition to this definition, it is perhaps useful to distinguish information re-
trieval from data retrieval : whereas the former operates on unstructured, inherently
fuzzy data records, the latter presumes an exact definition of data types and structure
of records. This has an important consequence for the interpretation of the above
definition: in data retrieval, the response to a user request is normally a set of data
records which exactly match the user request. In information retrieval, on the other
hand, most systems return a ranking which orders records by their presumed degree
of match with the user’s information need.

In this context, the notion of relevance plays an important role: a relevant docu-
ment is one that helps to satisfy the user’s information need. Although relevance is
assumed to be binary (i.e. documents are either relevant or non-relevant to a user’s
query) in most evaluations for practical reasons, it is actually widely accepted that
relevance is a matter of degree. Relevance is also highly subjective: what one user
deems relevant might be completely useless to another user, even if both issued the
same query.

Another important distinction is the one between information retrieval and ques-
tion answering: IR systems do not give answers to questions, i.e. they do not imme-
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diately satisfy a user’s information need. Instead, they point the user to documents
that contain the desired information.

The above definition – although it originates from a time where information sys-
tems were almost exclusively used in libraries – is general enough to be still valid
today. However, since the 1950s, many new areas have emerged where IR techniques
can and must be applied. One prominent new challenge for IR systems is the world-
wide web, which has – among other things – brought with it the need to be able
to cope with enormous amounts of data and to take links between documents into
account.

The advent of new technologies and challenges has led to the emergence of a great
variety of subdisciplines in IR. Today, information retrieval is a very broad field,
which is impossible to cover in full length in a single dissertation. It is therefore
necessary to specialise, and – as mentioned above – it is one of the purposes of this
chapter to both give an idea of the whole field (in order to get a glimpse of what can
be chosen from) and then to concentrate on some specific subfields.

2.1.1. The three basic retrieval tasks

There are several attempts in the literature to define a conceptual model that de-
scribes the components of the basic information retrieval task (Fuhr, 1992; Croft,
1993). In this chapter, I will adopt the model of (Croft, 1993) because it is conceptu-
ally simple and yet contains all important aspects. It is depicted in figure 2.1, taken
from (Hiemstra, 2001).

As we can see, there are three main tasks:

1. Indexing : Find a suitable representation for documents.

2. Query formulation: Transform the information need expressed by the user into
a query, i.e. a set of symbols which can be interpreted by the IR system and
matched against document representations.

3. Matching or comparison of query and document representations: The task is
now to find a so-called retrieval function which takes as an input a query and
a document representation and returns a so-called retrieval status value (RSV)
– usually a real number – which reflects the degree to which the document is
assumed to satisfy the user’s information need. RSVs may be binary but usually
it is more useful for them to be real-valued and thus to induce a document
ranking.

For each of these tasks, there is a wide variety of possible solutions. In principle, the
three tasks are independent of each other, i.e. it is often possible to combine various
document and query representation schemes with different retrieval functions. In
practice however, the choice of the retrieval function also often has a certain impact
on the sort of representations that can be used with it. It is the purpose of information
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Figure 2.1.: The basic tasks of IR as modeled by Croft

retrieval models to find ways to derive retrieval functions from theory1. IR models
are described in section 3.1 in the next chapter. The next two sections contain some
general remarks on indexing and query formulation. Sections 3.2, 3.3 and 3.4 will
study a selection of aspects related to these two tasks in more detail.

Indexing

For finding suitable document representations, the first choice is whether to make
use of the internal structure of documents or not. Internal structure refers to the
way in which a text may be organised into chapters, sections and paragraphs, but
more generally also to the order of words within the text. Due to computational
complexity constraints, the order of words in documents is mostly neglected in the
indexing task.

The structural parts of documents – chapters, sections etc. – are often also ignored,
in some cases simply because they are lost when converting an electronic document
to plain text. An exception to this rule, which is frequently used, is the technique
of passage retrieval (cf. e.g. (Callan, 1994; Xu and Croft, 1996)), which breaks doc-
uments into passages and treats these as if they were separate documents. Passage
retrieval can be useful in a number of cases, e.g. for improving feedback (see below)
or for question answering where users are not interested in the whole document, but
rather in some specific piece of information, i.e. a particular passage of the text.

1Some IR models also deal with query and document representations, but most concentrate on the
matching process (see section 3.1).
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In most cases, however, documents are represented by a so-called “bag of words”,
that is a set of index terms. An index term in turn is – as Bar-Hillel (Bar-Hillel,
1957) puts it – ”a tool whereby a document is to be caught whenever it is pertinent
to a certain topic”. It is thus important to choose the right set of index terms in
order to match user queries for certain topics; the words and phrases that actually
appear in the document may not be sufficient to do so.

Indexing (in the sense of assigning index terms to documents) has long been a
manual task, with professional indexers spending a great amount of time reading
and classifying books, articles and other documents, mostly for library applications.
Traditionally, they used so-called controlled vocabularies as possible index terms,
which existed in the form of an – often hierarchically organised – inventory of cate-
gories, into which documents were to be classified. Index terms were thus identical
with categories; the label of the category did not necessarily appear (as a word) in
the document. Hence, both indexers and users of the retrieval system had to be
familiar with the nomenclature of the controlled vocabulary.

Nowadays, since most documents are available in electronic form, automatic in-
dexing is used in almost all applications. This means that index terms are usually
taken from the document itself. It is also popular to use full-text indices, that is to
index a document by all words that occur in it. In that case term weighting is very
important in order to reflect the degree to which terms are good descriptors of the
document’s content.

Automatic document expansion, i.e. adding terms to a document’s representation
that do not actually occur in the document, is rarely used, some of the few exceptions
being (Singhal and Pereira, 1999; Billerbeck and Zobel, 2005; Tao et al., 2005).

Usually, some purely functional words – called stop words – are removed from
document representations because they do not carry any meaning (e.g. “the”, “a”,
“has”, ...). It is also common to conflate terms with the same stem (stemming),
although there has been quite a lot of controversy as to whether it is beneficial
for retrieval effectiveness (Harman, 1991; Krovetz, 1993; Hull, 1996). In any case,
stemming reduces the size of the index.

Another strategy is making use of linguistics: shallow parsers are sometimes used
to identify noun phrases, which are assumed to be good index terms. In practice,
however, using the single-word constituents of phrases as sole index terms has turned
out to be sufficient (Sparck-Jones, 1999).

As a last choice of document representation, we might decide not to use words at
all, but rather some artificial, mathematical or linguistic constructs that subsume a
number of semantically similar terms and that are less ambiguous than terms. In
latent semantic indexing (LSI) (Deerwester et al., 1990), for example, the constructs
used to represent documents are called concepts and can be interpreted as linear
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combinations of terms. These are supposed to subsume the many different vocabu-
lary choices that one has for expressing a given idea.

Finally, indexing is also about efficiency: in order to be able to scale up to large
document collections, indices must be kept at a reasonable size and it must be possible
to access the relevant information in very short time. The prevalent data structure
used for indices is the inverted list which records, for each index term, a list of
documents in which the term occurs (the so-called postings list).

Implementational issues should, however, not interfere with conceptual ones: the
data structures used for accessing indices on disk should never be confused with the
conceptual model of a document representation. Their only purpose is to provide
fast access to the data.

Query formulation

As indicated by figure 2.1, the whole process of query formulation starts with an
information need in a user’s mind. In order to communicate their needs to the IR
system, users are provided with a user interface. The design of this interface controls
the way in which people may express their information needs – a first important step
in the direction of making them machine-readable. By designing a user interface with
corresponding functionality, we create a query language.

Most modern user interfaces are fairly simplistic: they offer a single input box
into which the user can type her request; usually, this may consist of a number of
keywords, often complemented with phrasal components (i.e. searching for a fixed
sequence of words like “white house”) and some boolean operators.

Less simplistic interfaces provide additional input boxes for facets or types of fields,
which can be used to search for specific meta data associated with documents: in
digital libraries, fields might contain author, editor, title, abstract, keywords etc.
whereas the “advanced” tab of many web search engines has fields like domain, date,
language, file format etc.

Finally, user interfaces can offer a wide range of interactive features: users can be
provided with thesaurus browsing facilities in order to find more and better search
terms, they can be encouraged to provide examples of relevant documents (query
by example) or to give feedback on retrieved documents. When exploiting relevance
feedback given by users, IR systems can adapt to a user’s need by learning which
sort of documents she finds relevant and which ones are non-relevant.

An alternative which does not use interfaces at all is offered by the paradigm of
query in context, where users can highlight terms or passages in a text, which are
passed to the IR system as a query. The environment from which the query terms
are drawn gives the system a better understanding of the search context.

Assuming that the user has provided a set of keywords typed into an input box –
or maybe a sentence in natural language – there is the problem of translating this
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into a query representation: as with document representations, we might want to
choose a subset of terms, i.e. do stop word removal, stemming etc. In addition, term
weighting may as well be performed for queries. Again, we might want to choose a
representation by concepts instead of terms (cf. the idea of LSI mentioned above).

If we use terms, however, there is the so-called vocabulary problem: users type
certain words to describe their information need, whereas authors of documents may
use a different vocabulary for referring to the same idea or concept. As an example,
consider a user searching for“text categorisation”. Documents about“document clas-
sification” are probably relevant, but cannot be found, when simple full-text indices
are used as a document representation.

Besides LSI, many IR researchers have used query expansion to overcome this
problem: adding related words to the query in order to find more relevant documents.
Related words may be discovered by using a thesaurus – essentially a controlled
vocabulary that provides a systematic categorisation of words and relations between
them. Thesauri can be created manually or by statistical analysis of corpora: words
that tend to co-occur in the same contexts are likely to be semantically related (cf.
(Schütze and Pedersen, 1997; Xu and Croft, 1996; Qiu and Frei, 1993; Bordag and
Heyer, 2006)). Exploiting (statistically derived) relationships among terms and other
entities for more effective retrieval is a major concern of associative retrieval systems
(cf. section 3.4).

User feedback offers another possibility to learn about terms with which to expand
a query; terms that appear in a great number of documents judged relevant by the
user are likely to be good additional search terms (cf. section 3.3).

2.1.2. Forms of search

User information needs show a great variety with respect to various, orthogonal
aspects. Two of these aspects can be described as duration of interest and accuracy
of articulation.

Ad hoc vs. routing

When referring to duration of interest, we can mainly distinguish short-term and
long-term information needs:

• Short-term requests – also called ad hoc searches – are issued by users who want
to investigate a specific topic or question and use the retrieved information for
some purpose immediately.

• In routing or filtering scenarios, a static information need is evaluated against
a stream of new incoming documents. A typical example is a user who has
subscribed to a news service and who is interested only in a subset of the
data – say sports. Routing systems rank incoming documents whereas filtering
systems make a binary decision of whether or not to retrieve them (e.g. spam
filters).
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Accuracy of articulation

If we concentrate on the ad hoc task – which I will do in this dissertation – user
information needs can be classified according to the degree of accuracy with which
the user is able to describe them:

• Precision-oriented search: In this case, the information need can be articulated
accurately and the user has a precise idea of what to expect as a result. For
example, when searching for the definition of “hermitian matrix”, a user is
typically content with finding just one relevant document from which to draw
the definition. Here, precision is important, i.e. it is important to rank relevant
documents highly. It is, however, of no concern how many relevant documents
are found (recall). Often, the desired information can be found in only a small
portion of a document – the definition of a hermitian matrix takes only a few
lines to write down – in which case it would actually be sufficient to retrieve this
portion or paragraph. Therefore, precision-oriented search is closely related to
passage retrieval and question answering.

• Conceptual or recall-oriented search: In other situations one is interested in
learning about a certain fairly well-bounded concept, which may however be
difficult to describe by a few terms. In this scenario, recall plays a certain role,
i.e. users are interested in broadening their knowledge of different aspects of the
concept and in finding a larger number of relevant documents in order to be able
to do so. Examples of recall-oriented search include literature researches (e.g.
for writing a dissertation) or patent investigations. Conceptual searches aim
at augmenting recall in this situation by finding documents that contain not
only the search terms entered by the user but also other conceptually related
words such as synonyms. Here, strategies such as latent semantic indexing,
associative retrieval or (relevance) feedback come into play.

• Browsing : In a third scenario, a researcher is trying to become familiar with
a new area or topic. In this situation, names of the concepts one is looking
for might not be known in advance. As Oddy (Oddy, 1977) puts it, browsing
aids a “user who is not able to formulate a precise query, and yet will recognize
what he has been looking for when he sees it.”

By browsing a document collection, the user not only learns the proper terms
for her existing interests, but also develops new interests as she learns more
about the field. It is an important characterstic of browsing sessions that the
information need of the user is constantly changing and adapting to the new
knowledge she acquires as she goes along.

There are two orthogonal aspects that can be used to further distinguish different
browsing paradigms:
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• Object-based vs. hypertextual browsing: In object-based browsing, the user is
presented with representations of the objects to be browsed, e.g. documents.
The user then navigates between objects by looking at these representations
only.

In hypertextual browsing, the idea is that users examine full objects instead
of their representations and that objects may contain links to other, related
objects. This form of browsing can be found in the web, but also in more
carefully prepared hypertexts, such as in (Allan, 1995; Blustein, 2000).

• Flat vs. hierarchical browsing: In a flat browsing scenario, objects are of-
ten arranged graphically in two dimensions, in the form of a graph or a map
(e.g. self-organising maps (Kohonen, 1995)). Usually, in such set-ups, spatial
closeness implies a semantic relation between objects and users exploit this
information for browsing.

Hierarchical browsing relies on objects being arranged in a tree-like fashion,
with the most general objects at the top and the most specific ones at the
bottom of the tree. Often, when documents are organised hierarchically, the
objects themselves (i.e. the documents) can only be found in the leaves of the
tree. Since hierarchies are not always intuitive to all users, the conventional
way of stepping down just one subtree at a time in order to reach the desired
documents may require a substantial amount of backtracking. A possible so-
lution to this problem is scatter/gather browsing, described in (Cutting et al.,
1992; Cutting, Karger, and Pedersen, 1993; Hearst and Pedersen, 1996), which
allows users to choose more than one category (or cluster) at a time when
descending.

Finally, we can distinguish user information needs and thus forms of search by
various other criteria: for instance, in multi-media retrieval, users search for images,
music or videos. Both the expression of information needs and indexing approaches in
multi-media retrieval may be different from those of text. In cross-language retrieval
(CLIR), searchers wish to find matching documents not only in the language that
they use for formulating their query, but maybe also in other languages that they
can understand.

2.1.3. Web information retrieval

With the advent of the world-wide web, for the first time people were given the
opportunity to very easily create content visible to other people around the world.
The ease of creation had some important consequences: the web grew very rapidly
to a huge amount of pages, the average quality of web pages is very low and many
people deliberately misuse and manipulate the possibilities of content creation, e.g.
because of commercial interests (“webspam”).

Thus, different from digital libraries where most of the content meets some minimal
quality standards, web search engines are faced with the challenge to single out – from
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among documents that match a query – those documents that provide trustworthy
content of high quality.

Another characteristic of the web, besides its size and low quality of content is
the fact that content is not readily available in a centralised spot: documents are
distributed on web servers and the only way for a web search engine to discover them
is by means of a crawler that follows outgoing hyperlinks on web pages. Pages that
are not linked from any other page can thus never be discovered or retrieved.

Finally, the web is characterised by a total lack of terminological markup: docu-
ments can be created without providing any meta-data, which is also in contrast to
(digital) libraries. The idea of bringing more order into the web has been expressed
within the Semantic Web initiative (Berners-Lee, Hendler, and Lassila, 2001) that
is based on ontologies – hierarchical models of a domain – and resource descriptions
attached to data objects in order to categorise them in terms of the ontology. How-
ever, it seems hard to apply these ideas in practice, mainly because a) ontologies
are expensive to create and people conceptualise the world around them in different
ways, which makes it difficult to agree on a data model and b) because people are
reluctant to create resource descriptions of their web pages as it is time-consuming
and requires authors to be – at least partially – familiar with ontologies that they
have not created themselves.

However, it has been observed that the way users of the web create and consume
content does allow for a certain order to be learned. The mining or machine learning
approaches used to establish these results are based on what could be called the “wis-
dom of crowds” (Surowiecki, 2005): although individual data provided by web users
may be dishonest, of low quality or useless, the diversity and independence of their
recommendations and judgements makes it possible to distill valuable information
by aggregating them in certain ways.

Here are some examples of how this may be done in practice:

• Creators of web content – using markup languages like HTML – may use hy-
perlinks to link their pages to other web documents, and each hyperlink can be
labeled with a so-called anchor text. Although many hyperlinks are used only
for linking between different parts of a large website, many links can also be
interpreted as recommendations, indicating that the linked page contains useful
and trustworthy information. This is exploited e.g. by PageRank (Brin and
Page, 1998) which ranks pages highly that have a large number of incoming
hyperlinks from other highly ranked pages.

The anchor text, in turn, gives information about the content of the linked
page and can be helpful in partially solving the vocabulary problem: adding
the anchor text of links referring to a certain web page p to p’s document rep-
resentation improves recall because the anchor text usually hints at p’s content
but is not necessarily contained in p.
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• As far as consumers of web content are concerned, it can be interesting to
analyse the queries that consumers issue (Baeza-Yates, 2005) and the links
they follow when presented with a search engine’s document ranking (click-
through data): we can view user clicks as a noisy form of relevance judgments
and use these to train the IR system (cf. e.g. (Joachims, 2002)).

• Recently, the idea of collaborative tagging has been evolving, based on the
assumption that people do like to bring order into data, but without being
forced to do so and without having to learn new nomenclatures. In collab-
orative tagging, users assign tags to data objects. Each person may choose
individually which tags to use. The most popular tags for an object somehow
reflect a common understanding about its categorisation (cf. (Macgregor and
McCulloch, 2006)). The resulting tag sets are also called folksonomies, allud-
ing to taxonomies, which lie at the heart of ontologies. From an IR point of
view, collaborative tagging supports the indexing process (cf. (Macgregor and
McCulloch, 2006; Golder and Huberman, 2006)) since they can be seen as a
form of document expansion (similar to what has been said about anchor text
above). This expansion is particularly useful for retrieval because a popular
tag for a data object is likely to be used in search for that object.

Although the information we can get from analysing this user data cannot be used
for establishing facts with certainty – as would be possible with Semantic Web tech-
nologies – they have proved to be robust and effective in practice.

2.2. Distributed and Peer-to-Peer search

2.2.1. Distributed information retrieval

Although the web, together with today’s web search engines, provides a very valuable
source of information to its users, it does have its limitations. One of these limitations
has been hinted at above: pages that are not linked to by any other page cannot
be discovered. Besides these pages, the so-called “deep web” (Bergman, 2001) – the
set of pages not indexed by any search engine – also consists of pages whose content
is generated dynamically, of multi-media files, but also of sites and servers that are
private (e.g. password-protected) because contents are either proprietary or because
they cost money.

In this latter situation (which may arise also in other systems apart from the
web), content cannot be copied to a central server for indexing. A classical web
search engine will thus ignore that content. However, content providers may be
willing to reveal part of the information from documents (e.g. abstracts) and to
make the full documents searchable by indexing them locally. Thus, we now have a
set of information resources I – each acting as a small search engine.

Making such a set of information resources searchable – transparently – from one
central spot is referred to as distributed retrieval (DIR) because indexing information
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is distributed among the databases in I. The central spot is often called the broker ;
it receives user queries, selects a subset of information resources from I and forwards
queries to them. The broker is then also responsible for merging the results returned
by the selected resources. More precisely, DIR consists of three basic tasks (cf.
(Callan, 2000)):

• Resource description: In order to make predictions about which information
resource is likely to be capable of contributing to a certain topic, there must
be descriptions or profiles of resources. It is common in DIR to represent
resources by the set of terms (or a subset of these) that occur in the documents
of a resource, together with their document frequencies or a similar statistic
(Callan, Lu, and Croft, 1995; Gravano, Garćıa-Molina, and Tomasic, 1999;
Yuwono and Lee, 1997; Si et al., 2002).

• Resource selection: Given a user’s information need and the profiles of all
information resources, the broker makes a decision about which resources to
search. Querying only a fraction of all available resources is desirable because
it may be costly and unnecessary to visit all of them.

• Results merging: Assuming that each information resource provides a ranking
of its documents w.r.t. the user’s information need, the rankings of all resources
that have been queried need to be merged into a final ranked list of documents.
This is challenging because the scores computed locally by the resources may
not be comparable – even if all are known to use the same retrieval function.

Existing solutions to these problems – especially the last two – are reviewed in section
3.5.

2.2.2. Peer-to-peer information retrieval

Although it is certainly the most successful, the world-wide web is not the only
service on the internet. Initially, the internet consisted of a rather small number of
computers, which were connected so that they could exchange data with each other.
At that time, each computer was able to offer certain services as well as to consume
them from others. Such a system, in which each participant has equal roles and
capabilities is called a peer-to-peer (P2P) system (Yang and Garcia-Molina, 2002).

It was only later that clients and servers were introduced, i.e. a system in which
only a few machines – on which a web server runs – offer services, whereas the vast
majority of connected machines only consumes. There were some very practical
reasons for introducing the client-server model as for example the limited address
space and the vanishing trust in participants that came with the growth of the
internet (Minar and Hedlund, 2001). One could say that it was only by chance that
P2P was rediscovered, when the wish to escape copyright laws made people think of
a possibility to exchange data without relying on servers – which were easy to find
and shut down.
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Search in current P2P systems relies on each peer maintaining some sort of index
of its local data and connections to some of the other peers in the network. When
a peer wants to retrieve data, it sends out a query message to its neighbours (or a
subset of them) which is forwarded and processed by each peer that receives it until
(enough) relevant data has been found.

Advantages

Besides its use for (illegally) exchanging music and other copyrighted material, this
strictly distributed fashion of search has a number of other advantages which were
discovered as “side-effects” of running P2P systems and which have led to an increas-
ing interest in the topic of P2P, also in terms of information retrieval:

• Ease of publishing: In a peer-to-peer system, publishing data is even easier
than on the web, since one does not need a web server. Rather, it is sufficient
to install a peer software and point it to a directory that contains the data to
be shared with other peers. Publishing new data then comes down to copying
it into that directory.

• Topicality: The fact that content does not have to be crawled before it can be
retrieved implies that new data is immediately searchable for all other partici-
pants.

• Increased availability and low maintenance costs: Conventional web search en-
gines rely on centralised servers which hold the indices. These are expensive to
maintain (cf. (Baeza-Yates et al., 2007)) and can cause the service to become
unavailable when crashing. In P2P systems, the load of indexing documents
is balanced among participants and a failure of a few nodes does not put the
whole search system in danger of breaking down.

• Scalability: The high maintenance costs for web search engines require these to
be equipped with hardware resources of gigantic magnitude, making it doubtful
if search engines can keep track with the web’s growth (Baeza-Yates et al.,
2007). P2P search is not per se scalable because it may use a high number
of query messages to locate relevant data (see below). But if that number is
restricted carefully, scalability can be ensured. The important question that
has to be answered by research into P2PIR is then that of effectiveness: can we
ensure both scalability (i.e. low number of messages) and acceptable quality
and latency of search results?

• No manipulation: Finally, unlike with centralised search engines, there is no
possibility to control, manipulate or censor content in P2P systems, at least
not in a way that would affect all data in the system.

Because of these advantages, some people believe P2P technologies capable of be-
coming an important complement to the world-wide web.
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Classification of P2P architectures

Depending (among other things) on the application scenario of a P2P search system,
there is a great number of architectures. Here, we will shortly review the most
prominent ones (cf. also (Eisenhardt, Henrich, and Müller, 2005) for a classification
scheme of P2P approaches).

To begin with, we can distinguish P2P systems by the type of searches that they
allow: either queries may only consist of keys that uniquely identify a single data
object or they may be multiple-keyword queries describing a user’s information need
as common in IR. Here, I will concentrate on the latter case since the former is an
example of data instead of information retrieval.

The next dimension along which we can compare P2P systems is structure: as has
been said above, peers have neighbours, i.e. other peers whose address they know.
The entirety of all peers’ neighbourhoods forms what is called an overlay network.
The structure of that network has large impact on the way the system is managed.
For instance, that structure can be hierarchical (Lu and Callan, 2003a; Waterhouse,
2001) which means that some distinguished nodes (super peers or directory nodes)
manage the contents of leaf nodes by maintaining a full or partial index of their
contents.

On the other hand, flat P2P systems consist of“real”peers in the sense as explained
above, i.e. all participants have equal roles and capabilities. Among the flat systems,
we can distinguish structured and unstructured ones:

In structured systems (Ratnasamy et al., 2001; Zhao, Kubiatowicz, and Joseph,
2001; Stoica et al., 2001; Maymounkov and Mazières, 2002) – also called distributed
hash tables (DHTs) – peers are connected to each other in a certain, well-defined way,
yielding e.g. a ring (Stoica et al., 2001) or a tree (Zhao, Kubiatowicz, and Joseph,
2001) structure, whereas in unstructured systems any peer can be connected to any
other peer. There are also systems where the overlay network is a complete graph –
i.e. each peer knows the addresses of all other peers in the network (Cuenca-Acuna
et al., 2003), which might still scale using e.g. the techniques described in (Müller,
Eisenhardt, and Henrich, 2005).

In addition to the neighbourhoods, structured systems usually also make data
placement deterministic, i.e. certain peers are made responsible for storing certain
data or index items.

In unstructured systems, on the other hand, it is common to store data objects
and the corresponding index information on the peer where the data objects have
been inserted.

The overlay network in unstructured systems is often dynamic, i.e. peers may dis-
cover new neighbours and connect to them, thus changing the structure of the overlay
(Kalogeraki, Gunopulos, and Zeinalipour-Yazti, 2002; Clarke et al., 2001; Kronfol,
2002; Li, Lee, and Sivasubramaniam, 2004; King, Ng, and Sia, 2004; Schmitz, 2005;
Broekstra et al., 2004; Joseph, 2002; Raftopoulou and Petrakis, 2008; Loeser, Staab,
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and Tempich, 2007). This allows peers to organise e.g. into clusters of content simi-
larity.

The last classification dimension that we will consider is that of search algorithms
or query routing :

• A näıve approach to query routing is that of flooding the network, a procedure
where each peer forwards messages to all of its neighbours. This normally guar-
antees that each query reaches a large number of peers, but also wastes a lot of
resources because the number of messages grows exponentially with the number
of hops and most peers on the way are not able to contribute any useful an-
swers. Flooding is implemented in the original protocol of Gnutella (Gnutella,
2001). There are a number of improvements to the flooding approach, either
making sure that a peer is never visited more than once (Decker et al., 2002)
or applying only partial flooding combined with a semantic approach (Müller,
Eisenhardt, and Henrich, 2005).

• Due to their deterministic structure and data placement strategies, structured
systems provide very fast lookup procedures. Data objects are identified by a
unique key, usually obtained by applying a hash function. Peers, on the other
hand, are responsible for storing objects that correspond to certain ranges of
hash values. Thus, given a key as a query, it is known a priori which peer has
the relevant data item and the deterministic structure of the network usually
allows to reach that peer in O(logN) hops where N is the number of peers in
the network.

This does not work, however, for multiple-keyword queries. Extensions of dis-
tributed hash tables to real IR settings exist (Tang, Xu, and Mahalingam,
2003; Bender et al., 2005b), but they inevitably introduce increased cost both
in terms of index publishing and actual search: describing objects by multiple
keys – as necessary for IR – requires to store information on them at multiple
different places and thus makes storage of data items much more complicated.
The same applies to their retrieval: a query consisting of n keywords ki usually
requires to contact n peers (each peer pj being responsible for storing index
information on one keyword ki) and then to retrieve and merge the correspond-
ing documents, many of which will contain only one of the query terms and
hence be ranked very lowly.

• Finally, search in unstructured systems (that tries to avoid flooding) typically
relies on local resource selection mechanisms as described in section 2.2.1.

The underlying idea of one approach is that each peer maintains profiles of its
neighbours and forwards a query to the neighbour that best matches the query,
i.e. that is most likely to have relevant material w.r.t. the query. Peers create
their profiles themselves; they are then often distributed in the system by so-
called gossiping procedures, i.e. by being attached to certain forms of messages
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that traverse the network. Many unstructured systems try to employ gossiping
for establishing a “semantic” network structure where peers search for other
peers with similar profiles and thus group into clusters of semantic similarity
(Li, Lee, and Sivasubramaniam, 2004; King, Ng, and Sia, 2004; Schmitz, 2005;
Broekstra et al., 2004; Witschel and Böhme, 2005).

Alternatively, a peer can choose its neighbours by recording which peer has an-
swered past queries well (Kalogeraki, Gunopulos, and Zeinalipour-Yazti, 2002;
Tempich, Staab, and Wranik, 2004; Loeser, Staab, and Tempich, 2007; Kron-
fol, 2002). More precisely, in these approaches, there are no a priori profiles of
peers; instead, peers store either full queries or their constituent terms in a rout-
ing table, together with the addresses of peers that provided (good) answers.
The resulting peer profiles are implicit and distributed, i.e. the description of a
peer p can be thought of as the union of all routing table entries in the system
that point to p. Such a description is, however, never available in a single spot.

Challenges

Because of the great flexibility they offer – especially for implementing “real” IR
solutions at relatively low cost – I will study unstructured P2P systems in this thesis.
More precisely, I will concentrate on situations where explicit profiles and resource
selection algorithms are used to describe peers and route queries. Thus, the tasks
described in section 2.2.1 are also relevant for the research presented here, which
means that experimental results obtained in later chapters will apply not only to the
type of unstructured P2P information retrieval (P2PIR) systems just mentioned, but
also partly to DIR.

However, the more strictly distributed nature of peer-to-peer systems introduces
some challenges that are not present in a classical DIR setting:

• Profiles of peers need to be compact since they are usually sent around in the
network during gossiping so that other peers can store them in their routing ta-
bles. In DIR the need for compactness is rarely a problem because descriptions
are exchanged between servers with high bandwidth and storage resources.

• A peer usually knows only a very small fraction of other peers’ profiles. In
DIR, resource descriptions of information resources are often used to compute
global term statistics, such as the number of sources a given index term occurs
in. This is exploited for results merging (as will be detailed in section 3.5). In
P2PIR, this is not possible, leading to the question of how global term statistics
can be obtained or approximated.

These two problems – the first relating to resource selection, the second to results
merging – will be studied experimentally in chapters 5 and 6.

Besides, there are a number of other problems that are outside the scope of this
thesis. For instance, as opposed to DIR, the effectiveness that a search with a given
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query q reaches in an unstructured P2PIR system depends on the peer where q is
issued. This is mainly a problem for evaluation (see section 2.3.4) because, when
designing an experiment, one needs to decide which peers are to issue which queries.

The structure of the overlay network of the P2PIR system generally has a large
impact on the effectiveness of a search. Because of that impact and the vast number
of possible overlay topologies, restricting an evaluation to one particular topology
may not be conclusive.

Finally, a whole set of problems arises out of the highly dynamic nature of P2P
networks: peers usually join and leave the network frequently (this is called churn).
Documents are inserted, deleted and copied from one peer to the other and hence
peer profiles are also subject to constant change.

As suggested above, these additional problems are outside the scope of this thesis:
in the experiments of chapters 5 and 6, I will assume a static set of peer entities
with static document collections. In addition, the problems of choosing an overlay
topology and an “issuing peer” for each test query will be circumvented by running a
DIR experiment only, but with parameters chosen in a way that is typical for P2PIR
systems – as opposed to DIR. These choices make it possible to concentrate on the
two problems mentioned above, namely those of compact profiles and global term
statistics.

2.3. IR Evaluation

As mentioned above, the notion of “relevance”, which lies at the heart of the IR task,
is an inherently subjective one because it is based on a user’s personal information
need. What is relevant depends on the user’s search context and on her knowledge
– e.g. on documents she has read in the past. Relevance may also be a matter of
degree, i.e. one document may be more relevant than another in some search tasks.

2.3.1. Test collections

However, in order to do scientific research in the area of information retrieval, a
mechanism has to be devised by which the effectiveness of different retrieval systems
can be compared objectively. It is also desirable to be able to do experiments in a
laboratory setting, i.e. without performing costly user studies.

Test collections are an approach to laboratory retrieval evaluation, which consist of
three ingredients: documents, a set of statements of information needs (queries) and
relevance judgements for each query and each document. Relevance judgements –
“the correct answers” – are the most important parts of a test collection: they consist
of query-document pairs and a relevance score associated with each such pair. Often,
these scores are binary, i.e. a document is either relevant w.r.t. a given query or it
is not.

Having said that relevance is subjective, we cannot hope to judge a retrieval sys-
tem’s performance on an absolute scale since each user will perceive this differently,
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i.e. each user would produce different relevance judgements. Another problem with
relevance judgements is their incompleteness: with large collections, one usually never
finds all relevant documents for a query.

However, it has been shown that, even in the face of disagreeing or missing rel-
evance judgements, test collections are very stable in ranking systems according to
their performance (Voorhees, 2000; Zobel, 1998). This means that test collections
are a viable way of fairly comparing two retrieval methods.

Early IR test collections, such as the Cranfield collection (Cleverdon, Mills, and
Keen, 1966) were very small and diverse and results were difficult to compare because
there was no agreement on evaluation measures to be used. For this reason, the TExt
Retrieval Conference (TREC)2 came into life and the test collections used in these
conferences have become the “quasi standard” collections for IR research.

TREC differs from the early test collections in a number of important ways:

• It is larger by several orders of magnitude: the ad hoc test collections consist
of about 2 GB of text whereas the older collections only amounted to a few
megabytes. This means that full relevance judgments are impossible to obtain.
Instead, TREC uses the pooling method: for each topic, the top 100 documents
taken from the rankings of each participating system were pooled together and
judged for relevance.

• It contains documents of variable length, most of which are full documents, as
opposed to the abstract-based collections of earlier years.

• In TREC, topics are used as statements of information needs. These are very
precise descriptions of what characterises relevant documents. Hence, TREC
topics are very much closer to statements of users’ information needs than the
queries that were used in the old collections (such as Cranfield or Medline).

All these features make TREC collections a valuable resource that will be used ex-
tensively in this dissertation.

2.3.2. Evaluation measures

In order to compare the effectiveness of two retrieval systems, we must agree on
how to measure effectiveness. There is a great number of different measures which
have evolved over time: Early IR systems were boolean, i.e. they returned sets of
documents instead of rankings. For evaluating a boolean system, precision and recall
have been used widely. If R is the set of relevant and F is the set of retrieved
documents, then precision p and recall r are defined as follows:

p =
|R ∩ F |
|F |

r =
|R ∩ F |
|R|

(2.1)

2see http://trec.nist.gov/
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Precision and recall are not sufficient for evaluating document rankings. Among the
evaluation measures used for rankings, we can distinguish

• application-oriented measures which are used for specific search tasks such as
finding only the best single document or to find all relevant documents (to
name just two extremes).

• system-oriented measures which try to compare systems more generally, ab-
stracting from the specific task. The idea is to define a general task – namely
ranking relevant documents highly. It is assumed that if a system does not do
well on that task, there is no chance of it doing well on more specific tasks.

Precision at a given document cutoff (e.g. after the first 10 documents retrieved)
is an example of an application-oriented evaluation measure: since most people lose
their patience after inspecting a few (say 10) documents of a given ranking, it is
interesting to know how many relevant items they will have encountered then. How-
ever, when averaging precision at 10 documents over a set of queries, the average will
be dominated by queries with many relevant documents (cf. (Voorhees and Harman,
2006), p.56), which makes it a suboptimal measure for system comparison.

Precision at fixed recall levels is a related measure that results in recall-precision
curves. Although these curves are very popular, one has to use interpolation for
computing them, which is sometimes error-prone, especially for higher recall levels
(cf. (Voorhees and Harman, 2006), p. 57).

As a typical example of a system-oriented measure, let us look at non-interpolated
average precision. It is calculated by averaging the precision p@rank(d) at the cut-
off rank(d) for all relevant documents when walking down a ranked list; relevant
documents not retrieved thus contribute a value of 0:

AvP =
1
|R|

∑
d∈R∩F

p@rank(d) (2.2)

As an example consider a ranked list of 10 documents, with relevant documents at
positions 3, 5, 7 and 8. This yields an average precision of 1/4 ·(1/3+2/5+3/7+4/8)
because precision at the first relevant document – at position 3 in the ranking – is
1/3; for the second it is 2/5 and so on. Average precision is normally averaged over a
set of queries and the resulting evaluation measure is called mean average precision
(MAP).

MAP cannot be easily explained in terms of an application. However, we can
interpret it by thinking of a user who looks at each document in a ranked list,
starting from the top. Whenever she encounters a relevant document, the user will
look at it and then decide to either stop (because her information need is satisfied)
or keep looking for the next relevant document. At each point the user looks at
a relevant document, we compute precision up to that point and since we do not
know exactly when the user will eventually stop, we average this over all positions
of relevant documents.
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Geometrically, MAP can be interpreted as the area under the (non-interpolated)
recall-precision curve. With MAP, there is no need to decide for thresholds or for
interpolating. Furthermore, it has been shown that MAP consistently ranks systems
in the same order, regardless of the query set used (cf. (Voorhees and Harman, 2006),
section 3.2.1). Because of these desirable properties, it has been very widely used in
retrieval evaluation and will also be used in this dissertation.

2.3.3. Significance testing

For deciding which of two systems does better in ranking relevant documents highly,
it is sometimes not sufficient to compare their MAP scores. Because performance
variation between topics is often greater than between two different systems, it is
often difficult to tell whether MAP differences between two systems really reflect a
fundamental difference.

For increasing the confidence in the conclusions drawn from comparing MAP
scores, it is therefore helpful to use statistical significance tests. The general idea
of these tests is that, in order to be significantly better than method B, method A
should outperform it consistently on (almost) all queries.

In (Hull, 1993), three paired statistical significance tests are examined: t-test,
Wilcoxon test and sign test. These are ordered by increasing power but – of course –
also by increasing strength of their underlying assumptions. The strongest assump-
tion – namely that errors are normally distributed – is made by the t-test. In this
dissertation, the validity of the normality assumption was tested for a number of
experiments using quantile plots (as suggested by (Hull, 1993)). In some cases the
results were not satisfactorily close to a normal distribution so that the Wilcoxon
test is going to be used throughout this thesis.

For a set of queries qi, the Wilcoxon test ranks the differences in performance Di

w.r.t. qi between two methods (measured e.g. in terms of MAP) by their absolute
values in ascending order. The ranks are then multiplied with the sign of Di and
these values are added up to give a test statistic T . This means that large differences
also have larger impact – but the test does not otherwise use the differences. T

is normally distributed under the null hypothesis (i.e. the hypothesis that the two
methods do not really differ) and is defined as

T =
∑
Ri√∑
R2
i

, Ri = sign(Di) · rank|Di| (2.3)

The only assumption of the Wilcoxon test is that differences between scores can be
modeled by a continuous variable. Although this can – theoretically – not be true
since precision and recall are discrete, MAP values are almost always indistinguish-
able from a continuous distribution (being calculated from a large number of discrete
values).

The Wilcoxon test is, however not applied to precision at n documents in this
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thesis because its assumption is quite clearly violated in most cases for this scenario.

2.3.4. Evaluation of DIR and P2PIR

Today, there are no standard test collections for P2P information retrieval. For
systems that semantically route queries using peer profiles, it is crucial to have a
realistic distribution of content items over peers. In real applications, content is not
distributed randomly, but users normally have certain interests which are reflected
by the data items they share. The same applies to queries: as mentioned above, the
“success” of a query largely depends on where it is issued, but it is likely that the
distribution of queries among peers is also not random, but reflects the interests of
users that run the peers in a similar way as shared contents do.

The problem of finding a prescription of how to distribute documents among infor-
mation resources or peers in a DIR or P2PIR evaluation is studied in greater detail
in section 6.3.4.

The construction of such a distribution is often difficult for existing test collections
such as TREC. On the other hand, collections that lend themselves easily for con-
structing the distribution, often do not have queries, let alone relevance judgments.
Hence, new evaluation measures have been devised that do not require relevance
judgments. Instead, they are based on comparing the results of a distributed system
to those of a reference IR system, e.g. one that has a central index of all documents
in the collection. Such measures are studied in more detail in section 6.3.5 and a new
measure is proposed in section 6.5.3.

The problem of query distribution is circumvented in this thesis by restricting
evaluation to a DIR setting with certain parameters. These choices will be detailed
and motivated in section 6.5.1. This also avoids having to choose a particular overlay
topology.

2.4. Experimentation environment

The next two sections present details of the test collections and evaluation measures
used in this thesis.

2.4.1. Test collections

The preferred tools of evaluation in this thesis will be test collections, i.e. sets of
documents, queries and relevance judgements. As indicated in section 2.3, these
allow to compare the performance of different retrieval systems objectively and in a
laboratory setting.

The collections used later are of varying size and topical homogeneity. This applies
not only to documents, but also to queries. The TREC and GIRT collections come
with queries that are segmented into (at least) the fields “title”, “description” and
“narrative”, where the title consists of just 2 or 3 words (a common length for queries
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e.g. in web search engines), the description gives a one-sentence summary of the
information need and the narrative contains more details including e.g. descriptions
of what is not relevant.

Queries in the other collections consist of only one field which may contain rather
long and verbose descriptions of the information need. Table 2.1 summarises the
characteristics of the collections. Except for the GIRT collection, which is in German,
all test collections are in English language.

Collection # docs avdl # queries avql form of document topic
Medline 1033 149 30 19 abstracts medicine
CACM 3204 59 64 20 abstracts computer science
Cranfield 1400 168 225 17 abstracts aerodynamics
CISI 1460 126 111 79 abstracts information science
Ohsumed 348,566 149 63 7 abstracts medicine
GIRT-4 151,319 137 100 50 abstracts social science
TREC-2 717,849 389 50 100 full documents various
TREC-3 717,849 389 50 100 full documents various
TREC-7 528,155 459 50 56 full documents various
TREC-8 528,155 459 50 50 full documents various

Table 2.1.: IR test collections used in the experiments. avdl and avql refer to the
average length of documents and queries, respectively, measured in words.
For TREC and GIRT, avql refers to the average length of full queries with
all fields.

2.4.2. Evaluation measures

In all experiments of chapters 4 and 5, retrieval runs are evaluated using the binary
relevance judgments provided with each collection and mean average precision (MAP)
as a performance measure. In all cases, the Wilcoxon test with a 95% confidence level
is used to test for statistically significant differences between two retrieval runs. In
chapter 6, the CiteSeer collection is used for some experiments, which does not have
relevance judgments. Therefore, alternative evaluation measures are developed and
employed later.

2.5. Summary

In this chapter, a definition of the term “information retrieval” (IR) was given and
three subtasks were identified of which IR consists, namely indexing, query formula-
tion and matching. These were explained shortly.

Then, new challenges in IR were presented that introduce additional tasks or make
the existing tasks harder. Besides the field of web IR that has received great interest
in the research community lately, it was argued that distributed IR scenarios, espe-
cially peer-to-peer information retrieval (P2PIR), may play an important role in the
future of IR. The advantages of P2PIR solutions include ease of publishing, increased
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availability, low maintenance costs, a higher potential scalability than centralised so-
lutions and the possibility to rule out manipulation of search results.

However, these advantages will be of little help if we cannot design P2PIR systems
to be both efficient and effective. The strictly distributed nature of such systems
introduces a number of challenges that were discussed in section 2.2.2, along with a
classification of P2PIR approaches.

Because of their flexibility and potential scalability, I decided to study unstructured
P2P systems. In unstructured systems, data is usually indexed and stored in the
place where it is inserted, introducing absolutely no communication overhead in the
indexing process. On the other hand, such systems have no guarantees, neither for
the number of relevant items they will find in answer to a query nor for the speed
with which this will happen. It is thus essential to design intelligent mechanisms for
query routing and maybe even more essential to evaluate these properly in terms of
their effectiveness.

To the latter end, the standard IR evaluation methodology was discussed in sec-
tion 2.3, including some remarks on the absence of P2PIR benchmarks and on the
collections that will be used for evaluation in this thesis.

The empirical research questions to be examined in this thesis are part of the
challenges in unstructured P2PIR systems, just as their evaluation is. More precisely,
I will study the influence of compressing peer profiles and of alternative ways for
estimating global term weights on the tasks of query routing and results merging in
chapters 5 and 6.

In order to lay the groundwork for the exact understanding of these empirical
issues, as well as for the theoretical ones discussed in chapter 4, the next chapter
presents a detailed survey of existing approaches to the standard tasks of information
retrieval and to the task of distributed IR.
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This chapter studies solutions to the three basic information retrieval tasks introduced
in section 2.1.1 in detail. In a first part of the chapter, the various information re-
trieval models will be reviewed with their corresponding retrieval functions, i.e. we
will study the matching process. Afterwards, we will turn to indexing and query
formulation, that is to the representation of documents and queries. As discussed in
chapter 2, term weighting, feedback and associative retrieval are often applied in that
context. They will be presented in sections 3.2, 3.3 and 3.4, respectively. Finally, the
application of models and (modified) weighting schemes to distributed information
retrieval will be discussed shortly.

The purpose of this chapter is to give a general overview of the most successful
information retrieval models and their corresponding approaches to indexing and
query formulation. The theories and methods presented here prepare the theoretical
information retrieval framework in chapter 4 where most of these approaches will be
modeled in a unifying framework.

In this work, an IR model is understood not as an implementation of an IR system,
nor as a series of weighting schemes or formulae, but rather as an ”abstraction of the
retrieval task itself” (cf. (Ponte and Croft, 1998)). Another definition of an IR
model can be found in (Hiemstra, 2001): ”A model of information retrieval predicts
and explains what a user will find relevant given the user query” or a similar one
in (Baeza-Yates and Ribeiro-Neto, 1999): “the IR model adopted determines the
predictions of what is relevant and what is not (i.e. the notion of relevance...)”.

Following these definitions, we expect different IR models to define different ab-
stract views on the retrieval task and to give different explanations of what users find
relevant. But what does an IR model really consist of? In chapter 2, we have seen
that IR systems have to solve three tasks, namely indexing, query formulation and
matching. It can be said that most IR models concentrate on the matching process,
assuming documents to be indexed and queries to be formulated already.

Now that we have narrowed down our considerations to the process of matching
– existing – query and document representations, we still do not know what an IR
model should be made of. According to (Hiemstra, 2001),

in order to do predictions and reach a better understanding of information
retrieval, models should be firmly grounded in intuitions, metaphors and
some branch of mathematics”.

Table 3.1 shows an overview of the models to be discussed in section 3.1; for each
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model, part (a) summarizes the most important underlying metaphor/intuition and
the mathematical basis of the model.

It should be noted that, at some point, most models make simplifying assumptions
in order to keep the retrieval process tractable. In most cases, these simplifications
amount to the assumption that terms are basically unrelated, i.e. that their mean-
ings and hence their occurrences in documents are independent. The simplifying
assumptions made by each model – if any – are listed in the last colummn of table
3.1(a). The models from table 3.1 are discussed in detail in section 3.1 below.

Although indexing and query formulation are not part of the models in a strict
sense, each model has developed one or many characteristic forms of dealing with
these issues, some of which are mentioned in table 3.1(b), along with characteristic
solutions to the problem of distributed information retrieval.

The issue of term weighting is part of both indexing and query formulation –
both document index terms and query terms may need to be weighted to reflect
their importance with respect to the content conveyed by a document or to the
information need of a user, respectively.

The problem of query formulation has much to do with the vocabulary problem
mentioned in section 2.1.1: users often fail to provide enough keywords to appropri-
ately describe their information need. Simplifying assumptions made by the models
often aggravate this problem, e.g. by ignoring relations (such as synonymy) among
terms that would help to identify more relevant documents.

Thus, many advanced methods of query formulation (and partly indexing) can
be viewed as attempts to repair the damage caused by simplifying assumptions of
IR models, often not completely successfully but at lower computational costs than
would be caused by not making the simplifications.

Feedback is a popular method for improving query formulation, allowing to learn
better queries from documents that a user has marked relevant. Associative retrieval,
on the other hand, exploits associations between terms or documents to expand
queries or document result sets – adding either terms related to the query terms or
documents associated to ones that have already been retrieved.

Term weighting, feedback and associative retrieval are discussed in sections 3.2,
3.3 and 3.4, respectively.

Many of the models and weighting schemes that have been developed for“ordinary”
information retrieval have found their way into distributed and P2P information
retrieval, often in a slightly modified form. The most important solutions in that
domain will be presented in section 3.5.

3.1. Modeling

In this section, the intuitions behind each of the models from table 3.1 will be ex-
plained very shortly and abstractly. In each case, the basic retrieval function will
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Model Metaphor Math Simplifying As-
sumption

Boolean set operations set theory –
Vector space geometric proxim-

ity
linear algebra term orthogonal-

ity
probabilistic rele-
vance

probability of rele-
vance

probability theory conditional inde-
pendence

Inference Bayesian inference Bayesian probabil-
ity theory

conditional inde-
pendence

Language Models generation proba-
bility

probability theory unigrams

DFR gain of informa-
tion

utility and infor-
mation theory

–

(a)

Model Weighting Feedback DIR solution
Boolean – – bGlOSS
Vector space tf.idf family Rocchio vGlOSS
probabilistic rele-
vance

RSJ, BM25 inherent in model DTF

Inference all sorts of alter link matrices CORI
Language Models smoothing: e.g.

Dirichlet, Jelinek-
Mercer

query model update “LM for DIR”

DFR PL2,IFB2,... information-
theoretic Rocchio

–

(b)

Table 3.1.: Features of IR models: (a) metaphors, mathematical basis and simplifi-
cations and (b) weighting schemes, feedback models and DIR solutions
typically used

be given, i.e. the mathematical way of expressing the intuitions. As explained in
chapter 2, a retrieval function is a function f : D × Q → R that returns – for a
given query q ∈ Q and a given document d ∈ D – a retrieval status value (RSV),
i.e. a real number that indicates the degree to which d is relevant w.r.t. q. Further,
any simplifying assumptions will also be explained. Finally, in each secion, I will
comment on some milestones in the development of the models.

3.1.1. Boolean Models

The classical Boolean retrieval model treats queries as precise definitions of a set
of documents to be retrieved, i.e. it acts upon text documents as if they were not
made of (inherently fuzzy) sentences written in natural language, but rather well-
defined records in a factual database. Hence, the original Boolean model produces a
set of documents as an answer to a query, instead of a ranked list, i.e. all returned
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3. Solutions to information retrieval tasks

documents are assumed to be equally relevant and documents that do not match the
query exactly are simply not returned.

Retrieval function

Mathematically speaking, queries in Boolean retrieval are formulae in propositional
logic, with index terms as atoms and the connectives AND, OR and NOT used to
form complex queries. In order for queries to unambiguously define a certain set of
documents, these connectives are translated into set-theoretic operations: a query
consisting of just one term t retrieves exactly those documents to which t is assigned
as an index term (this assignment is binary, i.e. there are no term weights). More
complex queries are evaluated recursively, with NOT being translated into a set
complement (e.g. all documents that do not contain term t), AND being interpreted
via an intersection of document sets and OR as a union. The retrieval function
models these set operations by assigning 1 to all documents that should be retrieved
and 0 to all other documents in a recursive way:

f(d, t) =

{
1 if t is assigned to d as an index term
0 otherwise

(3.1)

f(d,NOT q) = 1− f(d, q) (3.2)

f(d, q1 AND q2) = min(f(d, q1), f(d, q2)) (3.3)

f(d, q1 OR q2) = max(f(d, q1), f(d, q2)) (3.4)

where t is an atom (i.e. an index term) and q, q1, q2 are possibly complex queries.

Milestones

It is difficult to say when exactly the Boolean model was first used in information
retrieval. Since the beginning of the 1950’s, when the term information retrieval
was coined (cf. (Mooers, 1950)), the Boolean model has been the predominant one.
As it was so widely accepted in the beginning and since it was a long and difficult
process to convince librarians and other IR workers that it might not be an optimal
choice, the milestones I will report here are not approaches that tried to establish
the Boolean model, but rather ones that criticised it.

Summaries of the disadvantages and problems of the Boolean model (together with
proposed solutions) can be found in (Cooper, 1988; Salton, Fox, and Wu, 1983). In
answer to these drawbacks, several attempts have been made to preserve the structure
of Boolean queries, but relax their interpretation by using fuzzy set theory (Zadeh,
1965) and thus provide a ranked output. Applying fuzzy set theory in this context
means making the assignment of an index term to a document a matter of degree
instead of a binary decision. The retrieval function is then used as defined above,
but it now has a real-valued codomain (Bookstein, 1980; Radecki, 1979).

However, this was found to produce unsatisfactory rankings (Lee, 1994); it was also
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criticised because it does not allow for query term weighting (Salton, Fox, and Wu,
1983). Other retrieval functions were proposed (Waller and Kraft, 1979; Paice, 1984;
Salton, Fox, and Wu, 1983; Smith, 1990) but although they yielded better results
than the original fuzzy model, their performance was generally inferior to that of the
other models described below.

In summary, despite its great success in the beginning of IR history, it seems that
the Boolean model fails to capture important characteristics of the way in which
textual and natural language data is organised (or disorganised). It is thus probable
that the influence of the Boolean model will continue to decrease.

3.1.2. The vector space model

The vector space model (VSM) is centred around the notion of geometry : relations
between entities like documents or queries are modeled in terms of distances or angles
between vectors in a Euclidean vector space.

In the traditional VSM, index terms are chosen as the basis of the vector space,
i.e. documents and queries are represented by linear combinations of terms. To
put it another way: all the terms (t1, ..., tn) that appear in any of the documents
of a collection form the basis of the vector space and each document or query di is
hence represented by an n-dimensional vector of the form ~di = (wi1, ..., win) where
wij is a term weight which indicates the degree to which term j is representative of
di’s content. There are many possible ways to choose term weights which will be
discussed in section 3.2.

Retrieval function

As mentioned above, relations between entities of the vector space are defined geo-
metrically: virtually all VSM approaches compare vectors using a similarity function
that is based on a dot product:

sim(d1, d2) = ~d1 · ~d2 =
n∑
j=1

w1jw2j (3.5)

If both vectors are normalised (i.e. of unit length), this is equal to the cosine of the
angle θ between the two vectors. If they are not – i.e. more generally – it is equal to
| ~d1|·|~d2|·cos θ. It is important to note that queries are treated as ordinary documents
in the VSM. Applying equation 3.5 to a query and a document gives the retrieval
function of the VSM: in order to rank documents d according to their relevance w.r.t.
a given query q, the VSM proposes to order them by f(d, q) = sim(d, q).

Simplifying assumptions

The main simplification of the traditional VSM is hidden in the assumption that
terms can be used as the basis of a Euclidean vector space: in order to do this, one
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assumes them to be orthogonal. This means that no term can be expressed as an
arbitrary linear combination of other terms, which is obviously untrue: for nearly all
words, it is possible to define their meaning with the help of other words. This is
especially evident in the case of synonyms: these should be mapped onto the same
dimension of the vector space, yet the VSM – not knowing about synonyms – will
treat them as orthogonal.

Milestones

One of the first steps towards vector space retrieval – and away from the boolean
approach – was made by H.P. Luhn as early as 1957: in a section of his work (Luhn,
1957) he proposes that a user of an IR system generate a query in the form of a doc-
ument describing her information need. According to Luhn, this pseudo-document
should be matched against the documents in the database, asking for a given ”degree
of similarity” which Luhn takes to be the number of terms (”notions”) shared by
query and document. If one takes all term weights wij to be binary, equation 3.5
results in exactly this idea. This approach is known as coordination level matching.

Most of the early VSM work after Luhn – which encompassed the mathematical
foundation of the model and the integration of term weights – goes back to Gerard
Salton (cf. e.g. (Salton, 1968; Salton, Wong, and Yang, 1975)). Using their retrieval
system SMART, Salton and his colleagues explored a wide range of term weighting
functions (Salton and Buckley, 1988b).

Among the many approaches directly addressing the non-orthogonality of terms,
the most prominent are the generalised vector space model (GVSM, (Wong et al.,
1987)) and latent semantic indexing (LSI, (Deerwester et al., 1990)). These try to
find a better basis for the vector space, i.e. to introduce so-called ”concepts” which
subsume synonymous or very similar terms and are thus truly orthogonal. For the
automatic computation of concepts, co-occurrence of terms in documents plays an
important role.

Today, the vector space model is widely used in a great variety of practical ap-
plications, including ones that are not directly related to information retrieval, e.g.
clustering and classification of different types of objects. It has often been criticised
for relying on heuristic or ad hoc assumptions, e.g. w.r.t. the notion of “similarity”
or the question why the dot product is a good function of similarity. However, de-
spite or maybe even because of its theoretical shortcomings, the VSM offers great
flexibility (e.g. in inventing new term weighting schemes) and – starting from Luhn’s
argumentation – has some intuitive meaning that is easy to understand and imple-
ment.

3.1.3. Probabilistic relevance models

The models presented in this section are commonly referred to as just ”probabilistic
models”. However, since probability theory is used in many models (including the
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inference and language models below) – probabilistic methods being a natural way of
dealing with the uncertainties and imprecisions of natural language – it seems better
to use the notion of relevance in order to distinguish the model described here from
the others below.

The intuition underlying probabilistic relevance models is defined in the so-called
probability ranking principle (PRP) (Robertson, 1977), which states that ”for opti-
mal retrieval, documents should be ranked in decreasing order of the probability of
relevance to the request”.

The notion of relevance, which obviously lies at the heart of this definition, is
explained via relevance information, i.e. documents that have already been judged
for relevance by a user. The procedure of exploiting relevance information is called
relevance feedback, which means that relevance feedback is inherent in probabilistic
relevance models.

One can think of relevance feedback as a fuzzy binary classification task: given
some training data (namely the relevance information), one tries to classify new
documents into relevant and irrelevant ones. It is thus not surprising that the best-
known probabilistic relevance model – the binary independence model (BIM) – bears
close resemblance to the well-known Näıve Bayes classifier (Lewis, 1998).

Retrieval function

To formally capture the classification task sketched above, one can use Bayesian de-
cision theory, which states that – in order to minimise the probability of classification
errors – one should decide for the most probable class.

We start with describing each document d by a binary vector (d1, ..., dn) ∈ {0, 1}n

where di = 1 iff term i is assigned as an index term to document d, else 0.
The events rel and nrel are outcomes of a binary random variable Rq : {0, 1}n →
{rel, nrel} which returns the relevance of a document description w.r.t. query q.

Now, in order to decide for the most probable relevance class of a document d, we
compute its odds of being relevant.1 Since the logarithm is a monotonically increasing
function, it has no effect on a ranking, but since it makes some calculations easier,
one has chosen the log-odds ratio as a retrieval function:

f(d, q) = log
Pq(rel|(d1, ..., dn))
Pq(nrel|(d1, ..., dn))

= log
Pq(rel|(d1, ..., dn))

1− Pq(rel|(d1, ..., dn))
(3.6)

In order to estimate Pq(rel|(d1, ..., dn)) – the probability of relevance of a document
with vector (d1, ..., dn) w.r.t. query q – a conditional independence assumption (see
below) is made, which results in the following retrieval function:

f(d, q) =
∑
i

di log
pi(1− qi)
qi(1− pi)

(3.7)

1If we were to take a hard relevance decision, we would reject all documents with odds < 0.5.
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where pi is the probability that a relevant document will contain term i and qi is
the probability that an irrelevant document will contain it. This is where relevance
information comes into play: documents judged relevant or irrelevant by the user
can be used for the estimation of pi and qi. For the exact derivation of this formula,
the interested reader is referred to (Robertson and Jones, 1976).

As we can see, the assignment of index terms to documents is assumed to be binary,
i.e. no term weights are used. This is one major point of critique for the BIM, along
with the fact that document length is not considered: imagine, for example, a query
consisting of just one term i. All documents containing i will receive the same RSV
(namely log pi(1−qi)

qi(1−pi)
), regardless of how often the term appears in each document and

how long the documents are. In addition, it is often very difficult to obtain relevance
information (i.e. users may not be willing to give feedback), in which case the entire
model is almost useless.

Simplifying assumptions

To arrive at the formula given in equation 3.7, one usually makes the assumption
of conditional independence of terms: starting from equation 3.6, the application of
Bayes’ law turns P (rel|d) into P (d|rel)P (rel)

P (d) . For getting at P (d|rel) one assumes that

P (d|rel) = P ((d1, ..., dn)|rel) =
∏
i

P (di|rel) (3.8)

P (d|nrel) = P ((d1, ..., dn)|nrel) =
∏
i

P (di|nrel) (3.9)

which amounts to the assumption that the occurrences of terms are independent
in the set of relevant and non-relevant documents, respectively (cf. (Robertson and
Jones, 1976), appendix A). This assumption is necessary because it would be cumber-
some and impossible to compute P ((d1, ..., dn)|rel) directly for all 2n combinations
of index terms, most of these not being present in the training data.

It should be noted, however, that (Cooper, 1991) has pointed out that this assump-
tion can be replaced by a weaker one, namely the ”linked dependence” assumption:

P (d|rel)
P (d|nrel)

=
∏
i

P (di|rel)
P (di|nrel)

(3.10)

Cooper emphasises that this assumption ”permits the presence of arbitrarily strong
dependencies (between terms), so long as they hold with equal strength among the
relevant and nonrelevant items”. This is certainly very much closer to reality than
the original assumption.

Milestones

The first paper to mention the idea of a probabilistic relevance model was that of
(Maron and Kuhns, 1960). This paper already contained a version of the probabil-
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ity ranking principle and a solution to estimating the probability of relevance which
relied on a human indexer to estimate P (t|d), i.e. the probability that a user would
use term t when she wants to retrieve information of the type contained in document
d. (Robertson, 1977) spelled out the PRP in more detail and pointed out its limita-
tions, e.g. the assumption that the relevance of a document does not depend on the
relevance of other documents which the user might have inspected already.

The binary independence model (BIM), i.e. putting together the ideas of Maron
and Kuhns with the automatic estimation of term relevance weights was first intro-
duced by Robertson and Sparck-Jones (Robertson and Jones, 1976). The integration
of within-document frequency of terms and document length normalisation into the
BIM will be discussed in section 3.2 below.

The work of Fuhr (Fuhr, 1989; Fuhr and Buckley, 1991) – developed out of
the Darmstadt indexing approach (Fuhr et al., 1991) – offers another possibility
to use more sophisticated document representations in probabilistic relevance-based
retrieval: In Fuhr’s description-oriented indexing approach, relevance weights are
estimated for terms across different queries: the distribution of term properties in
relevant and non-relevant documents (e.g. occurrence in title or within-document
frequency) is used to learn which combinations of properties are generally good in-
dicators of relevance.

All in all, although especially the probability ranking principle has been very influ-
ential in IR research, there are few systems which implement a purely probabilistic
relevance model (e.g. the BIM) without any document term weighting approxima-
tions. However, it should be noted that retrieval functions such as BM25 – see section
3.2 – which were born out of (various) probabilistic models, have a strong theoretical
foundation. BM25, for example has performed equally well or even better than its
heuristic VSM counterparts and is now widely used in the IR community.

3.1.4. Probabilistic inference models

The idea of the models described in this section is that of probabilistic inference: we
hypothesise a document D to be true, i.e. we treat the document as the evidence
that we have observed and then try to infer a query Q from that evidence. We
use probabilistic instead of logical inference to represent the uncertainty inherent
in natural language texts. In order to do this, we calculate the probability P (Q =
1|D = 1) that the query is fulfilled, i.e. that the user’s information need is met, given
D as evidence. Another way to state this is to say that we update our belief in the
query being true in the face of the evidence D.

The most successful inference model (Turtle and Croft, 1990) is based on Bayesian
networks. A Bayesian network is a directed acyclic graph that represents dependen-
cies between random variables. An arc from node A to node B indicates that the
proposition represented by A implies the one represented by B up to a certain de-
gree. A is called a parent of B. At node B, a link matrix (cf. (Turtle, 1991)) stores
the probabilities P (B|A) for all possible combinations of truth values of A and B.

39



3. Solutions to information retrieval tasks

An important characteristic of Bayesian networks is the fact that sibling variables
x1, ..., xn are independent when conditioned on a common parent x.

Inference networks used for information retrieval normally consist of a document
and a query network with nodes representing the documents and queries, and with
intermediate nodes representing concepts (or index terms) assigned to these objects.
All variables in such a network are binary-valued (i.e. either true or false). When
identifying query and document concepts with each other, one arrives at a simple
inference network, an example of which is given in figure 3.1.
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Figure 3.1.: A simple inference network

In order to produce a document ranking, the inference network is used by activating
(i.e. setting to true) one document D at a time (all other document nodes being set
to false at that moment) and then – using the rules of Bayesian inference – propagate
beliefs in the network until we have found, for our query node Q, the new belief in
the information need being met, given that D has been observed. Having done this
for each document, one at a time, we can rank documents according to our beliefs
P (Q = 1|D = 1).

Retrieval function

As mentioned above, documents in an inference system should be ranked by the
probability P (Q = 1|D = 1) of the information need being met, given that document
D was observed. If we consider the simplified inference network in figure 3.1, this
probability can be calculated using the intermediate nodes T1, ..., Tn. We start with
the observation that

P (Q = 1|D = 1) =
P (Q = 1, D = 1)

P (D = 1)
(3.11)

We can integrate the Ti’s into this formula by summing over all different values
(t1, ..., tn) ∈ {0, 1}n that they might take:

P (Q = 1|D = 1) =

∑
t1,...,tn

P (D = 1, T1 = t1, ..., Tn = tn, Q = 1)
P (D = 1)

(3.12)
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By the chain rule of probability theory and using the properties of Bayesian networks,
which say that the Ti are conditionally independent given the value of their parent
node, we get:

f(d, q) = P (Q = 1|D = 1)

=
∑

t1,...,tn

P (Q = 1|T1 = t1, ..., Tn = tn) ·
∏
j

P (Tj = tj |D = 1)

This is the final retrieval function. However, this function says nothing about how
to estimate the probabilities involved in it. This allows for various specifications of
the values P (Tj |D) and P (Q|T1, ..., Tn), which can be interpreted as term-document
weights and query weighting, respectively. Ways of specifying these are discussed in
section 3.2 below.

Because of its lack of specificity with regard to the estimation of the probabilities
(and hence the retrieval function), the theory of inference networks can be regarded
as a meta-model of information retrieval2, since it allows to integrate various forms of
evidence at all levels of the retrieval task: different indexing methods (i.e. methods
of estimating P (Tj |D)), combined with different forms of query formulation (i.e. of
estimating P (Q|T1, ..., Tn)) yield different retrieval functions. It is also possible to do
the inference with different document representations or query formulations at the
same time and combine their outcomes.

Combining the outcomes of different ranking functions, sometimes also called fu-
sion, has often been successfully applied in IR. Fusion results are particularly en-
couraging when the rankings produced by the individual methods differ considerably
because documents ranked highly by many different methods are very likely to be
relevant. The main advantage of inference networks is that they provide a theoretical
basis for fusion techniques.

Simplifying assumptions

It is another advantage of the inference network approach that the simplifying as-
sumptions are directly visible in the topology of the Bayesian network: in the case
of figure 3.1, we see the assumption that

P (D,T1, ..., Tn, Q) = P (D) · P (Q|T1, ..., Tn) ·
∏
i

P (Ti|D) (3.13)

Again, this implies that index terms are conditionally independent. It is, however,
possible to model dependence relationships between two terms Ti and Tj by intro-
ducing a new (concept) node to which both terms link.

2for a further discussion of meta-models, see the next chapter
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Milestones

Van Rijsbergen (van Rijsbergen, 1986) was the first to propose that documents D
should be ranked by the extent P (D → Q) to which they logically imply a search
request Q. His suggestion on how to evaluate P (D → Q) was based on possible-world
semantics. The idea is to allow the use of knowledge not contained in a document D
(e.g. co-occurrence of search terms) to prove D → Q and to rank documents by the
amount of knowledge that must be added to achieve this. Van Rijsbergen is, however,
very unspecific with regard to the precise nature of such knowledge addition and the
way to measure the amount of uncertainty which it introduces.

The use of probabilistic inference using a Bayesian network – instead of possible-
world semantics – was introduced by Turtle and Croft (Turtle and Croft, 1990) as
presented above. Later, work on inference models was extended by Wong and Yao
(Wong and Yao, 1995) and Ribeiro-Neto and Muntz (Ribeiro and Muntz, 1996) who
both used a more clearly-defined sample space with the set of all index terms as
the universe of discourse. Wong and Yao give an exhaustive overview of how the
inference model subsumes all other IR models. Ribeiro-Neto and Muntz propose
an alternative belief network in which index terms imply documents (instead of the
other way round as proposed by Turtle and Croft).

The inference network model has been implemented in the Inquery system and
successfully used for retrieval (Callan, Croft, and Harding, 1992). However, since the
model is underspecified with regard to the estimation of the probabilities – which
makes it a meta model as explained above – its value is mainly of theoretical nature.

3.1.5. Language models

One of the most recent IR models is the language modeling approach. The purpose
of language models is to predict the probability of word sequences. A language model
is a probability distribution P over word sequences. Such distributions are normally
inferred from a (preferably large) sample of text and then used to pick the most
probable word sequence from a number of choices.

Estimating P (w1, ..., wk) requires frequency information for arbitrarily long word
sequences (w1, ..., wk). For large k, most of these sequences never occur in a given
sample. It is therefore common to use so-called n-gram models which assume that
the probability of the next word only depends on its n − 1 predecessors (instead of
all of them), e.g. a trigram model:

P (w1, ..., wk) = P (w1)P (w2|w1)P (w3|w1, w2) · ... · P (wk|wk−1, wk−2) (3.14)

In the following, we will write P (w1, ..., wk|M) when referring to the probability as-
signed to the sequence w1, ..., wk by an n-gram language model M .

In (Ponte and Croft, 1998), the use of language models in information retrieval is
motivated in the following way:

42



3.1. Modeling

“users have a reasonable idea of terms that are likely to occur in doc-
uments of interest and will choose query terms that distinguish these
documents from others in the collection.”

Put another way, this means that we assume a user to think of a “typical” relevant
document and then to pick some good keywords from this document to use as a
query. Hence, we have to look for a document with a high probability of being the
one that the user had in mind when choosing her search terms.

Ponte and Croft (Ponte and Croft, 1998) cast this as the question which document
is most likely to have generated these terms, i.e. for which document it is most likely
that the user query q would be observed as a random sample from the document’s
unigram language model Md. More precisely, when regarding q = q1, ..., qm as a
sequence of terms, we want to find a document d which maximises P (q1, ..., qm|Md).

Retrieval function

In information retrieval, the usual way to go about this task is to use unigram
language models (i.e. n = 1). Such a model Md is inferred for each document d in
the collection. Then, we calculate the probability P (q|Md) of generating the query
q from each of these models via

f(d, q) = P (q|Md) =
∏
t∈q

P (t|Md) (3.15)

and rank documents by this probability.
There are a number of possible alternative choices for a retrieval function. Here

are just two examples:

• Document priors: using some sloppy notation, we can say that, perhaps, what
we are actually interested in is the probability P (d|q) of a document d, given
query q.3 Using Bayes’ theorem, we can turn this into P (q|d)P (d)

P (q) . Since P (q)
is the same for all documents, we can safely ignore it when using this formula
for ranking. Now, we can argue that we might approximate P (q|d) in a way
as described above, i.e. by P (q|Md). This is the approach taken in (Miller,
Leek, and Schwartz, 1999). As far as the document prior P (d) is concerned, we
could e.g. relate it to d’s length or use the number of references or hyperlinks
pointing to a web document as a prior.

• Model comparisons: The idea of this approach is to infer language models
for both the query and the document and then measure how much they differ.
Since language models are probability distributions, a natural way of measuring
this difference is the Kullback-Leibler divergence KLD. Hence, the retrieval

3The sloppiness of notation arises because we have not said anything about a sample space in which
we want to define this probability.
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function becomes

KLD(Mq||Md) =
∑
t

P (t|Mq) log
P (t|Mq)
P (t|Md)

(3.16)

Normally, P (t|Mq) is estimated as a term’s relative frequency in the query so
that it is 0 for all terms that do not appear in the query. So, actually, we only
have to sum over all query terms as before. Of course, we will now have to
rank documents by increasing values of this quantity, i.e. a small divergence is
desirable.

In any case, all these retrieval functions are very general since they say nothing
about how to estimate Md. Various forms of doing that can be viewed as approaches
to term weighting and are hence discussed in section 3.2 below.

Simplifying assumptions

The major simplification used in most language model approaches to IR is the use
of unigram language models instead of higher order models. This means that the
order of words in documents and query is completely ignored – an assumption which
also underlies most other IR models, commonly referred to as the bag of words as-
sumption. Furthermore, it means that, again, words are assumed to be conditionally
independent of each other.

Because of their enormous computational costs, attempts to use higher order mod-
els have been rare and relatively unsuccessful. There are, however, other approaches
to overcoming the problems caused by the unigram simplification (cf. e.g. (Berger
and Lafferty, 1999)).

Milestones

The idea of using language models for IR was first introduced by (Ponte and Croft,
1998). In their paper, they used the query likelihood P (q|Md) for ranking. Since then,
a number of alternative formulations and retrieval functions have been proposed:

• Miller et al (Miller, Leek, and Schwartz, 1999) start with the goal to esti-
mate the probability P (D is R|Q) that a document D is relevant given a query
Q. However, as described above, this also leads to the problem of estimating
P (Q|MD). In addition to that, however, it leaves room for using document
priors P (D).

• Within a general risk minimisation framework, Zhai and Lafferty (Lafferty
and Zhai, 2001) propose to make use of query language models in addition to
document models and derive a number of “loss functions”. Documents should
minimise these in order to be ranked highly. One of the loss functions leads to
the Kullback-Leibler distance approach outlined above.
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• Other formulations include a relevance-based approach by Lavrenko and Croft
(Lavrenko and Croft, 2001) or a likelihood ratio approach as described in (Ng,
1999).

All in all, language models have – in many individual experiments – been shown
to outperform most of the other conventional IR models described above. Therefore,
the interest in language modeling for IR is still growing and there is a lot of ongoing
research. A serious drawback of language modeling approaches is the fact that virtu-
ally all methods of estimating a language model Md have a free parameter and that
tuning this parameter is difficult and has large impact on effectiveness (see section
3.2.4).

3.1.6. Divergence from randomness model

Another model has been derived even more recently from a combination of informa-
tion and utility theory: the divergence from randomness (DFR) model.

In the utility-theoretic part of this model, documents are regarded as investments
– the user has to invest time to read a document. What can be gained from this
investment is information that is relevant to the user, regarding a certain topic. The
goal is therefore to choose investments – i.e. documents – that maximise the expected
gain in information.

Terms are used to select documents and they are assumed to carry a certain amount
of information about the content of a document, which is where information theory
comes into play. We can view this as a gamble: we “make a bet” on a query term t

selecting a relevant document d. If d turns out to be really relevant, we win, else we
lose. What we can gain in this gamble is information and what we can lose is time
if we have to look at irrelevant documents.

Retrieval function

We start our gamble by defining the informative content of a term t in a document
d. Let us assume that t occurs tf times in d. For measuring the informative content
of an event – in our case the tf occurrences of t in d – information theory proposes
to use its pointwise information or pointwise entropy.

Pointwise information is defined as − log p where p is the probability of the event.
This means that a highly improbable event carries more information than a probable
one.

The DFR model proposes to calculate the probability p1 of observing tf occur-
rences of a term t in document d under a model of randomness, e.g. a Poisson
distribution of terms over documents. The pointwise information − log p1 is then a
measure for the term’s deviation (or divergence) from randomness, which gave the
DFR model its name. If it is large, that means that observing tf occurrences of t in
d by pure chance is highly improbable.
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The exact specification of a model of randomness leads to various probability
estimates for p1 and thus to various retrieval functions. We will treat this (as we
have done before) as a matter of term weighting and hence discuss it thoroughly in
section 3.2.

Now we know that the total amount of information that is contained in the assign-
ment of t to document d is equal to − log p1. The gain (i.e. what we are interested
in) is a portion of this quantity, namely the one associated to the event of d being
relevant to the query. The other part is the loss that might occur if d is non-relevant:

− log p1 = gain+ loss (3.17)

When we play that gamble, we want to know about the probability that the term
t selects a truly relevant document d. The DFR approach suggests to estimate this
probability – p2 – by asking how probable it is to observe another token of term t in
document d, given that we have observed tf tokens already:

“We thus assume that the probability that the observed term contributes
to select a relevant document is high, if the probability of encountering
one more token of the same term in a relevant document is similarly high.”
(Amati and van Rijsbergen, 2002)

This means that we want to calculate p2 = P (tf + 1|tf, d). Intuitively, the more
tokens of t we have seen already, the more confident we are to see one more (this
is sometimes called the aftereffect of sampling). Again, there are various ways to
compute p2 which will also be discussed in section 3.2.

In utility theory, the gain of an investment or gamble is directly proportional to
the risk or uncertainty about the outcome. Hence, the odds that we are given are
equal to the probability of a positive outcome. If we assume that we can lose what
we have put at stake, then we get:

p2 =
loss

gain+ loss
(3.18)

If there is, for instance, a 20% chance of winning (i.e. p2 = 0.2) and we bet the
quantity x, then the return in a fair play setup would be (gain+ loss) = 5x, i.e. the
possible gain is 4x and the loss is 1x.

Now that we have these equations, we only need to put them together in order to
compute the gain:

loss = (gain+ loss) · p2 = (− log p1) · p2 (3.19)

gain = − log p1 − loss = − log p1 − (− log p1) · p2 = (1− p2)(− log p1) (3.20)

The final retrieval function is then obtained by summing the contributions of all
query terms: Since p1 is obtained without any reference to the length of document
d and since we expect that tf occurrences of a term in a short document are more
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informative than the same amount of occurrences in a long document, most DFR
approaches use a (document-length-)normalised term frequency instead of the raw
frequency.

Milestones

The DFR model was first proposed by Amati and van Rijsbergen in a paper which
appeared in 2002 (Amati and van Rijsbergen, 2002) but was available as a manuscript
earlier. When it was published, the model had already been applied quite success-
fully in the web track of the TREC-10 conference (Amati, Carpineto, and Romano,
2001). An implementation of DFR is available in the retrieval system Terrier (Ter-
abyte Retriever) (Ounis et al., 2005), which also contains a great variety of other
features, such as information-theoretic automatic query expansion (see section 3.3)
and hyperlink structure analysis. The success of the DFR model has certainly been
fairly small when compared to that of language modeling, at least in terms of the
amount of research it has stimulated in the IR community. However, it has been
shown to be competitive with most other IR models in a number of experiments. A
key advantage of DFR is that all retrieval functions derived from it are completely
parameter-free so that no tedious experimentation on test collections is needed for
tuning parameters.

3.2. Term weighting

This section presents – for each of the models of ranked retrieval discussed in the
previous section – the place where term weights fit into the respective model and
discusses the most important weighting schemes that have been developed in each
case.

From now on, we will act on the assumption that both documents and queries are
represented as a bag of words, i.e. a set of terms (cf. section 2.1.1) and that hence
their internal structure is ignored. Furthermore, we will not be concerned with the
problem of term formation, i.e. the question which language items should be selected
as index terms (single words, phrases, concepts). Everything that is discussed here
applies to manually assigned index terms, phrases, full-text indices etc. However, in
all the experiments reported in chapters 5 and 6, a simple full-text index was used,
i.e. each document and query was represented by a set of all the word stems (no
phrases) that appeared in the respective object, except for a small list of stop words.

Thus, the task of document representation boils down to assigning different weights
to terms, reflecting the degree to which they are representative of the document.

In section 3.1, we learned about the retrieval functions associated with each of the
information retrieval models. All of these functions were generic in the sense that
certain variables were left unspecified. As we will see below, these variables leave
room for term weighting. In principle, each model can be combined with a great
variety of term weighting approaches, but historically each model has developed its
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own characteristic term weighting. These are reviewed below following the same
order of models as in the previous section.

3.2.1. Vector space model: tf.idf family

As mentioned above, the retrieval function of the vector space model (VSM) is a dot
product of query vector ~q = (wq1, ..., wqn) and document vector ~d = (wd1, ..., wdn)

sim(d, q) = ~d · ~q =
n∑
j=1

wdjwqj (3.21)

In this formula, wdj is the weight assigned to the indexing relation between document
d and index term j – the same applies to the query and wqj . These weights are meant
to indicate the degree to which term j is representative of the content of d and q,
respectively. In the basic VSM, wdj will be 0 if term j does not appear in document
d.

Since the VSM is very widely used, a great diversity of term weighting schemes
has been developed. However, most schemes use what is commonly referred to as
tf.idf weighting. It consists of three components:

1. Term frequency (tf) component: this component grows with the frequency
of term j within document d, the rationale being that a term that appears
frequently in a document is probably representative of its content.

2. Inverse document frequency (idf) component: idf was first introduced in (Sparck-
Jones, 1972) where it was used as a single weight, i.e. without the tf component.
The (multiplicative) combination with tf was proposed by Salton (Salton and
Yang, 1973). Idf is based on the idea that the information a term conveys in
general (i.e. independently of a specific document) is inversely proportional
to its frequency in the collection. A simple variant of idf for term j can be
calculated as

idfj = log
N

DFj
(3.22)

where N is the number of documents in the collection and DFj is the number
of documents to which term j is assigned as an index term. Idf has interesting
relations to the probabilistic model, details are discussed in (Robertson, 2004).

3. Document length normalisation component: using term frequency näıvely re-
sults in long documents having a higher probability to be retrieved than short
documents. This is so because a very long document has increased chances of
containing many terms – some of which may only be remotely pertinent to the
document’s general topic – and the frequencies of the terms that do reflect its
topic will also be greater than in a short document on the same topic.

Therefore, a number of length normalisations have been introduced. Some of
them are applied only to the tf component, others to the whole tf.idf-weighted
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vector. Salton and his colleagues used cosine normalisation in their early work
(Salton and Buckley, 1988b), where the whole tf.idf-weighted vector is scaled
to unit Euclidean length. This was found to be suboptimal for several reasons
later. (Singhal, Buckley, and Mitra, 1996) therefore developed the so-called
pivoted document length normalisation, which is based on the idea that the
probability to retrieve a document of length l should be equal to the probability
that an arbitrary document of length l turns out to be relevant to a given
query. The point where the two probability curves intersect is called the pivot.
A popular formulation of pivoted normalisation can be expressed as

wdj =
1+log tfjd

1+log avtfd

(1− s) + s numUniqued
avNumUnique

(3.23)

where tfjd is the frequency of term j in document d, avtfd is the average
frequency of all terms in the document, numUniqued is the number of unique
terms in d and avNumUnique the average number of unique terms for all
documents in the collection. Here, avNumUnique is the pivot and s is the
so-called slope, a free parameter which has to be tuned.

In (Salton and Buckley, 1988b), a systematic nomenclature was introduced in order
to represent the wide range of possibilities that arise out of the various implemen-
tations of each component above. The general way to describe a weighting scheme
is written as two triplets, abc.def where a and d refer to the variant of tf weighting
used in the document or query, respectively, b and e refer to the idf variant and c

and f to the document (or query) length normalisation.
As an example, let us consider the Lnu.ltn weighting introduced in (Singhal, Buck-

ley, and Mitra, 1996): The “L” factor is the normalised tf factor from equation 3.23
above (i.e. 1+log tfjd

1+log avtfd
), “n” stands for “no idf factor” (i.e. idf = 1) and “u” is the

pivoted unique normalisation, i.e. the inverse of (1 − s) + s numUniqued
avNumUnique . For the

query, we have “l” = 1 + log tfjd, “t” stands for the simple idf weight from formula
3.22 and “n” for no normalisation. This scheme is used later in the experiments as a
representative of the vector space model weighting schemes.

3.2.2. Probabilistic model: BM25

Let us recall that the binary independence model (BIM) introduced in section 3.1.3
had the following retrieval function:

f(d, q) =
∑
j

dj log
pj(1− qj)
qj(1− pj)

(3.24)

where pj is the probability that a relevant document will contain term j and qj
is the probability that a non-relevant document will contain it. The estimation of
these probabilities can be performed using simple maximum likelihood estimators,
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i.e. pj = r/R where r is the number of relevant documents that contain term j and
R is the total number of relevant documents known. Similarly, qj can be estimated
as qj = DFj − r/N −R where N is the number of documents in the whole collection
and DFj is the number of documents indexed by term j. We thus have

f(d, q) =
∑
j

dj log
r/R− r

DFj − r/(N −DFj −R+ r)
=
∑
j

dj · rsjj (3.25)

With this simple estimation, the BIM provides a weighting of terms independent
of their appearance in documents – it is called Robertson-Sparck-Jones weight (RSJ,
or rsjj in the formula) after its inventors (Robertson and Jones, 1976) – but the
within-document frequency of terms is not taken into account, dj being binary.

In fact, without relevance information, the resulting weight closely resembles idf:
in that case, one may estimate pj to be some fix number (e.g. 0.5) and qj to be
DFj/N , which is based on the assumption that all documents in the collection are
non-relevant (cf. (Croft and Harper, 1979)). This results in a weight of

rsjsimplej = log
pj(1− qj)
qj(1− pj)

= log (
N

DFj
− 1) (3.26)

which is very similar to idf, see equation 3.22.

Thus, when compared to the vector space model, the BIM has an idf component,
but lacks both a within-document frequency component (document vectors are bi-
nary) and a document length normalisation. The absence of these features was found
to be detrimental to retrieval effectiveness in numerous experiments.

In order to integrate these components into the BIM, a probabilistic model of
indexing – the 2-Poisson model (cf. (Harter, 1975)) – was combined with the BIM in
(Robertson, van Rijsbergen, and Porter, 1981). The estimation of parameters in the
2-Poisson model, however, turned out to be rather costly and complicated so that a
new weighting function was introduced by (Robertson and Walker, 1994) which has
the same characteristics as the one introduced in (Robertson, van Rijsbergen, and
Porter, 1981), but is much simpler to calculate. With respect to within-document
frequency of terms, it was observed that weights derived from the 2-Poisson model
increase monotonically with tf, reach an asymptotic maximum approximately at the
RSJ and are generally convex. This was translated into the simple weight

wjd =
tfjd

tfjd + k1
· rsjj (3.27)

where k1 is an unknown constant.

Additionally, document length was taken into account: under the assumption that
a long document requires more occurrences of a term t in order to be considered to
be “about” t and that the first formula was correct for a document of average length,
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the following final formula was given in (Robertson and Walker, 1994):

wjd =
(k1 + 1)tfjd

(k1(1− b) + b |d|avdl ) + tfjd
· rsjj (3.28)

where b is another unknown constant, |d| is document d’s length in words and avdl

is the average document length in the collection.
The final retrieval function BM25 is given by

f(d, q) =
∑
j

wjd · tfjq (3.29)

where tfjq is the frequency of term j in the query q and wjd is as defined in equation
3.28.

This can be interpreted as a dot product of a document vector ~d = (w1d, ..., wnd)
and a query vector ~q = (w1q, ..., wnq) with wjq = tfjq. Since the RSJ in its sim-
plest form resembles idf, this retrieval function has all three components that are
commonly found in the VSM weightings: tf, idf and length normalisation (incorpo-
rated in the tf component). Thus, BM25 is often used as a weighting scheme for
the vector space model. Its attractiveness lies in its probabilistic interpretation and
theoretic foundation and – as we will see later – in the fact that it has good retrieval
effectiveness. In the experiments in this thesis, BM25 is used with k1 = 1.2 and
b = 0.75.

3.2.3. Probabilistic inference: INQUERY weighting

In the probabilistic inference model, we ended up with the retrieval function

f(d, q) = P (Q = 1|D = 1)

=
∑

t1,...,tn

P (Q = 1|T1 = t1, ..., Tn = tn) ·
∏
j

P (Tj = tj |D = 1)

Here, we need to estimate P (Tj = tj |D = 1), i.e. the belief in term tj , given document
D as evidence and P (Q = 1|T1 = t1, ..., Tn = tn), i.e. the belief in the query node,
given the observed terms as evidence. The first can be seen as a document weight,
whereas the latter corresponds to a query weighting task.

As we have seen, the inference model is a meta model for IR, which means that it
can subsume any other retrieval function. In the INQUERY system – an implemen-
tation of an inference network – the link matrix for P (Q = 1|T1 = t1, ..., Tn = tn)
was implemented as a weighted sum of parents’ beliefs which results in the familiar
dot product retrieval function.

For P (Tj = tj |D = 1), several linear combinations of evidence were explored, but
finally a simple tf.idf variant was adopted in (Turtle and Croft, 1991). The only
difference lies in the existence of a default belief α for each term, i.e. P (Tj = tj |D =
1) = α+ δ · tf.idf so that the belief in (query) term j given the evidence of document
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D is non-zero, even if the term does not appear in the document.

The final document term weight used in the INQUERY system as given in (Broglio
et al., 1994) reads as follows:

P (Tj = tj |D = 1) = 0.4 + 0.6 · (0.4 ·H + 0.6 · ntf) · nidf (3.30)

where ntf is a tf normalised with the maximum frequency maxtf of terms in the
document: ntf = log(tfjD+0.5)

log(maxtf+1) ; and nidf a normalised idf: nidf = idf
logN (N = number

of documents in the collection). H is used for penalising long documents. The
corresponding retrieval function is not used in the experiments of this thesis because
its effectiveness is not as good as that of the other functions.

3.2.4. Language models: smoothing

As far as language models are concerned, recall that the basic retrieval function was
given by

f(d, q) = P (q|Md) =
∏
t∈q

P (t|Md) (3.31)

In section 3.1.5 we said that P (t|Md) is the probability that term t will be observed
as a random sample from document d’s unigram language model Md. The näıve
approach of estimating P (t|Md) as t’s relative frequency in d results in an estimate
of zero for all query terms not contained in d, which makes the whole product zero.
Since this is undesirable, we would like to smooth the probabilities, i.e. reserve some
probability mass for terms not contained in d.

As we will see, the process of smoothing plays a role which is similar to term
weighting in the other models. In (Zhai and Lafferty, 2001a), a number of smoothing
methods is compared experimentally. Here, we will study only one variant, namely
Dirichlet smoothing which is among the best smoothing methods in (Zhai and Laf-
ferty, 2001a). Dirichlet smoothing estimates P (t|Md) as follows:

P (t|Md) =
tftd + µ · p(t)

µ+ |d|
(3.32)

where p(t) is the relative frequency of the term in the whole collection and µ is a free
parameter.

Since P (t|Md) is non-zero even for terms that do not appear in d (provided that
p(t) > 0), we now have what is sometimes called a presence-absence weighting scheme
– both present and absent terms contribute to the score of a document. This is in
contrast to all other models where the retrieval function is normally a sum over
all terms that appear in both the query and the document – i.e. presence weighting
schemes. However, with some manipulation, we can turn the language model retrieval
function into a pure presence weighting scheme so that it can be compared more easily
to the other weighting schemes. We substitute P (t|Md) as given in equation 3.32 into
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the retrieval function and get:

∏
t∈q

tftd + µp(t)
µ+ |d|

=
∏
t∈q

µp(t)
|d|+ µ

+
|d|
|d|+ µ

· tftd
|d|

=
∏
t∈q

µp(t)
|d|+ µ

(
1 +
|d|+ µ

µp(t)
· |d|
|d|+ µ

· tftd
|d|

)
=

µ

|d|+ µ
·
∏
t∈q

p(t) ·
∏
t∈q

(
1 +

tftd
µp(t)

)
∝

µ

|d|+ µ
·
∏
t∈q∩d

(
1 +

tftd
µp(t)

)
In the last line the term

∏
t∈q p(t) was omitted because it is the same for all documents

and hence does not change their ranking. Now, since 1 + tftd
µp(t) is 1 when tftd = 0, it

is sufficient to multiply the contributions of only those terms that actually appear in
d.

Comparing the resulting presence weighting formula to the tf.idf variants in section
3.2.1, we can say that 1 + tftd

µp(t) resembles a tf.idf component, 1/µp(t) being the idf
equivalent. Since most actual implementations of language models apply a logarithm
to the product – resulting in a sum of logarithms – the main difference between idf
and the present formula is the use of collection frequency (i.e. number of occurrences
in the whole collection) instead of document frequency.

Additionally, the document-dependent constant µ
|d|+µ in front of the product can

be interpreted as a document length normalisation since it penalises long documents.
Other smoothing approaches can be reformulated in a similar way, so that all in all,

smoothing results in formulae that can be rather directly compared to the classical
tf.idf term weighting approaches (cf. (Zhai and Lafferty, 2001a)).

In the experiments in the following chapters, I will use the Kullback-Leibler di-
vergence based retrieval function from equation 3.16 as introduced in (Lafferty and
Zhai, 2001), together with Dirichlet smoothing.

3.2.5. Divergence from randomness: randomness models

In the DFR model, the exact specification of the retrieval function

f(d, q) =
∑
t∈q

qtf(1− p2(tf))(− log p1(tf)) (3.33)

requires the estimation of the two probabilities p1 and p2. Remember that p1(tf) is
the probability to observe tf occurrences of term t in document d by pure chance –
where “pure chance” needs to be defined via a suitable model of randomness. p2(tf)
is the probability to observe another token of term t, given that we have seen it tf
times already.

The interplay of these two probabilities results in term weighting: intuitively, a
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rare term will generate large pointwise information, i.e. − log p1(tf) will be large;
at the same time − log p1(tf) will be large if t occurs frequently in d, i.e. if tf is
large. This means that − log p1(tf) can be regarded as a combined tf.idf component.
Moreover, most DFR derivatives have an additional document length normalisation.

For both estimation tasks, there are various possibilities, which are discussed at
length in (Amati and van Rijsbergen, 2002). Each of them leads to a new retrieval
function and hence to a new IR model. As an example retrieval function, we will
consider the I(F)B2 model (henceforth called “IFB2” for simplicity) which is derived
by using a Poisson distribution as a model of randomness when estimating p1, a
Bernoulli process for estimating p2 and an additional document length normalisation.
The final retrieval function looks as follows:

f(d, q) =
∑
t∈q

qtf · CFt + 1
DFt · (tf + 1)

· tf · log2

N + 1
CFt + 0.5

(3.34)

where CFt is the number of occurrences of term t in the whole collection, DFt its
document frequency, N is the overall number of documents in the collection and tf

is the within-document frequency of t within d. For document length normalisation,
tf is replaced by

tfn = tf · log2

(
1 +

avdl

|d|

)
(3.35)

where avdl is the average document length and |d| is document d’s length.

3.2.6. Generalisations

As we have seen, nearly all term weighting approaches can be somehow compared to
the tf.idf variants of the vector space model (which is used as a reference here only
because it is most widely used). Several attempts have been undertaken to derive a
general theory of term weighting that explains what requirements term weights need
to fulfill for good retrieval performance.

In (Zobel and Moffat, 1998), a wide range of possible retrieval (or similarity) func-
tions is explored, together with term weighting. The results were discouraging, as the
authors point out, in that no function or term weighting approach was consistently
better than the others. However, as a commonality of all approaches, they identify
three monotonicity assumptions, which are fully covered by the tf, idf and document
length normalisation components of the vector space model. In the axiomatic ap-
proach to information retrieval (Fang, Tao, and Zhai, 2004; Fang and Zhai, 2005),
an attempt is made to be more specific on each of these characteristics and their
interplay and a set of constraints is developed which should be fulfilled by a good
retrieval function.

All in all, although there seems to be a bewildering choice of possibilities for term
weighting, all schemes seem to – somehow – have the tf, idf and document length
normalisation components. The only model where this is not directly visible is the
language modeling approach – it can be reformulated to show the similarity, but the
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retrieval function is still slightly different. This is due to a fundamental difference in
the intuitions behind the language modeling retrieval function and that of all other
models. This difference is analysed closely in section 4.6 and a combination with the
other models is proposed to give a new and improved model.

3.3. Feedback

This section describes approaches which optimise retrieval behaviour w.r.t. a given
query, generally by expanding the query with terms that occur in relevant (or pseudo-
relevant) documents.

Generally, we need to differentiate between relevance feedback and pseudo feedback.
The former resorts to real relevance information, whereas the latter simply assumes
the top-ranked documents of an initial retrieval run to be relevant and all others to
be non-relevant. Pseudo feedback is also often called local feedback, going back to
(Attar and Fraenkel, 1977).

As has been suggested in section 3.1.3, relevance feedback can be viewed as a
classification task: separating relevant from non-relevant documents using the ones
judged by the user as traning data. Although the same basically applies to pseudo
feedback, the situation is slightly different there: feedback can be harmful to retrieval
effectiveness if many of the documents used as positive training examples are in fact
non-relevant.

In addition to choosing a good training set for the feedback task, one needs to
perform some sort of feature selection in order for retrieval to be (moderately) effi-
cient. In IR, feature selection is often performed by selecting terms that are highly
associated with the class of relevant (or pseudo-relevant) documents. When selecting
terms this way, we have to try to find a compromise between a term’s discriminative
power and its “generality”: rare terms usually discriminate well but we need a large
number of them in order to find any new documents, high-frequent terms do not
discriminate well but give us the possibility to classify many documents.

Finally, we have to choose a classifier. Only few of the very many classifiers in the
machine learning literature fulfil the constraints present in an IR system: a classifier
needs to be very fast (to be trained and applied in real-time) and it needs to work
well with few training data and be robust against bias towards positive or negative
training instances. A simple and popular way to ensure this is to simply learn a
better query formulation and use the new query for a second retrieval run.

Below, we will review the feedback methods that are popular in each of the retrieval
models from section 3.1. Because of the constraints just mentioned, we will see that
there are basically only two classifiers commonly used, namely variants of the Rocchio
and the Näıve Bayes classifier.
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3.3.1. Vector space model: Rocchio

The standard feedback method used in conjunction with the vector space model is
Rocchio feedback (Rocchio, 1971). From the point of view of a classification task,
applying a dot product to a query and a document vector corresponds to a linear
classifier – the classifier consisting of the query and the dot product. The idea
of Rocchio feedback is to learn a better classifier by formulating a new query that
maximises the difference between the RSVs of relevant and non-relevant documents
(Rocchio, 1966; Rocchio, 1971). This optimisation problem can be solved by applying
a Lagrangian multiplier and results in the following query vector:

~qnew =
1
|R|

∑
d∈R

~d− 1
|N |

∑
d∈N

~d (3.36)

where R and N are the sets of documents judged relevant and non-relevant by the
user, respectively. This formula means that the new query is the vector pointing
from the centroid of non-relevant documents to the centroid of relevant ones. That
query vector does maximally well in separating both classes because documents will
be projected onto a straight line through it and because it points in the direction of
increasing RSVs.

However, following practical experience (see e.g. (Salton and Buckley, 1990)),
equation 3.36 was generalised by allowing arbitrary weights in front of the sums.
This allows to give different weight to relevant and non-relevant documents – usually
relevant ones are weighted higher than non-relevant ones. Furthermore, it was found
to be better to preserve the original query terms, that is to add the original query
vector to the one from equation 3.36. This results in the following, widely used
formulation of Rocchio feedback:

~qnew = α~qold + β
∑
d∈R

~d− γ
∑
d∈N

~d (3.37)

Although arbitrary other methods are thinkable for learning better queries, this is
the predominant form of feedback in the VSM.

3.3.2. Probablistic relevance models

As we have seen in section 3.1.3, the probabilistic relevance model is based on feed-
back: the computation of the Robertson-Sparck-Jones weight (see eqs. 3.7, 3.25)
requires relevance information for the exact estimation of probabilities. As has been
mentioned earlier, the binary independence model is roughly equivalent to a Näıve
Bayes classifier (Lewis, 1998).

However, as it stands, the probabilistic relevance model uses relevance information
only for computing new weights for original qery terms; the actual expansion of
queries, i.e. the addition of new terms is often done via the so-called Robertson
Selection Value (Robertson, 1990) intended to measure how useful a given term ti
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would be if added to the query. The formula for the Robertson Selection Value is
w · (pi − qi) where pi and qi are (again) the probabilities that term ti is contained
in a relevant or non-relevant document, respectively and w is the weight that will
be assigned to the term. For instance, in (Robertson et al., 1992), these values are
estimated as w = rsji, pi = r/R and qi = 0 – with R being the overall number of
relevant documents and r the number of such documents that contain term ti. The
selection value can be used for ranking terms; the decision of how many terms – from
the top of the ranked list – to include in the query is still not settled and needs to
be determined empirically (Robertson et al., 1992).

3.3.3. Probabilistic inference models: altering dependencies

Haines and Croft (Haines and Croft, 1993) evolved a methodology for using relevance
feedback with inference networks, which adds new terms as parents of the query node
by inserting links pointing from the corresponding term node to the query node. The
link matrix at the query node – which is taken to be a weighted sum in (Haines and
Croft, 1993) – is then altered to reflect the relative importance of the query terms.
This is done by (re-)estimating the link matrix weights from the sample of relevant
documents.

In (Haines and Croft, 1993), a number of methods for the selection of expansion
terms are studied experimentally, including e.g. ranking terms by idf, their frequency
in the set of relevant documents or the expected mutual information between a term’s
occurrence in a document and the event of the document being judged relevant.
Weights in link matrices were set to their idf times the frequency of the corresponding
term in the set of relevant documents.

Since a weighted sum link matrix results in a dot product retrieval function and
the weights in the link matrix are based on something similar to the weight in a
centroid of relevant documents, the resulting feedback procedure closely resembles
Rocchio feedback with γ = 0 (see eq. 3.37).

In (Xu and Croft, 1996), a query expansion method combining global and local
analysis (i.e. techniques of pseudo feedback and associative retrieval) is described
that is also rooted in the probabilistic inference model (and implemented with IN-
QUERY). It is called LCA (Local Context Analysis) and will be described in more
detail – and used in experiments – in chapter 6.

3.3.4. Language models: query model update

For language models, various ways of integrating relevance information have been
proposed. Here, we will shortly review two of them.

In (Hiemstra and Robertson, 2001), the smoothing parameter is exploited for re-
weighting query terms using relevance information. Consider the Dirichlet smoothing
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of document language models as given in section 3.2.4:

P (t|Md) =
tftd + µ · p(t)

µ+ |d|
(3.38)

If we allow a different smoothing parameter µt to be used for each term, then µt
determines the relative weight assigned to query term t: if µt = 0, then t is important
for the query – in fact, the presence of t is necessary in order for the document to have
a non-zero score if we use equation 3.15 as a retrieval function. On the other hand, if
µt →∞, term t has no influence on the ranking of documents, since P (t|Md)→ p(t),
which does not depend on a specific document d.

In (Hiemstra and Robertson, 2001), the expectation maximisation (EM) algorithm
is used to estimate the smoothing parameter µt for each query term t from the set of
relevant documents. However, the query is not expanded, i.e. the procedure is only
applied to the original query terms.

An alternative way of exploiting relevance information – including the actual ex-
pansion of queries – is described in (Zhai and Lafferty, 2001b). The approach is
developed within the Kullback-Leibler divergence retrieval model from (Lafferty and
Zhai, 2001) that compares document language models to query models. It estimates
a new query model by linearly mixing the original query model with a language
model estimated from positive feedback documents:

Θ̂Q′ = (1− α)Θ̂Q + αΘ̂F (3.39)

where Θ̂Q′ , Θ̂Q and Θ̂F are the new and old query language model and the language
model estimated from the feedback documents, respectively.

(Zhai and Lafferty, 2001b) propose two ways of estimating a feedback model Θ̂F ,
one based on the assumption that feedback documents are generated by a mixture
of the query’s topic model and a collection background model, the second derived by
minimising the divergence between the new query model and the feedback documents.

The first approach uses the EM algorithm to obtain the final query model. The
second approach defines a divergence function that a new query model should min-
imise; the model that does so assigns high probabilities to words that are common
in the feedback documents, but infrequent in the whole collection:

p(w|Θ̂F ) = exp
( 1

1− λ
1
|F |

[∑
d∈F

log p(w|Θ̂d)
]
− λ

1− λ
log p(w|C)

)
(3.40)

where F is the set of relevant feedback documents, λ is a free parameter and p(w|C) is
the collection language model. Again, the question of how many feedback documents
and expansion terms to use remains unsettled and must be determined empirically.
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3.3.5. Divergence from randomness: information-theoretic approach

For the DFR model, there is no standard theory of query expansion. However,
in cases where the DFR model took part in competitions like TREC, it was ex-
tended with an information-theoretic version of the Rocchio expansion method (Am-
ati, Carpineto, and Romano, 2001; Amati, Carpineto, and Romano, 2003; Amati,
Carpineto, and Romano, 2005). It is defined in detail in (Carpineto et al., 2001).
The basic idea is to select those terms for expansion that make the biggest con-
tribution to the Kullback-Leibler divergence between the probability distribution of
terms inferred from the whole collection and that derived from the positive feedback
documents. More precisely, a term t is scored highly if it occurs frequently in the set
of feedback documents R and infrequently in the whole collection C:

p(t|MR) log
p(t|MR)
p(t|MC)

(3.41)

where MR and MC are unigram language models derived – using maximum likelihood
estimates – from R and C respectively.

Scores of formula 3.41 are used not only for selecting expansion terms, but also
for weighting in the expanded query. Since weights in the original query may not be
comparable to the information-theoretic weights, both are normalised before linearly
combining them (as in equation 3.37, with γ = 0) to obtain the final weight.

3.4. Associative Retrieval

The idea of associative retrieval (AR) is to exploit term-term or document-document
associations for expanding either queries or document result sets. Although there is
a vast amount of work on this topic, the discussion here will be very short, mostly
because associative retrieval was repeatedly found to be inferior to feedback mecha-
nisms in terms of effectiveness (cf. e.g. (Xu and Croft, 1996)). Another problem with
AR is the cost of generating associations, either manually or automatically, see below.

Associations to be used in AR may be human-generated, resulting e.g. from a
thesaurus in the case of terms (see (Voorhees, 1994)) or from hyperlinks in the case
of documents. The alternative is that associations are computed automatically from
a document collection, preferably the one that is to be searched later.

In the case of terms, automatically computed associations are mostly based on the
co-occurrence of terms in documents or passages (e.g. (Schütze and Pedersen, 1997;
Xu and Croft, 1996; Qiu and Frei, 1993)). Associations between documents are often
defined in terms of a similarity that incorporates the number of terms that two doc-
uments share (e.g. (Giuliano and Jones, 1963; Kurland and Lee, 2005)). In all cases,
the cost of obtaining associations is very high: manual construction of a thesaurus is
tedious and the automatic computation of term-term or document-document associ-
ations is inherently quadratic in the number of items involved. Especially for very

59



3. Solutions to information retrieval tasks

large collections, this quickly becomes infeasible.

Assuming that we have computed the associations successfully, the next step will be
to exploit them in a clever way. Some approaches start by clustering items based on
associations (e.g. (Voorhees, 1985; Jardine and van Rijsbergen, 1971; Liu and Croft,
2004)), others use them directly for expansion. In the former case, it is common to
expand document results sets by adding documents to the result set that are in the
same cluster as documents that have already been retrieved.

In the latter case, a popular approach is to view associations as a graph and run
some sort of spreading activation (SA) algorithm on it. SA starts by activating e.g.
the query terms (or some highly ranked documents) and then spreads activation
towards elements that are highly associated to many initially activated elements;
these will then be used for expansion. Spreading activation algorithms are discussed
in more detail in the next chapter. An approach similar to spreading activation is
that of random walks that are biased towards (or restricted to) the original elements
– as e.g. in (Kurland and Lee, 2005) for language models.

An alternative approach is called Associative Linear Retrieval (ALR, (Giuliano and
Jones, 1963; Salton and Buckley, 1988a)) and is rooted in the vector space model. It
takes a matrix view of the VSM retrieval function using a term-document matrix M –
which, when applied to a query vector, will yield a vector of retrieval status values for
documents. By introducing term-term and document-document association matrices
T = MM t and D = M tM and multiplying them with M , query or document set
expansion are reached.

Although this formulation of ALR fits very elegantly into the vector space model,
it yields poor effectiveness (Salton and Buckley, 1988a). This is probably due to the
vast number of associations used when multiplying matrices – e.g. for query expan-
sion, all terms that are associated to any single query term will influence the result
– causing the query to drift away from its original topic.

In general, the advantage of feedback over associative retrieval is based on the local
nature of feedback: feedback mechanisms also expand queries by adding terms that
co-occur with query terms. However, instead of inspecting the whole collection for
such co-occurrences (or some thesaurus that has nothing to do with the collection),
feedback operates only on documents that are (pseudo-)relevant to the original query.
It thus holds less danger of topic drift, i.e. of adding terms that are unrelated to the
query topic.

3.5. Distributed retrieval

This section reviews approaches to the problem of distributed information retrieval
as introduced in section 2.2.1. The idea of most of these approaches is to treat
information resources as giant documents and to use a retrieval function, similar to
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the one used for documents, to rank these resources. The fact that existing retrieval
functions are applied to the resource selection problem means that, again, most
of the models from section 3.1 have developed their characteristic form of solution
to the DIR problem. Below, the terms information resource, resource, collection
and database will be used interchangeably, adapting to the terminology used in the
corresponding publications.

It should be noted that many of the approaches to DIR described below use merged
information from all information resources for global term weight components (e.g.
the I component in CORI or the global language model in section 3.5.4). These are
useful but will not be available in a P2PIR system where a single peer usually does
not have access to statistics derived from all other peers in the network. This is
especially problematic for results merging, as will be discussed in chapter 5. Gen-
eral improvements to resource description and selection algorithms are discussed in
chapter 6.

3.5.1. Vector space model: GlOSS and CVV

A prominent approach to the DIR problem rooted in the vector space model is
GlOSS (Gravano, Garćıa-Molina, and Tomasic, 1999), which only tackles resource
description and selection. It assumes that each database uses a cosine function
sim(q, d) to measure similarity between a document d and a query q. GlOSS first
defines an ideal ranking of databases by saying that the score of a database Cj w.r.t.
a query q should be computed as the sum of document scores over all documents at
the database that have a score higher than some (user-defined) threshold l:

score(Cj , q) =
∑

d∈C:sim(q,d)>l

sim(q, d) (3.42)

Since we do not know the values of sim(q, d) unless we actually ask Cj for them,
this ideal is approximated in GlOSS by storing, for each term ti, the sum wij of
all weights that are assigned to ti in the documents of Cj as a resource description
of Cj . Under the assumption that terms have a uniform weight of sij = wij/DFij
in all documents of database Cj (where DFij is the document frequency of term ti
within Cj) and that the sets of documents in which two distinct query terms occur
are disjoint, this leads to the following formulation of equation 3.42:

score(Cj , q) =
∑

ti∈q:qi·sij>l

qi ·DFij · sij =
∑

ti∈q:qi·sij>l

qi · wij (3.43)

There is also another formulation derived from the opposite assumption (that query
terms tend to occur together in documents). In addition, GlOSS defines a scoring
function for information resources that are Boolean search engines (bGlOSS) and a
hierarchical selection scheme that manages multiple GlOSS servers (hGlOSS).

However, GlOSS says nothing about how to merge rankings from different infor-
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mation resources. Another vector space approach, described in (Yuwono and Lee,
1997) performs resource selection using the so-called cue-validity variance (CVV) of
terms – basically the skewness of their distribution across collections – combined
with their document frequency. This approach comes with a results merging solution
that is based on mapping the rank rij of documents j from resources Ci to a global
score sj via:

sj = 1− (rij − 1) ·Di (3.44)

where Di is an estimate of the “badness” of results returned by Ci.4

3.5.2. Probabilistic relevance models: DTF

In (Fuhr, 1999), a decision-theoretic framework (DTF) for resource selection is de-
scribed that is rooted in the probabilistic relevance model. The idea behind DTF is
to minimise the costs of resource selection. Apart from time or money, costs may be
expressed in terms of retrieval quality, i.e. the number of non-relevant documents a
user is forced to look at. DTF does not provide a means of results merging.

It is assumed that the user specifies the total number n of documents to retrieve.
DTF computes, for each resource DLi, the optimal number si of documents to fetch
from DLi such that

∑
i si = n. “Optimal” means that among all possible combina-

tions of si-values that sum to n, DTF finds the one that causes minimal cost. The
algorithm that achieves this optimisation is presented in (Fuhr, 1999).

We now turn to the estimation of costs on which the optimisation is based. As just
mentioned, relevance costs are defined as the number of non-relevant documents. For
resource DLi, these costs are si−E[r(si, q)] where E[r(si, q)] is the expected number
of relevant documents found among the si top-ranked documents that DLi returns
in answer to query q.

This number E[r(si, q)] is estimated in two steps: first, we compute the expected
total number of relevant documents E[ri] at source DLi. This is estimated as the
sum of the probabilities of relevance of all documents in DLi. Assuming that such
a probability can be expressed by a linear retrieval function (or some mapping from
RSVs to probabilities, see (Nottelmann and Fuhr, 2003a)), we get:

E[ri] = |DLi| ·
∑
t∈q

wtq · µt (3.45)

where wtq is the weight of term t in query q and µt is the average indexing weight of
term t in the documents d ∈ DLi. The set of average weights µt for all terms t that
occur in a resource DLi form the resource description of DLi.

Finally, DTF assumes that the recall-precision curve at DLi is as simple as P (R) =
1 − R. This is exploited for computing the expected number E[r(si, q)] of relevant

4We can see that the highest ranked documents from all resources get the same score (namely
sj = 1) since they have rij = 1.
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documents retrieved from DLi as (E[ri] · si)/(E[ri] + si).5

In later publications, DTF was refined by adding more elaborate estimators of
E[r(si, q)] (Nottelmann and Fuhr, 2003a) and by extending it to hierarchical P2P
networks (Nottelmann and Fuhr, 2007).

3.5.3. Probabilistic inference models: CORI

One of the most popular resource selection methods was developed as part of the
probabilistic inference model and is called CORI (COllection Retrieval Inference)
(Callan, Lu, and Croft, 1995; Callan, 2000). It introduces a resource network –
instead of a document network – and ranks resources Ri by the belief P (q|Ri) that
the information need represented by q is satisfied by searching resource Ri. This
is done in perfect analogy to the way documents are ranked. More precisely, the
term-document beliefs P (tj |D) are replaced by P (tj |Ri), i.e. the belief in observing
term tj given resource Ri. Thus, it only remains to specify this belief.

In (Callan, Lu, and Croft, 1995; Callan, 2000), this specification is done via a
variation of tf.idf weighting: P (tj |Ri) = b+ (1− b) · T · I with a tf component T and
an idf component I. For specifying these, the term frequency of term tj is replaced
with its document frequency df within Ri and the document frequency is replaced
with the collection frequency cf , i.e. the number of resources that contain tj . This
yields:

T =
df

k ·
(

(1− b) + b · cw
avcw

)
+ df

(3.46)

I =
log
(
C+0.5
cf

)
log(C + 1)

(3.47)

where cw is the number of index terms in resource Ri, avcw is the average of that
value over all resources and C is the number of resources. It is easy to see that the
definition of T is inspired by the tf component of BM25 (cf. equation 3.28). Because
the document frequencies in resources are typically larger than term frequencies in
documents, the value of k was chosen larger than for document retrieval with BM25.
More precisely, 200 and 0.75 were found to be good empirical values for k and b,
respectively (see (Callan, Lu, and Croft, 1995)).

CORI also has a (rather heuristic) results merging component that is based on the
observation that a good resource for a given term t (i.e. one that has many documents
containing t) will compute lower local idf values of the term and hence lower scores
for documents retrieved as an answer to a query q = (t) than a resource with few
occurrences of t. This leads to the approach of combining the local (normalised)
score s′D of a document D as computed by resource Ri with the (normalised) score

5For the details of arriving at these equations, the interested reader is referred to (Fuhr, 1999).
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s′Ri
of resource Ri:

s′′D =
s′D + 0.4 · s′D · s′Ri

1.4
(3.48)

The final merged ranking is obtained by sorting documents D from all resources
according to s′′D.

3.5.4. Language models: “LM for DIR”

In an approach to DIR based on language modeling, (Si et al., 2002) proceed in
a similar way as CORI in that the notion of a document in language model-based
retrieval is simply replaced by that of a collection. As resource descriptions, this
approach proposes to store a language model MC for each collection C, which is
obtained by query-based sampling (see section 2.2.1) and to merge all these models
into a global one MG.

Collections are then ranked w.r.t. a query q by

P (q|MC) =
∏
t∈q

λP (t|MC) + (1− λ)P (t|MG) (3.49)

where MC is smoothed using the global model MG using so-called Jelinek-Mercer
smoothing (cf. (Zhai and Lafferty, 2001a)).

For results merging, Si et al. (Si et al., 2002) propose a mixture of a document d’s
local score P (q|d,C) assigned by collection C with the score P (q|MC) of collection
C in the following way:

logP (q|d) ∝ logP (q|d,C)− log(βP (C|q) + 1) (3.50)

where P (C|q) can be computed from the collection score P (q|MC) by Bayesian in-
version. This approach was found to be superior to CORI on one test bed and at
the same level on another one in (Si et al., 2002).

An alternative language model-based approach is proposed in (Xu and Croft, 1999)
where resource descriptions do not consist of a single language model MC , but of
multiple ones obtained by clustering the documents in collection C and computing
a language model for each cluster. The clustered resource descriptions are found to
be more effective than single ones.
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This chapter introduces multi-level association graphs (MLAGs) as a new graph-based
framework for information retrieval. It allows to model most of the theoretical and
practical aspects of IR that have been presented in the previous chapter. Apart from
being a meta model of IR, i.e. being able to subsume and represent many IR models
and their indexing and query formulation methods, MLAGs also allow to model dif-
ferent forms of search, including conceptual searches and browsing. Moreover, they
provide an easy-to-grasp way of defining and including new entities into IR modeling,
such as concepts, paragraphs or peers, dividing them conceptually while at the same
time connecting them to each other in a meaningful way. This allows for a unified
view on many IR tasks, including that of distributed and peer-to-peer search.

Starting from related work and a formal definition of the framework, the possibili-
ties of modeling that it provides will be discussed in detail, followed by an experimental
section that shows how new insights gained from modeling inside the framework can
lead to improved retrieval effectiveness.

4.1. Motivation

Since the word “meta model” is perhaps not standard terminology in IR, it should be
explained what is meant by it: a meta model is a model or framework that subsumes
other IR models, such that they are derived by specifying parameters of the meta
model. This means: each IR model is a special case of our new meta model and it
can be instantiated by adequately setting certain parameters of that meta model.

The value of meta modeling is both theoretical and practical: in terms of IR theory,
the framework conveys what is common to all IR models by subsuming them. At the
same time, the differences between models are highlighted in a conceptually simple
way by the different values of parameters that have to be set in order to arrive at
this subsumption.

The practical advantage of meta modeling lies in the fact that it allows to easily
switch between models without having to re-implement anything: once the meta
model is implemented – as has been done with MLAGs for this dissertation – it
suffices to set the values of some parameters to arrive at a given IR model without
having to write any new programme code. By mixing parameter values, it is also
possible to arrive at new models which are combinations of existing ones. An example
of this is shown below in section 4.6.

As we will see later, the MLAG framework makes just one basic assumption about
IR models – namely that retrieval functions can all be expressed as bilinear forms (dot
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products), thus taking an analytic view of models. Hence, the explanatory power of
the framework may be weaker than that of other meta models, since it only looks at
formulae and does not provide any deeper insight into what models have in common
conceptually. However, its generality allows for a wide range of experimentation (see
section 4.6) by switching between and combining models, similarly to what has been
said about the flexibility of the vector space model in section 3.1.2.

The same applies to the different forms of search that can be modeled very eas-
ily using the new framework: using MLAGs as the underlying data structure, the
following search paradigms can be integrated easily (cf. section 2.1.1 and 2.1.2):

• Feedback, a method for learning better query formulations relying on rel-
evance information given by the user (relevance feedback) or assuming top-
ranked documents to be relevant (pseudo feedback), see section 3.3.

• Associative retrieval, i.e. retrieving information which is associated to ob-
jects known or suspected to be relevant to the user – e.g. query terms or
documents that have already been retrieved, see section 3.4. Associations may
comprise statistically derived term-term or document-document similarities,
citations or hyperlinks between documents or term relations from thesauri.

• Browsing, i.e. exploring a document collection by following links between
objects such as documents, terms or concepts. Since the framework is graph-
based, it is easy to grasp and to visualise, which makes it a suitable data
structure for browsing.

Finally, as we will see in section 4.4.2, the framework provides the possibility to
include new entities in the IR modeling process by adding corresponding levels to
the MLAG. These entities can be e.g. concepts, passages or peers. Since all levels
are designed in the same way and are subject to the same processing procedure,
the inclusion of new entities allows for a natural extension of retrieval algorithms
onto the new entities. For instance, if we add a peer level to a simple MLAG with
term and document level in an appropriate way, the task of resource selection is
naturally modeled within the framework, leaving only the need to specify edges and
their weights in a meaningful way. Thus, the MLAG framework provides a unified
view on many retrieval tasks.

4.2. Basic notions of graph theory

As multi-level association graphs are represented using graph notions, some basic
graph theory is introduced in the following.

• A graph G is an ordered pair of disjoint, finite sets G = (V,E) where V is a set
of vertices and E is a set of sets called edges. Each edge e = {u, v} consists of
exactly two vertices u, v ∈ V which are said to be adjacent. A graph is called
directed (or a digraph) if the edges are ordered pairs instead of unordered sets,
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i.e. if E ⊆ V × V . Graphs are used for modeling a wide range of relations
between arbitrary sorts of objects.

• A bipartite graph is a special graph where the set of vertices V can be divided
into two disjoint sets V1, V2 with two vertices of the same set never sharing an
edge.

• A graph G′ = (V ′, E′) is a subgraph of another graph G = (V,E) iff V ′ ⊆ V

and E′ ⊆ E and (v1, v2) ∈ E′ → v1, v2 ∈ V ′. If a subgraph has every possible
edge contained in E between vertices from V ′, it is said to be induced by V ′.

• A sequence (v1, v2, ..., vn) , vi ∈ V is called a path of length n iff for all 1 ≤ i < n

we have {vi, vi+1} ∈ E.

• A graph is said to be edge-weighted if there is a function ew : E → R+ assigning
a positive real-valued weight to each edge. Analogously, a graph is vertex-
weighted if there is a function vw : V → R+ assigning weights to vertices.

• A graph can additionally have vertex and edge typings, represented by functions
vt : V → V T and et : E → ET assigning elements from some finite sets of
types V T and ET to all vertices or edges, respectively.

• The adjacency matrix of a graph G = (V,E) is a |V | × |V |-matrix A with
(aij) = 1 if vertices vi and vj are adjacent, else (aij) = 0. For edge-weighted
graphs, (aij) = ew({vi, vj}). Through adjacency matrices, many problems in
graph theory are related to linear algebra.

This terminology is – of course – far from being complete (for a complete overview,
see e.g. (Bollobas, 1998)). However, it suffices for the issues discussed in this chapter.

4.3. Related work

In this section, we will first review some meta modeling techniques in IR and then
examine approaches that use graph-based representations of a collection for various
retrieval tasks, such as conceptual retrieval and browsing.

4.3.1. Meta models for IR

In the literal sense of the definition above, there is a rather limited number of meta
models for IR, the most important of which will be described in the following.

Bayesian networks

Most research about how to subsume various IR models in a common framework
has been done in the context of Bayesian networks. In this approach, models are
subsumed by specifying probability distributions – in the case of inference networks
these are given by P (Tj |D) and P (Q|T1, ..., Tn) in the form of so-called link matrices.
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As indicated in section 3.1, the inference network (Turtle and Croft, 1990) and the
belief network model (Ribeiro and Muntz, 1996) are the most important representa-
tives of this approach. In (Turtle and Croft, 1990), it is shown how Boolean retrieval
and various probabilistic models can be subsumed by the inference network, in (Tur-
tle and Croft, 1992), the vector space and extended Boolean models are added to this
list. A detailed account of how Bayesian inference can be used for meta modeling
is given by Wong and Yao (Wong and Yao, 1995) where all major models known at
that time are subsumed.

This does, however, not include language modeling, a gap which is closed by Met-
zler and Croft (2004), who give a proper link matrix specification. Interestingly, they
have to introduce the new link matrix operator #WAND in order to achieve this (es-
sentially a geometric mean of parents’ beliefs), as opposed to all other subsumptions
that could be done using the #WSUM operator (a weighted sum of parents’ beliefs).
This emphasises the conjunctive character of the language model retrieval function –
an issue that will later also arise when subsuming language modeling with MLAGs.
A predecessor of Bayesian networks is described in (Croft, 1981; Croft, Wolf, and
Thompson, 1983; Croft and Thompson, 1984).

Spreading activation

Another graph-based meta modeling approach uses the paradigm of spreading acti-
vation as a simple unifying framework. The basic idea is “that nodes are of interest
in proportion to their degree of association with nodes already of interest” (Preece,
1981). This means that the meaning of links (or edges) is slightly different here from
Bayesian networks: they may represent arbitrary associations between vertices and
in particular there is no acyclicity restriction.

The description of spreading activation as a meta model given here is based on
the early work by Preece (Preece, 1981) which defines a very general framework. All
later models (e.g. those described in section 4.3.2) are hence special cases of Preece’s
work, including the multi-level association graphs introduced here.

Preece’s framework consists of a data model and a processing paradigm. The data
model is a directed graph with vertex and link typing. Each link type – which can
be interpreted as a relation – induces a subgraph. Processing is often restricted
to certain subgraphs, e.g. the one induced by the relation “index-term-of” between
terms and documents.

The spreading activation processing paradigm consists of pulses which are applied
iteratively to the data model until some stopping criterion is met. A pulse represents
the spread of some activation energy from a set A of initially activated vertices to
others which are connected to any of the initial ones. It consists of the four phases
preadjustment, spreading, postadjustment and termination check. The adjustment
phases allow the application of arbitrary procedures to source or target vertices.
Within the spreading phase, the energy is passed on from A to the target vertices
where it is usually summed before postadjustment procedures are applied.
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Preece shows how this general framework can be used to subsume the Boolean
retrieval model, coordination level matching and vector space processing – in par-
ticular simple idf weighting and the cosine retrieval function. He also describes how
pseudo and relevance feedback may be implemented, along with graph-based brows-
ing related to Oddy’s Thomas system (Oddy, 1977).

A restriction of Preece’s work that will later be removed for MLAGs (causing
MLAGs not to be a special case of Preece’s framework any more) is the absence of
real-valued edge weights and the fact that source activation energies are not multi-
plied with edge weights while spreading. This limits the power of the model: although
Preece argues that many weighting schemes can be obtained by the processing itself
(for instance, dividing activation equally among neighbours of a term vertex is similar
to IDF weighting of terms), some more complicated weighting functions (e.g. BM25)
cannot be obtained this way, especially if they involve application of functions such
as the logarithm.

The van Rijsbergen model

Another meta model is described in (van Rijsbergen, 2004). Van Rijsbergen uses a
Hilbert space as an information space and connects the geometry of that space to
probability and logics. In particular, he manages to give the familiar dot product
between query and document vector a probabilistic interpretation.

In order to arrive at that interpretation, Gleason’s theorem is used which – in
a very simplified version – states that certain operators (namely so-called density
operators) induce a probability distribution on the Hilbert space. Hence, queries will
be represented by density operators.

The task that arises now – and that serves to distinguish different models – is that
of query formulation, i.e. of finding suitable density operators to represent user’s
information needs. Van Rijsbergen shows how that can be done for subsuming the
probabilistic relevance model. He also introduces a logic that is defined in terms of
subspaces and connects this logic to the possible world semantics used in his early
1986 paper on uncertainty logics in IR ((van Rijsbergen, 1986), see section 3.1.4).

Interestingly, van Rijsbergen’s work shows that – using only some minor adap-
tations – probabilistic and logical models can be formulated as special cases of the
vector space model. This finding will later be taken up when defining the MLAG as
a meta model.

4.3.2. Graph-based models

In this section, I will review some graph-based approaches to IR that exploit links
between objects for the various forms of search introduced in section 2.1.2. There is
a wide range of associations in IR that may be encoded by weighted graphs, such as
between documents and their index terms, lexical relations among terms, or citations,
hyperlinks and textual similarity among documents.
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In addition to their purpose – be it conceptual search or browsing – graph-based
IR models may also be distinguished by their adaptiveness, i.e. whether or not edge
weights are allowed to be learned, exploiting user behaviour and feedback. Here, we
will concentrate on non-adaptive graph-based models, where edge weights may not
be altered.

In the next two sections, we will first review the spreading activation approach
to IR since it is the paradigm underlying the MLAG framework and then discuss
graph-based browsing models.

Spreading activation models

Spreading activation (SA) has been introduced above as a means of meta modeling,
but actually, it has its origins as a method of retrieval from semantic lexical memory
in psychology and linguistics (Quillian, 1967; Collins and Quillian, 1969; Collins and
Loftus, 1975).

As far as the underlying data structure is concerned, early approaches by Quil-
lian (Quillian, 1967; Collins and Quillian, 1969) introduced a directed word graph
with typed edges as a representation of lexical knowledge, with a rather strong em-
phasis on hierarchical relations. Later models (Collins and Loftus, 1975; Anderson
and Pirolli, 1984) replaced link types with association strengths in the form of edge
weights, resulting in more generic associative networks as opposed to the older se-
mantic networks. Steyvers and Tenenbaum (Steyvers and Tenenbaum, 2005) showed
that the structure of “real” associative networks is not random, but exhibits so-called
scale-free small world properties.

Given semantic knowledge in the form of a (directed) graph, the idea of spreading
activation is that a measure of relevance – w.r.t. a current focus of attention –
is spread over the graph’s edges in the form of activation energy, yielding for each
vertex in the graph a degree of relatedness with that focus (see (Anderson and Pirolli,
1984)).

It is easy to see how this relates to IR: replacing the purely lexical associative net-
works from above with a graph that contains vertices for both terms and documents
and appropriate links between the two, we can interpret a query as a focus of atten-
tion and spread that over the network in order to rank documents by their degree
of relatedness to that focus. The most important goal of spreading activation in IR
is conceptual (or recall-oriented) retrieval, i.e. to reach vertices in the graph that
are not necessarily directly linked to query vertices, but are reachable from query
vertices via a large number of short paths along highly weighted edges. Spreading
activation is hence a form of associative retrieval (cf. section 3.4).

As indicated above, Scott Preece (Preece, 1981) defined a pioneering framework of
spreading activation for IR that subsumes most later models. Another early work on
SA was done by Cohen and Kjeldsen (Cohen and Kjeldsen, 1987) who – in contrast to
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Preece – relied more heavily on the original model by Quillian, using link types and
special inference rules associated with these types. In (Croft et al., 1989), “plausible
inference” – based on the idea of van Rijsbergen’s logical model (van Rijsbergen,
1986) – is implemented as a form of constrained spreading activation. A good survey
of these and other early approaches can be found in (Crestani, 1997).

Towards the mid 1990s, interest in SA decreased due to the cost involved in acquir-
ing associations, either manually or automatically. However, advances in web search
based on exploiting hyperlink structure brought with it a renewed interest in SA. In
particular, some variants of PageRank (Brin and Page, 1998) bear close resemblance
to SA.

Although the underlying metaphor of PageRank – a random surfer who “walks”
through the web graph – is substantially different from spreading activation, the
mathematical formulations can be very similar when PageRank is biased towards
some starting vertices (e.g. an initial result set of documents), as is done in the
intelligent surfer model (Richardson and Domingos, 2002) or the PageRank with
priors (White and Smyth, 2003) or in (Kurland and Lee, 2005) – even without using
hyperlinks.

Other approaches apply the original SA paradigm to hyperlinks (Pirolli, Pitkow,
and Rao, 1996; Bollen, Vandesompel, and Rocha, 1999; Crestani and Lee, 1999),
sometimes employing user navigation behaviour for the extraction of edge weights.

Graph-based browsing models

Turning to browsing, the first distinction that can be drawn between the numerous
graph-based models is whether they use hierarchies or not. Hierarchical browsing
systems usually use classification trees for accessing documents, with users starting
to browse at the root of the tree and choosing appropriate subcategories in each step
until reaching a leaf node where documents are stored (cf. e.g. (Palay and Fox, 1981;
Hearst and Karadi, 1997)).

However, hierarchies are inflexible and difficult to obtain and to agree upon by
different people (although there are approaches to avoiding that problem such as
scatter/gather browsing (Cutting et al., 1992), discussed below in section 4.5.4).

Therefore, we will concentrate on non-hierarchical browsing where the underlying
data structure is an arbitrary graph. With respect to the vertices of that graph, we
can distinguish three types of browsing:

• Index term browsing supports users in formulating their queries. Vertices are
usually index terms and users – starting with some initial query terms – can
enrich their queries by related terms, typically ones that are heavily connected
to the initial ones (Doyle, 1961; Jones et al., 1995; McMath, Tamaru, and
Rada, 1989; Beaulieu, 1997).

• Document browsing : if vertices represent documents, there is the possibility of
browsing in object-based similarity graphs (Smucker and Allan, 2006; Thomp-
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son and Croft, 1989) on the one hand (cf. section 2.1.2) and hypertexts such as
the web on the other (Lieberman, 1995; Golovchinsky, 1997; Manber, Smith,
and Gopal, 1997; Mladenic, 2001; Olston and Chi, 2003). What is challeng-
ing about hypertextual browsing (e.g. on the web) is the fact that – given
a certain information need – not all outgoing hyperlinks on a page are useful
because they may not be content-related.

• Combined approaches: When both index terms and documents are used si-
multaneously for browsing, many different possibilities arise for designing in-
terfaces. Early approaches dealt with Boolean retrieval systems, helping users
to control the size of result sets by suggesting suitable query refinements (e.g.
(Godin, Pichet, and Gecsei, 1989; Doyle, 1961)).

Later, when non-boolean searches were investigated, a common guiding princi-
ple of graph-based browsing was that of interactive spreading activation. As an
underlying data structure for this principle, we may assume a graph with vari-
ous types of vertices, including index terms and documents (and maybe others,
such as authors) and various types of links. The idea is now to spread acti-
vation along the links, starting from an initial focus of attention, e.g. a query
consisting of one or more index terms. The users give feedback by selecting or
rejecting documents or index terms presented to them in order of decreasing
activation energy. This feedback boosts or diminishes the activation energy of
the corresponding vertices before a new spreading pulse is performed. An early
example of this strategy is Oddy’s Thomas system (Oddy, 1977), where the
graph stays completely hidden and users are only presented with documents
and their index terms. A later example – where a visualisation of the network
is used – is the I3R system by Croft and Thompson (Croft and Thompson,
1987).

A “two-level hypertext” is introduced in (Agosti, Colotti, and Gradenigo, 1991;
Agosti, Gradenigo, and Marchetti, 1992) and a third level is added in (Agosti
and Crestani, 1993). The idea was adapted to structured data in digital libraries
by (Fischer and Fuhr, 2002) who termed it “multi-level hypertext”, a name
which inspired that of multi-level association graphs.

Basically, a multi-level hypertext for IR, as proposed in (Agosti and Crestani,
1993), is a data structure (“schema”) that consists of three levels, one for docu-
ments, index terms and concepts respectively. Each level contains objects and
links among them. There are also connections between objects of two adjacent
levels. The most trivial connection is that between index terms and documents.
The resulting data structure is meant to be used for interactive query formu-
lation, browsing and search, although in (Agosti and Crestani, 1993), there is
no precise specification of the processing procedures.
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4.3.3. Contribution of the new model

In comparison with the three types of meta models and the various spreading activa-
tion models, the MLAG framework that will be defined in the next section is closest
to Preece’s spreading activation approach (Preece, 1981).

In terms of meta modeling, this means that – different from Bayesian networks –
there will be no acyclicity constraints on edges which makes the data structure more
flexible. The data model is inherently associative and feedback-rich, something that
is not easily obtained with Bayesian networks.

The model is also less ambitious than van Rijsbergen’s approach to meta model-
ing, at least in terms of the meaning that the unifying model is intended to convey:
instead of assigning a probabilistic interpretation to the inner product in terms of
“aboutness”questions, the MLAG model views it as activation energy spreading along
edges and being collected at target vertices. This process is intended to mimic and
support the associative processes taking place in a user’s mind. More precisely, the
model should help the user transfer these processes to the data that is present in the
collection. By making the associative network accessible, the user is enabled to learn
which kinds of associations are actually present in the data and hence to adapt her
own search strategies.

Both in terms of meta modeling and conceptual retrieval, the new MLAG frame-
work is – as indicated above – a special case of Preece’s work (Preece, 1981). However,
it makes two modifications to Preece’s model for reaching the goals formulated in
section 4.1: in order to subsume more IR models – especially ones that were not
known at the time Preece developed his model – the flexibility and power of Preece’s
model is increased by adding real-valued edge weights. On the other hand, to make a
clearer distinction between vertices and edges of different types, explicit level graphs
are introduced corresponding to vertex and edge typings.

With the introduction of levels, the MLAG data structure becomes more closely
related to the multi-level hypertext (MLHT) paradigm of Agosti et al. (Agosti and
Crestani, 1993). MLAGs, however, generalise MLHTs by allowing arbitrary types of
levels, not only the three types proposed in (Agosti and Crestani, 1993). This allows
to model e.g. passage retrieval, but – more importantly for this work – also peer
or information resource entities in distributed search. Finally, links in MLAGs are
weighted and the spreading activation processing defined in the next section makes
extensive use of these weights.

All in all, the new model combines the data structure of multi-level hypertexts
(Agosti and Crestani, 1993) with the processing paradigm of spreading activation as
proposed by Preece (Preece, 1981), refining both with an adequate edge weighting.
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4.4. The MLAG model

4.4.1. Data structure

Formally, the basis of a multi-level association graph (MLAG) is a union of n level
graphs L1, ..., Ln. Each of these n directed1 graphs Li = G(LVi, LEi, Lwi) consists
of a set of vertices LVi, a set LEi ⊆ LVi×LVi of edges and a function Lwi : LEi → R
returning real-valued edge weights.

In order to connect the levels, there are n − 1 connecting bipartite graphs (or
inverted lists) I1, ..., In−1 where each inverted list Ij consists of vertices IVj = LVj−1∪
LVj , edges IEj ⊆ (LVj−1×LVj)∪ (LVj×LVj−1) and weights Iwj : IEj → R. Figure
4.1 depicts a simple example multi-level association graph with two levels Ld and Lt
for documents and terms.
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Figure 4.1.: A simple example MLAG

Assuming that the vertices on a given level correspond to objects of the same type
and vertices in different levels to objects of different types, this data structure has the
following general interpretation: Each level represents associations between objects

1Although some of the example graphs introduced later are undirected, it is more general to as-
sume directed edges. In many cases, edges point in both directions between two vertices, but
the two directions have slightly different interpretations (e.g. “contains” vs. “is-index-term-of”
connections between documents and terms) and may have different weights.
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of a given type, e.g. term-term or document-document similarities. The inverted
lists, on the other hand, represent associations between different types of objects,
e.g. occurrences of terms in documents.

4.4.2. Examples

MLAG for ordinary retrieval

The simplest version of a multi-level association graph consists of just two levels – a
term level Lt and a document level Ld. This is the variant depicted in figure 4.1.

The graph Itd that connects Lt and Ld is an inverted list in the traditional sense of
the word, i.e. a term is connected to all documents that it occurs in and the weight
Iw(t, d) of an edge (t, d) connecting term t and document d conveys the degree to
which t is representative of d’s content, or to which d “is about” t.

To put it another way, the adjacency matrix of Itd is a term-document matrix
whose columns correspond to document vectors – a representation that is often used
in the vector space model.

The level graphs Lt and Ld can be computed in various ways. As for documents,
a straight-forward way would be to calculate document similarities, e.g. based on
the number of terms shared by two documents. However, other forms of edges are
thinkable, such as hyperlinks or citations (which results in a directed graph). Term
associations, on the other hand, can be computed using co-occurrence information –
two terms that co-occur in documents or passsages of text more often than would be
expected by chance are expected to be semantically related. An alternative would
be to use relations from manually created thesauri or ontologies.

Passages

In order to take document structure into account, it can be useful to introduce a
level for document parts (headlines and/or passages) in between the term and the
document level. Terms are then directly connected to the passages in which they
occur and passages are linked to the documents they are part of. Weights of term-
passage edges can be calculated in the usual way (i.e. as in the simpler model
for term-document weights), whereas links between passages and documents can be
weighted in various ways.

The simplest possibility would be to assign all edges the same weight. Taking the
relative importance of passages within the document into account, a more sophis-
ticated weighting can be achieved. For example, headlines or abstracts might be
weighted higher than other passages.

Text summarisation methods (cf. e.g. (Luhn, 1958; Edmundson, 1969; Paice,
1990; Brandow, Mitze, and Rau, 1995; Barth, 2004)), which aim at extracting only
the most important sentences from a document, have been used effectively in IR
and also been successfully combined with pseudo feedback (Lam-Adesina and Jones,
2001; Sakai and Sparck-Jones, 2001). Many text summarisation methods generate
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a ranking or weighting of sentences or passages of a text, which may be exploited
for weighting passage-document edges as described above. These weights can also
be used to enhance the presentation of results by showing document summaries to
users, as described for example in (Tombros and Sanderson, 1998).

Information resources or peers

In a distributed IR or peer-to-peer search scenario (cf. sections 2.2.1 and 2.2.2),
the MLAG model can be used to represent information resources or peers as well
as terms and documents. This is achieved by replacing the document level with an
information resource level in the case of DIR or by adding a peer level Lp to the
simple model described above on top of the document level in the case of P2PIR.

A more detailed description of how to model distributed and P2P information
retrieval with MLAGs is given below in section 4.5.5.

4.4.3. Processing paradigm

The operating mode of an MLAG is based on the spreading activation principle.2

However, the spread of activation between vertices of two different levels is not it-
erated as is usually the case with spreading activation models – where energy is
continually pumped into the same starting vertices and continues to flow until con-
vergence is reached or at least for a relatively large number of iterations. Rather, the
MLAG processing is carefully controlled, yet allows non-linear modifications.

When activation is spread among vertices of the same level, this control can be
given up and spreading activation in the original sense of the word can be applied.
For defining the basic retrieval process, this section will, however, concentrate on
spread of activation between different levels of the MLAG.

In order to model spreading activation in an MLAG, we introduce an activation
function Ai : LVi → R which returns the so-called activation energy of vertices on
a given level Li. The default value of the activation function is Ai(v) = 0 for all
vertices v ∈ LVi.

In the following, it is assumed that the MLAG processing is invoked by activating a
set of vertices Q on a given level Li of the MLAG by modifying the activation function
of that level so that Ai(v) = wv for each v ∈ Q. A common example of such activation
is a query being issued by a user. The initial activation is the result of the query
formulation process, which selects the right vertices v ∈ Q (usually corresponding to
query terms) and weights them according to their presumed importance wv. This
weight is then the initial activation energy of the vertex.

Once we have an initial set of activated vertices, the general procedure depicted in
figure 4.2 is executed until some stopping criterion is met.

2Of course, the data structure introduced above can be used with many other types of processing
modes, but – as we will see – spreading activation is a particularly flexible one.
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1. Collect activation values on current level Li, i.e. determine Ai(u) for all
u ∈ LVi.

2. (Optionally) apply a transformation to the activation energies of Li-
vertices, i.e. alter Ai(u) by using a – possibly non-linear – transforma-
tion function. This may include simple operations such as thresholding,
but also the use of the level graph LVi, e.g. by spreading activation to
neighbours of activated vertices on that level. These transformations will,
however, not be allowed to access information from the inverted list Ii+1

or from any other level LVj , j 6= i.

3. Spread activation to next level Li+1 along the links connecting the two
levels, thereby multiplying weights of level-Li vertices with edge weights
from the inverted list Ii. More formally, the activation level of vertex v in
level Li+1 is calculated via

Ai+1(v) =
∑

(u,v)∈Ii

Ai(u) · Iw(u, v) (4.1)

4. Set Ai(u) = 0 for all u ∈ LVi, i.e. “forget” about the old activation energies
in level Li (complete decay).

5. (Optionally) apply a transformation to the activation energies of Li+1-
vertices, i.e. alter Ai+1(v) by using a – possibly non-linear – transformation
function as in step 2.

6. Go to 1. Note: depending on the configuration of the MLAG and on the
value of i, activation might be spread to yet a higher level Li+2 or back to
Li in the next step.

Figure 4.2.: Basic processing of multi-level association graphs

If we take a vector space view of this processing mode and if we identify level Li
with terms and level Li+1 with documents, we can interpret the activation energies
Ai(u) as a query vector and the edge weights Iw(u, v) of edges arriving at vertex
v ∈ LVi+1 as a document vector for document v.

This shows that the basic retrieval function realised by steps 1, 3 and 4 of this
process is a bilinear one, i.e. a simple dot product. We will later see that retrieval
functions of most IR models can actually be written in that form, provided that
the initial activation of query terms and the edge weights of Ii are chosen correctly
(section 4.5.1).

Another way to state this is to say that we multiply the adjacency matrix M of
Itd with the query vector in order to obtain a vector of retrieval status values of
documents. Usually, spreading activation applies matrix multiplication iteratively,
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i.e. applies An to the query vector, for some matrix A and for n > 1. This shows that
– for ordinary retrieval – we only use a very simple one-iteration variant of spreading
activation.

For some models, we additionally need the possibility to perform nonlinear trans-
formations on result sets in order to subsume them. Steps 2 and 5 of the algorithm
allow for arbitrary modifications of the activation values based on whatever evidence
may be available on the current level or globally – but not in the inverted list. This
will later also allow to include feedback and associative retrieval techniques. Relating
this to Preece’s model (Preece, 1981), we can say that steps 2 and 5 correspond to
what Preece calls “preadjustment” and “postadjustment”.

4.5. Various forms of search with MLAGs

4.5.1. Meta modeling

As indicated in section 4.1, we will take a purely analytic view of retrieval functions
to subsume the ranking models described in section 3.1 using MLAGs. It is claimed
that all models of ranked retrieval (i.e. not including the pure Boolean model) have
a retrieval function that can be written in the form of equation 4.13, possibly with
the additional use of transformations described in steps 2 and 5 of figure 4.2.

To show this, we assume – for the sake of simplicity – that there is only a term and
a document level. For ordinary retrieval – i.e. matching simple query descriptions
against document descriptions – what is needed is only an initial weighting of term
vertices and weights for the edges of the inverted list.

This means that all we need to do is specify the following parameters of the basic
processing introduced in the last section:

1. How vertices are activated in the very first step

2. How edges of the inverted list are weighted

3. Which transformations are used in steps 2 and 5.

In the following, these specifications will be given for the retrieval models intro-
duced in section 3.1. Note that inference networks – being a meta model themselves
– are not included.

Vector space model

Table 4.1 shows the specification of parameters for the vector space model. This
is the simplest model for subsumption since it is conceptually closest to the MLAG

3The Boolean model can be implemented, too. A description of how to do that is given in section
5.5 of (Preece, 1981). However, the idea of spreading activation is not really compatible with
Boolean retrieval, which is why we will leave it out here.
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processing. The retrieval function to be mimicked is given here again for convenience:

f(q, d) =
∑
t∈q∩d

wtqwtd (4.2)

Parameter Value
Query vertex weighting wtq
Itd edge weights wtd
Transformation none

Table 4.1.: Specification of MLAG parameters for the subsumption of the vector
space model

Probabilistic relevance model

For the probabilistic relevance model, the MLAG has to realise the following retrieval
function:4

f(q, d) =
∑
i

di log
pi(1− ri)
ri(1− pi)

(4.3)

Table 4.2 shows the necessary MLAG specifications

Parameter Value
Query vertex weighting log pi(1−ri)

ri(1−pi)

Itd edge weights di
Transformation none

Table 4.2.: Specification of MLAG parameters for the subsumption of probabilistic
relevance models

Now there is still the question of how the estimates of pi and ri are derived. This
task involves the use of relevance information which can be gained via feedback as
described in section 3.2.2. The way feedback is conducted with MLAGs is explained
in section 4.5.2.

Language models

The general language modeling retrieval function 3.15 is not in a linear form. But
using logarithms, products can be turned into sums without changing the ranking –
the logarithm being a monotonic function (note that this is what also happened in
the case of the probabilistic relevance models).

4In order to avoid confusion with query terms the notation has been changed w.r.t. to equation
3.7 where ri was named qi.
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In particular, we will use the approach of comparing query and document language
models by Kullback-Leibler divergence (KLD) which results in the equation

KLD(Mq||Md) =
∑
t∈q

P (t|Mq) log
P (t|Mq)
P (t|Md)

=
∑
t∈q

P (t|Mq) logP (t|Mq)−
∑
t∈q

P (t|Mq) logP (t|Md)

∝ −
∑
t∈q

P (t|Mq) logP (t|Md)

In comparison to equation 3.16 in chapter 2 the equation has been simplified. This
simplification does not change the ranking because the term

∑
t P (t|Mq) logP (t|Mq)

that has been eliminated depends only on the query, not on the documents to be
ranked.

Table 4.3 shows how this simplified equation can be modeled in an MLAG.

Parameter Value
Query vertex weighting P (t|Mq)
Itd edge weights − logP (t|Md)
Transformation add −P (t|Mq) logP (t|Md) for

terms t not occurring in d; re-
verse sort

Table 4.3.: Specification of MLAG parameters for the subsumption of KLD language
models

As can be seen from the equation above, the retrieval function sums over all terms
in the query, regardless of whether they appear in the document d or not. Concep-
tually, it is unproblematic to model this by making Itd a complete bipartite graph,
i.e. specifying a (non-zero) value for P (t|Md), even if t does not occur in d.

In a practical implementation, this is not feasible. Therefore, we can either choose
to add the contribution of terms not contained in a document afterwards, i.e. add
−P (t|Mq) logP (t|Md) for the case that t does not occur in d, as suggested in the
table. In order to do this, we usually need to know the length of d and the frequency
of t in the collection (see the Dirichlet smoothing equation (3.32) in section 3.2.4),
information that is available outside the inverted list.

Alternatively, we can reformulate the retrieval function again so that it becomes
a pure “presence weighting” as shown in section 3.2.4. A more detailed discussion of
this problem will follow in section 4.6 below.
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Divergence from randomness (DFR) model

The DFR retrieval function is given by

f(q, d) =
∑
t∈q∩d

qtf(1− p2(tf))(− log p1(tf)) (4.4)

Table 4.4 shows the MLAG parameter values that achieve this ranking function.
Similarly to the vector space model, there are no further problems to be taken into

Parameter Value
Query vertex weighting qtf
Itd edge weights (1− p2(tf))(− log p1(tf))
Transformation none

Table 4.4.: Specification of MLAG parameters for the subsumption of the DFR model

account when using this model with MLAGs.

4.5.2. Feedback

For conceptual or recall-oriented search, the goal is to find relevant documents that
do not necessarily contain (only) the search terms specified by the user. As indicated
in section 2.1.1, there is a limited number of approaches to solving this problem;
besides latent semantic indexing (LSI), the most prominent solutions rely either on
query expansion or result set expansion.

The two most important techniques in this area are feedback on the one hand and
associative retrieval on the other, see the previous chapter. This and the next section
will describe how both can be modeled in the MLAG framework.

As pointed out in section 3.3, feedback uses local, that is query-specific informa-
tion by expanding queries with terms that occur frequently in relevant (or pseudo-
relevant) documents that have been retrieved already.

Using the simple term-document MLAG of figure 4.1 with term level Lt and doc-
ument level Ld, the idea of feedback can be explained in a straightforward manner
in terms of an MLAG as depicted in figure 4.3.

In order to subsume the feedback algorithms presented in section 3.3, we need to
specify three parameters within that procedure:

• The transformation to be applied in step 2 of figure 4.3,

• The weighting of document-term edges (if different from term-document edges)
in step 3 and

• The transformation applied in step 5.

These specifications will be given in the following. We will see that – as opposed to
the subsumption of ordinary retrieval models above – we now need to apply some
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1. Perform steps 1 – 4 of figure 4.2.

2. Apply a transformation to the activation values of Ld-vertices, i.e. to the
retrieval status values of documents. This corresponds to step 5 of figure
4.2.

3. Let activation flow back to the term level, i.e. perform step 3 of figure 4.2
with Li = Ld and Li+1 = Lt. The inverted list Itd may be directed, that
is the weighting of edges connecting terms to documents may be different
from those connecting documents to terms. This must be specified for each
feedback algorithm.

4. Perform step 4 of figure 4.2, i.e. forget about activation levels of documents.

5. Again apply transformation (step 2 of figure 4.2), this time on the term
level Lt: common variants include to either set the activation of all but
the initial query terms to 0 (re-weighting of query terms) or to actually
expand the query by a fixed number of terms, that is to apply some form
of thresholding to the Lt-vertices’ activation values.

6. Spread activation back to the document level (step 3 of figure 4.2) to obtain
the final retrieval status values of documents.

Figure 4.3.: Processing of multi-level association graphs for feedback

more complicated transformations in step 5, often involving knowledge of the number
of feedback documents and possibly other global statistics.

Rocchio

In order to subsume Rocchio feedback the three parameters mentioned above should
be set as follows:

• In step 2 of figure 4.3, set activation values to β for the documents judged
relevant by the user, to −γ for those judged non-relevant and to 0 for all others.
In the case of pseudo feedback, set activation to β for the top N documents,
to 0 for all others.

• Set edge weights of Idt edges to wtd, i.e. to the same values as used in ordinary
retrieval.

• For vertices that had been contained in the original query, add wtq to their
current activation values in step 5. Optionally, we may apply thresholding on
the term level, i.e. leave activation unchanged for vertices whose activation
values are among the top k and set all others to 0.
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4.5. Various forms of search with MLAGs

This results in a new query as given in formula 3.37 which may then be processed in
the usual way described above.

Probabilistic relevance model

In the probabilistic relevance model, relevance information is used to learn the
Robertson-Sparck-Jones weights (RSJs) of (query) terms:

rsjj = log
r/R− r

DFj − r/(N −DFj −R+ r)
(4.5)

where r is the number of relevant documents that contain term j, R is the total
number of relevant documents, DFj is term j’s document frequency and N the
total number of documents in the collection. Since the latter three components
are available globally, we only propagate r from the document to the term level by
specifying parameters as follows:

• Set activation values to 1 for the documents judged relevant by the user, to 0
for all others. In the case of pseudo feedback, set activation to 1 for the top N
documents.

• Set edge weights of Idt edges to 1

• When the spread of activation reaches the term level, each term will have the
number r of relevant documents it is contained in as its activation value. We
now plug this into equation 4.5 to obtain the terms’ RSJs. Depending on
whether the query should be expanded, we can then decide on a thresholding:
either set activation to 0 for all terms not contained in the original query or
keep terms corresponding to e.g. the top k activation values.

The new query (with new activation values) can then be processed as usual.

Language models

Here, we will show how we can achieve to learn a feedback query model as given in
equation 3.40 in section 3.3.4, which is proposed in (Zhai and Lafferty, 2001b). For
each term w, the quantity that needs to be learned from feedback documents is given
by ∑

d∈F
log p(w|Θ̂d) (4.6)

where F is the set of (pseudo-)relevant feedback documents. Here, p(w|Θ̂d) refers to
the – unsmoothed – relative frequency of term w in document d. This is what we
propagate:

• Set activation values to 1 for the documents judged relevant by the user, to 0
for all others. In the case of pseudo feedback, set activation to 1 for the top N
documents.
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• Set edge weights of Idt edges to the relative frequency p(w|Θ̂d) of term t in
document d.

• Each term on the term level will now have the quantity given in equation 4.6
as its activation value. We now need to plug this into equation 3.40 in order
to obtain the final activation value of the term (note that the other component
in that equation – namely log p(w|C) – is available globally). Optionally, we
may again perform some thresholding on the set of activated terms. Finally,
the activation values of terms contained in the original query are increased by
the original query weights (i.e. their relative frequency in the original query),
yielding the mix of query and feedback model proposed in (Zhai and Lafferty,
2001b).

The new query model is then processed as described in section 4.5.1.

Divergence From Randomness model

The information-theoretic feedback procedure described in section 3.3.5 makes use of
the quantity p(t|MR) for each term, which is estimated in (Carpineto et al., 2001) as
the relative frequency of term t in the whole set of feedback documents, merged into
a long sequence of terms. This means that we can model the feedback procedure as
follows:

• Set activation values to 1 for the documents judged relevant by the user, to 0
for all others. In the case of pseudo feedback, set activation to 1 for the top N
documents.

• Set edge weights of Idt edges to the absolute frequency of term t in document
d.

• After spreading activation back to the term level, this results in each term
now having as activation value its overall frequency in the set R of (pseudo-
)relevant documents. We divide this by the sum of the document lengths of all
documents in R (these figures are usually available globally in IR systems) to
obtain p(t|MR). This is then plugged into equation 3.41 and the resulting term
weights are mixed with those in the original query as described in (Carpineto
et al., 2001).

The resulting new query is then processed as usual.

4.5.3. Associative retrieval

As discussed in section 3.4, associative retrieval techniques use global knowledge
about associations between terms or documents to expand either queries or result
sets of documents. Alternative to expansion, some of the techniques discussed below
may be used only for re-ranking elements (query terms or retrieved documents).
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Performing associative retrieval in MLAGs means to exploit the information en-
coded in the level graphs: expanding queries with related terms can be realised by
using the term level graph Lt of a simple MLAG (cf. figure 4.1) for preadjustment
(step 2 of figure 4.2), whereas the expansion of document result sets takes place
during postadjustment (step 5) on the document level Ld.

However, it should be noted that the separation between level graphs and inverted
lists forces spread of activation to be more carefully controlled than in other spread-
ing activation approaches: some of these, e.g. (Crestani, 1997; Cohen and Kjeldsen,
1987) do not distinguish levels, instead they start with an association network with
edges between arbitrary types of objects (terms, documents, authors etc.) and allow
activation to spread along arbitrary edges simultaneously. This means that a term
can – in one step – activate both another, related term or a document it occurs
in. This cannot happen with MLAGs where, in each step, activation spreads either
within one level or between two levels but never both at a time.

Despite this additional control, MLAGs can subsume most associative retrieval ap-
proaches. As an example, we consider the associative linear retrieval (ALR) approach
described in section 3.4. Since ALR makes use of term-term and document-document
association matrices T and D, it is best to interpret these as adjacency matrices of
the level graphs Lt and Ld, respectively. More precisely, the entries Tij and Dij

define the edge weight of an edge between terms (or documents) i and j.

For ALR query expansion, a query vector is first multiplied with the term asso-
ciation matrix T before applying the term-document matrix. In terms of MLAG
processing, this means that each query term vertex i spreads activation to all of its
directly adjacent vertices j along its outgoing edges, multiplying the activation value
of the query term with the edge weight Tij . At the target vertices j, activation values
are summed up and the final set of activation values represents the new query that
is processed as in figure 4.2. After having reached the document level, activation can
be spread among documents in the same way, yielding an expansion of the result set,
exactly as in ALR.

Apart from this rather uncontrolled procedure, more restricted spread of activation
is thinkable, such as in the approaches described in (Crestani, 1997). Many of these
involve iterating the spreading process. In particular, it is possible to apply strategies
such as PageRank with priors (White and Smyth, 2003) or the leaky capacitor model
from (Anderson and Pirolli, 1984) that have convergence guarantees and parameters
that allow to control convergence speed. Both PageRank with priors and the leaky
capacitor model can be formulated in terms of matrix operations so that it is again
straightforward to implement them in MLAGs.
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4.5.4. Browsing

In terms of the browsing paradigms defined in section 2.1.2, it can be said that
browsing in MLAGs is strictly object-based, i.e. documents are not assumed to
contain hyperlinks to other documents and these links are not inserted.

Instead, the level graphs can be used as a flat graphical representation of the data,
which can be exploited directly for browsing. Depending on their information need,
users can choose to browse either on the term level Lt (index term browsing) or on
the document level Ld (document browsing) and they can switch between both types
of levels at any time using the inverted list Itd. This applies, of course, also to peer
or passage or any other type of levels if they exist.

As far as the second criterion mentioned in section 2.1.2 is concerned, browsing
in MLAGs is flat by nature. This means that hierarchical browsing structures such
as in scatter/gather browsing (Cutting et al., 1992; Cutting, Karger, and Pedersen,
1993; Hearst and Pedersen, 1996) are not possible in MLAGs. However, hierarchical
structures can be built bottom-up and interactively at run-time in order to gain a
better overview of the graph structure. Since MLAGs are based on the spreading ac-
tivation principle, it would be a natural choice to implement browsing as interactive
spreading activation as in (Oddy, 1977; Croft and Thompson, 1987).

For instance, one can imagine a user starting from an initial subgraph Q, induced
by a set of vertices corresponding e.g. to the terms of a query. The browsing pro-
cedure will automatically spread activation to vertices that are adjacent to the ones
in Q and present an expanded subgraph E to the user, induced by the vertices with
highest activation levels. If one seeks the analogy with scatter/gather browsing, this
can be termed a scatter step. Next, the user can select a subgraph of E to form the
new query graph Q. The user may be supported in this selection task by automati-
cally clustering E. The selection task can be termed a gather step, so that the whole
procedure could be called “bottom-up scatter/gather”.

If one allows clustered subgraphs in the gather step to be merged into a new
vertex, then this procedure does produce a hierarchical grouping of vertices. It is
an important characteristic of this hierarchical ordering that it is not gained via
pre-computing a hierarchical clustering or classification of objects, but that it rather
emerges at run-time by interaction with the user.

In the scatter step, i.e. when spreading activation to adjacent vertices, it might
be sensible to introduce some form of punishment for elements which have a very
high connectivity in the level graph (hubs). More precisely: a newly activated node
is a good candidate only if a high fraction of its neighbours is activated, the absolute
number of activated neighbours may not be relevant.

Although it is beyond the scope of this thesis, there is a large range of possibilities
for browsing in MLAGs which could be interesting to explore in future work.
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4.5.5. Distributed search

In section 3.5, we saw that most approaches to DIR treat information resources as
giant documents and use existing methods to rank them. This leads to a very simple
extension of the MLAG model to DIR and P2PIR.

Distributed IR

In the case of DIR, the broker needs to build an MLAG where the document level Ld
(see figure 4.1) is replaced with an information resource level Lr that is connected to
the term level via an inverted list Itr. All the types of resource description presented
in section 3.5 consist of simple word statistics. We can model this in our new MLAG
by specifying edge weights of Itr. The resource selection task is then performed by
applying the basic MLAG processing paradigm.

As in section 4.5.1, in addition to the edge weights of Itr, we need to specify the
initial activation of (query) term vertices and the transformation that is (possibly)
performed on the activation values of Lr vertices after the spreading.

For the DIR approaches from section 3.5 this is done as follows:

• GlOSS: Recall from equation 3.43 that GlOSS ranks databases by∑
ti∈q:qi·sij>l

qi · wij (4.7)

where q = (q1, ..., qn) is a query vector and wij is the sum of weights assigned
to term i in documents of resource j. If l = 0, we thus only need to set initial
activation values of query terms to qi and edge weights of Itr to wij , without
applying a subsequent transformation on Lr. If we assume that qi is equal to
the idf of term i, then we can also easily deal with the case of l > 0: we just
need to delete all edges connecting term i and resource j where idfi · sij < l

(sij being the average weight of term i in documents of resource j).

• In the decision-theoretic framework (DTF), the crucial factor for calculating
relevance costs is the estimation of the total number E[ri] of relevant documents
at resource DLi. Recall from section 3.5.2 that this was done via

E[ri] = |DLi| ·
∑
t∈q

wtq · µti (4.8)

where wtq is the query weight of term t and µti is its average weight in all |DLi|
documents of resource DLi. If we replace the average µti = sti/|DLi| by the
sum of weights sti, then we get E[ri] =

∑
t∈q wtq · sti. This can be modeled

trivially by setting initial activation of query terms to wtq and the edge weights
of Itr to sti. Finally, as a transformation on the Lr level, the estimate E[ri]
must be plugged into the algorithm that computes the final cost estimates for
the resources (see section 3.5.2).
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• The CORI resource selection algorithm is – assuming a simple sum link matrix
at the query node – based on ranking resources by∑

t∈q
b+ (1− b) · T · I (4.9)

This can be subsumed by weighting edges of Itr with b + (1 − b) · T · I and
setting initial activation of query term vertices to 1. If the link matrix at the
query node is a weighted sum, query vertices may receive initial activation
values corresponding to the weights in that matrix. On the resource level, no
transformation is needed.

• In the DIR approach based on language models from section 3.5.4, resources
are ranked by ∏

t∈q
λP (t|MC) + (1− λ)P (t|MG) (4.10)

As the authors in (Si et al., 2002) state, this is equivalent to a Kullback-Leibler
divergence formulation when taking the logarithm. Therefore, the description
of section 4.5.1 is also valid here except that the document model Md needs to
be replaced with a collection (or resource) model MC that is smoothed with a
global model MG.

Peer-to-peer IR

In P2PIR, the situation is slightly more complicated. When viewed from a global
perspective, a P2P network can be modeled in terms of an MLAG by adding a peer
level Lp on top of the document level from figure 4.1.

In Lp, each vertex represents a peer and edges between peers represent entries in
peers’ routing tables: a vertex u has an edge pointing to vertex v in Lp if v’s address
appears in u’s routing table. It is important to note that this graph will necessarily
be directed. The inverted list Idp that connects the document and peer level reflects
the distribution of documents among peers. Its edges will usually not be weighted
because object allocation is binary and not a matter of degree.

In addition to the addresses of other peers (reflected in the edges of level Lp), a
peer might also hold profiles of its neighbours. If we assume – as in the previous
section – that a profile consists of terms and some statistics associated with them,
then we can model profiles as document vertices in level Ld and connect each profile
vertex v to the Lp-vertex corresponding to the peer that v describes. On the other
side, v will be connected to term vertices in Lt, namely of those terms that the
profile consists of. These edges should be weighted in a similar way as described in
the previous section in order to allow for a peer selection to be modeled by simple
spread of activation from Lt to Ld and then from Ld to Lp.

As an example, consider the MLAG depicted in figure 4.4: on its peer level, we
can see two peer vertices p1 and p2, connected to profile vertices pr1 and pr2 on the
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Figure 4.4.: An MLAG with a peer level and profile vertices pr1 and pr2 inserted as
resource descriptions in the document level.

document level. p1 has an edge pointing to p2 indicating that peer 1 has the address
of peer 2 in its routing table; the reverse is not the case. p2 does not share any
documents so that it is not connected to any other vertices on the document level.
On the other hand, p1 is connected to document vertex d8, indicating that the peer
shares that document. d8 is indexed by terms t4 and t5 which are also connected to
the profile pr1 of peer p1.
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As far as the processing paradigm is concerned, P2PIR involves a new interpre-
tation: when a peer p receives a query q, it will activate terms corresponding to
q in its local term level graph and spread activation to the document level. Since
the document level contains both documents locally stored at p and profiles of p’s
neighbours, the resulting activation values on Ld induce both a ranking of p’s local
documents and a ranking of p’s neighbours that becomes evident when spreading
activation further to the peer level.

In the example of figure 4.4, if a query consisting of t4 is issued, activation will
reach the vertices d8 and pr1 on the document level and, in the next step, peer p1 on
the peer level.

At this point, it is important to keep in mind that, in P2P networks, a global view
on the MLAG structure is not accessible. Each peer will only have knowledge of all
the document vertices directly connected to it – i.e. its local document store. In
addition, each peer has knowledge of the vertices directly connected to it on the peer
level – its routing table entries – and their profile vertices on the document level. As
far as the term level is concerned, peers will normally see only a small fraction of
term vertices, namely those contained either in the documents they hold themselves
or in profiles of neighbouring peers. This is a problem for estimating global term
statistics, as will be discussed in the next chapter.

As described in (Xu and Croft, 1999), it can be more effective to describe re-
sources by more than one profile, i.e. to cluster the documents shared by a resource
or peer and then represent it by multiple cluster centroids. This is modeled easily
with MLAGs by simply connecting a peer vertex to more than one profile vertex;
the corresponding edges may be additionally weighted in order to reflect the relative
importance of clusters.

4.6. Combining models: carrot and stick

To give an example of why the theoretical aspect of meta modeling that MLAGs
provide may be useful for understanding and developing information retrieval algo-
rithms, this section introduces a novel combination of principles derived from the
insights gained in the meta modeling section (4.5.1) above.

More precisely, we saw that the retrieval function of language models seems to
differ from that of all other IR models in a fundamental way. We will identify the
principle behind that difference and exploit it for defining a combination of both
sorts of retrieval functions that yields improved retrieval effectiveness.
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4.6.1. Carrots and Sticks

Above in section 3.2, we saw that the language modeling retrieval function results in
a so-called presence-absence weighting, at least if smoothing is applied to P (t|Md).
Here, we will review this for the Kullback-Leibler divergence-based formulation:

KLD(Mq||Md) =
∑
t∈q

P (t|Mq) log
P (t|Mq)
P (t|Md)

∝ −
∑
t∈q

P (t|Mq) logP (t|Md)

This was discussed in section 4.5.1 where it lead to the necessity of applying a trans-
formation to a document’s activation level after the contribution of all terms actually
contained in d had been summed, something which was not necessary for all other
retrieval models.

Now, recalling that a document should receive a low value of KLD(Mq||Md) in
order to be ranked highly, we can say that each addend in the sum above is a penalty.
The magnitude of this penalty depends largely on P (t|Md) and how it is smoothed.
Let us assume that Dirichlet smoothing as introduced in section 3.2 is used:

P (t|Md) =
tftd + µ · p(t)

µ+ |d|
(4.11)

The penalty −P (t|Mq) logP (t|Md) for term t becomes large if P (t|Md) is small. As
we can see, P (t|Md) obviously becomes small if tftd = 0, i.e. if term t is missing from
the document. It will be even smaller if p(t) is small, i.e. if the missing term is rare
in the collection. Hence, we can say that language models with smoothing penalise
documents for not containing rare terms (stick).

This is in sharp contrast with the philosophy of all other models which reward
documents for containing rare terms (carrot). It results in a rather conjunctive
interpretation of a query since each missing term generates a large penalty.

4.6.2. A combination of models

Next, we will try to combine the two fundamental philosophies of carrot and stick,
namely of both rewarding documents for containing rare terms and penalising them
for not containing others.

Starting with an arbitrary “presence rewarding” model – e.g. the vector space
model – we may integrate the “absence penalising” philosophy by subtracting from
a document’s score, for each missing term, the contribution that one occurrence of
that term would have earned (cf. (Witschel, 2006)).

For the vector space model, this yields the following retrieval function:

f(q, d) =
∑
t∈q∩d

wtqwtd −
α

|q|
∑
t∈q\d

wtd(tf = 1)wtq (4.12)
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where α is a free parameter regulating the relative influence of penalties, comparable
to the µ parameter of language models.

Note that – just as with language models – this function can (almost) be reformu-
lated into a pure presence weighting scheme:∑

t∈q∩d
wtqwtd −

α

|q|
∑
t∈q\d

wtqwtd(1)

=
∑
t∈q∩d

wtqwtd −
α

|q|
∑
t∈q\d

wtqwtd(1)

+
α

|q|
∑
t∈q∩d

wtqwtd(1)− α

|q|
∑
t∈q∩d

wtqwtd(1)

=
∑
t∈q∩d

wtq

(
wtd +

α

|q|
wtd(1)

)
− α

|q|
∑
t∈q

wtqwtd(1)

∝
∑
t∈q∩d

wtq

(
wtd +

α

|q|
wtd(1)

)
where the last sum was dropped in the last line because it possibly depends on d’s
length, but otherwise will be the same for all documents.

Since all models (except language models) have a similar retrieval function that
can be expressed as a dot product, this combination of principles can be applied
to all presence weighting schemes introduced in section 3.2. The resulting retrieval
functions are evaluated experimentally in the next section.

4.6.3. Experimental results

In this section, experimental results are presented for combining three presence
weighting schemes – BM25, Lnu.ltn and IFB2 (see section 3.2 – with the idea of penal-
ties explained above. This is done using formula 4.12 from above, where wtd(tf = 1)
is obtained by substituting tf = 1 into the tf part of the respective weighting scheme
for the query terms missing from a document.

To study the effect of query length on performance, I used only those collections
that have queries with more than one field: tables 4.5, 4.6 and 4.7 display mean
average precision for the four TREC collections from section 2.4 and GIRT. “Very
short” queries consist of just the title field, “medium” ones of title and description
field and the long ones of all fields.

It can be seen that the new retrieval function significantly improves the classical
ones using penalties in all cases for very short and medium queries, and sometimes
also for long queries. The penalty schemes often reach and sometimes surpass the
performance of retrieval with language models – especially for the GIRT collection
gains are rather large for BM25 and IFB2. This holds even when the parameter α is
not tuned (i.e. set to 1).

Generally, there is a trend towards Lnu.ltn needing larger values of α than the other
two weighting schemes – maybe because Lnu.ltn in its pure form performs worse than
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TREC-2 TREC-3

Weighting very short medium long very short medium long

BM25 0.1741 0.2199 0.2701 0.2258 0.2729 0.3054
+ P (α = 1) 0.1812* 0.2232* 0.2702 0.2335* 0.2766* 0.3046
+ P (best α) 0.1824* 0.2232* 0.2702 0.2335* 0.2769 0.3054
best α value 1.75 1 0.5 1 1.5 0

Lnu.ltn 0.1663 0.2110 0.2568 0.2261 0.2699 0.2945
+ P (α = 1) 0.1771* 0.2146* 0.2553* 0.2378* 0.2742* 0.2933
+ P (best α) 0.1846* 0.2168* 0.2568 0.2448* 0.2759* 0.2945
best α value 3 2.75 0 2.5 1.75 0

IFB2 0.1739 0.2205 0.2639 0.2202 0.2633 0.2905
+ P (α = 1) 0.1837* 0.2265* 0.2665* 0.2316* 0.2693* 0.2923*
+ P (best α) 0.1846* 0.2288* 0.2674* 0.2323* 0.2712* 0.2923*
best α value 1.75 2 2.25 1.5 1.75 1

LM (µ = 2000) 0.1883 0.2238 0.2691 0.2358 0.2751 0.3046

Table 4.5.: Mean average precision of weighting schemes and their corresponding
penalty schemes (+ P) for TREC-2 and TREC-3. Statistically signifi-
cant deviations from each baseline weighting are marked with asterisks,
the best run for each query length with bold font. Performance of the
KLD language modeling retrieval function (LM) is given for comparison.

TREC-7 TREC-8

Weighting very short medium long very short medium long

BM25 0.1770 0.2120 0.2141 0.2268 0.2514 0.2332
+ P (α = 1) 0.1867* 0.2194* 0.2178* 0.2380* 0.2593* 0.2335
+ P (best α) 0.1896* 0.2220* 0.2185* 0.2411* 0.2625* 0.2337
best α value 2 2 1.5 2 2 0.25

Lnu.ltn 0.1521 0.1837 0.1920 0.1984 0.2226 0.2013
+ P (α = 1) 0.1714* 0.1972* 0.1946* 0.2176* 0.2305* 0.2040
+ P (best α) 0.1873* 0.2106* 0.1977 0.2394* 0.2396* 0.2064*
best α value 5 5 3 5 4 1.5

IFB2 0.1735 0.2059 0.2162 0.2210 0.2479 0.2379
+ P (α = 1) 0.1854* 0.2165* 0.2187 0.2353* 0.2565* 0.2410
+ P (best α) 0.1894* 0.2202* 0.2204 0.2392* 0.2619* 0.2410
best α value 2.25 3 2 2.25 2.5 1

LM (µ = 2000) 0.1936 0.2279 0.2226 0.2459 0.2655 0.2419

Table 4.6.: Mean average precision of weighting schemes and their corresponding
penalty schemes for TREC-7 and TREC-8. Statistically significant devi-
ations from each baseline weighting are marked with asterisks, the best
run for each query length with bold font.

the other two and thus can gain more from the improvement by penalties.
Gains from penalties decrease as the length of queries increases. This is due to the

conjunctive nature of the new retrieval function that favours documents containing
as many distinct query terms as possible, something which is not necessarily effective
for verbose queries. Consequently, the optimal α is smaller when queries are longer.
This corresponds to the smoothing parameter µ in language models with Dirichlet
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Weighting very short medium long

BM25 0.3155 0.3336 0.2879
+ P (α = 1) 0.3309* 0.3445* 0.2925*
+ P (best α) 0.3343* 0.3457* 0.2934*
best α value 1.75 1.5 1.25

Lnu.ltn 0.2952 0.3179 0.2687
+ P (α = 1) 0.3181* 0.3299* 0.2713*
+ P (best α) 0.3399* 0.3363* 0.2716*
best α value 4 3 1.25

IFB2 0.3148 0.3408 0.3064
+ P (α = 1) 0.3323* 0.3525* 0.3146*
+ P (best α) 0.3384* 0.3536* 0.3161*
best α value 2.75 1.75 1.5

LM (µ = 2000) 0.3119 0.3302 0.2903

Table 4.7.: Mean average precision of weighting schemes and their corresponding
penalty schemes for GIRT. Statistically significant deviations from each
baseline weighting are marked with asterisks, the best run for each query
length with bold font.

smoothing, which needs to be larger the longer the queries get (cf. (Zhai and Lafferty,
2001a)).

Figure 4.5 gives an example of how mean average precision varies with α for very
short queries in TREC-7 and TREC-8, where α = 0 is equivalent to the original
weighting scheme.
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Figure 4.5.: Mean average precision as a function of α for very short queries on (a)
TREC-7 and (b) TREC-8.

4.7. Summary

In this chapter, a new graph-based framework for information retrieval has been
introduced that is able to subsume a wide range of IR models and forms of search.
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In addition, the framework allows for the natural extension of retrieval algorithms
onto new entities, such as passages or peers, yielding a unified view onto many
retrieval tasks. For instance, in case of distributed retrieval, we find that the tasks of
resource description and selection can be modeled in a way such that they are nothing
but special cases of known retrieval tasks. This means that it is straightforward to
generalise existing approaches to conceptual retrieval (such as feedback or other
adaptive techniques) to these problems.

As far as meta modeling is concerned, we have seen that – using logarithms and
some other minor modifications that do not change the ranking – retrieval functions of
all IR models can be written in the linear form of a dot product. A closer look reveals
that – apart from language modeling – no transformations have been used. This
analysis tells us that all models of ranked retrieval except language modeling are very
similar. In the case of language models, the MLAG transformations indicate where
the difference lies: an analysis of the retrieval function revealed the philosophy of
penalising documents for not containing informative terms whereas all other models
have the philosophy of rewarding documents for containing them. Both approaches
were combined into a new retrieval function which was shown empirically to yield
significantly improved effectiveness when compared to classical presence weighting
schemes such as BM25 or Lnu.ltn and to reach the same (or a better) performance
level as language models.

This exercise was done not so much for finding a new “perfect” retrieval function,
but in order to show that a combination of principles (or in this case, the addition
of ideas from another model) can be used to improve existing models and to gain
insights into possible reasons of why one model performs better than another.
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5. Term weighting experiments

From now on, we will experimentally study the application of information retrieval
models and algorithms in distributed systems. This chapter is devoted to examining
possibilities of radically simplified results merging, which is – as introduced in section
2.2.1 – one of the three core problems in distributed IR. The simplification comes from
the attempt to equip all information resources with the same global statistics used for
the computation of document scores w.r.t. user queries. These common statistics
make scores comparable across all resources; hence, rankings from various resources
can be merged trivially, assuming that all resources use the same retrieval function:
one only needs to unite the sets of documents retrieved by all resources and rank
them according to the – globally valid – scores. What needs to be examined here is
the question how we can obtain such global statistics and whether their use will lead
to a drop in retrieval effectiveness and, if so, to what extent.

5.1. Global term weights

In this chapter, we are concerned with the computation of term weights in scenarios
where no global view of a collection is available. Apart from distributed and P2P
information retrieval settings, as discussed below, examples of such scenarios can be
found in adaptive filtering or routing tasks (cf. section 2.1.2) where a user’s long-
term query is matched against a stream of incoming documents that are initially
unknown.

However, the main focus here is of course on distributed systems where documents
are stored and indexed in a distributed fashion. In classical distributed retrieval
(Callan, 2000), results delivered by different information resources need to be merged
by the central broker, which usually does not have a global view on the collection.

In the more strictly distributed case of peer-to-peer information retrieval (P2PIR),
each peer is connected to a number of other peers and routes incoming queries to one
or more of its neighbours (cf. section 2.2.2). Results are merged at the peer where
the query was issued; this peer almost never has a global view on the collection.

What challenges does this lack of global information introduce for information
retrieval systems? As we have seen in section 3.2, all term weighting schemes have
what we called a tf and an idf component (or something similar). These can also be
viewed as local and global components: the local (tf) component measures the extent
to which a term is relevant locally, that ı́s with respect to a query or document. The
global (idf) component measures the amount of information that the term conveys

101



5. Term weighting experiments

in general (i.e. globally), usually by looking at the inverse of its overall (document)
frequency in the collection.

The lack of global information about a document collection is hence a problem for
the global component of weighting schemes: in order to compute idf, one needs to
know all the documents in the collection.

5.2. Problem definition

In this chapter, we examine the two major solutions to this problem: to either com-
pute global term weights from a small sample of the whole collection or to use a
reference corpus, i.e. a large collection of documents that contains a representative
sample of language. It is not within the scope of this thesis to discuss what “rep-
resentative” means exactly here, but the impact of the choice of a reference corpus
is examined later. Term weights are computed once and for all from that collection
and then used for retrieval with completely different target collections (henceforth
called “retrieval collections”) as if they were valid globally.

One advantage of reference corpora is that estimates derived from them never need
to be updated, even when the retrieval collection changes. Another advantage is that
– as explained above – it allows for trivial results merging (cf. section 2.2.1) in a
distributed setting: since global term weights never change, scores for documents
remain comparable throughout the whole distributed system.

This is also the case when using what I will call “centralised sampling” here, e.g.
collecting samples of the retrieval collection on a distinguished node of a P2P network.
However, this involves costly updates and message overhead when distributing new
weight estimates to all peers. With “distributed sampling” on the other hand – where
each peer samples documents from its own neighbourhood – this problem does not
arise, but results merging is much more complicated, because global term weights
depend on the location where they are computed.

Apart from results merging, globally valid document scores may have further ad-
vantages. For instance, as is discussed later in chapter 6, it allows arbitrary peers to
assess the quality of their own results (w.r.t. a certain query) in comparison to that
of other peers easily.

Of course, the comparability of document scores is guaranteed only under the
assumption that all information resources or peers use the same retrieval function.
If they do not, one might think about not letting peers return scores for their local
documents at all. Instead, it would be sufficient to have all peers comply with a
protocol where they attach some statistics to each returned document d, e.g. d’s
length and the tf values for each query term within d. These statistics, together
with the list of global term weights, enables the querying peer (or any other peer) to
compute the ranking of documents itself, using an arbitrary retrieval function. This
also makes it more difficult for peers to fraudulently manipulate results.

In any case, for results merging to become really trivial, peers or resources must
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show some cooperation. This can be ensured more easily in P2P scenarios – where
servents can be forced to comply with certain protocols in order to be allowed to
participate – than in DIR where information resources are often uncooperative.

5.3. Related Work

Depending on the application, various ways of dealing with the problem of global
term weights have been developed. Estimating the weights from just a sample of the
collection was initially used with dynamic collections, where the collection changed so
quickly that recomputing global term weights on every update seemed too costly. In
(Viles and French, 1995b), the effect of not updating idf when adding new documents
to a collection was studied and it was found that doing so did not degrade effectiveness
seriously at least as long as new documents did not contain too many new terms. In
(Chowdhury, 2001), similar experiments with larger collections on delayed idf updates
revealed that a sample of 30-40% of the whole collection is sufficient for robust idf
estimation.

The use of reference corpora was introduced in the field of on-line new event
detection and adaptive filtering (Zhai et al., 1998; Papka and Allan, 1998) where
one starts with an empty collection and hence needs a source for initial global term
weights. Zhai et al. (Zhai et al., 1998) note that the size of the reference corpus
seems to be an important variable, but no systematic evaluation was performed on
this parameter.

Updating idf values from incoming documents – starting with no information at
all – was examined in e.g. (Callan, 1996; Brants and Chen, 2003) and it was found
that idf values converge rather quickly. The option of updating estimates from a
reference corpus with ones sampled from the incoming documents (“incremental idf”)
was also used e.g. in (Yang, Pierce, and Carbonell, 1998), but its effects on retrieval
effectiveness were again not thoroughly evaluated.

In the field of distributed and P2P information retrieval, various options were
explored:

• Coarser information: instead of computing global weights like idf on the doc-
ument level, distributed systems sometimes do so on the resource or peer level.
In (French et al., 1999; Callan, 2000), for example, document frequency is re-
placed with the number of information resources a term occurs in and results
are merged using a combination of the local document score (i.e. using local
idf) and the score of the resource, see section 3.5.3. In (Cuenca-Acuna et al.,
2003), inverse peer frequency (IPF) is used both to rank peers and documents,
i.e. the number of peers a term appears in is used as a full replacement of
document frequency. Although it is easier to obtain, these approaches still use
global information.

• Sampling has been used both in distributed and peer-to-peer IR. In (Viles and
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French, 1995a), information resources reveal information derived from part of
their collection to other resources so that each resource knows its own collection
and part of the others (resulting in what we defined to be distributed sampling
above). The authors found that full dissemination was not necessary and that
the level of dissemination needed depends on the degree of randomness applied
when allocating documents to information resources. In P2PIR, sampling has
been explored in (Klemm and Aberer, 2005; Michel et al., 2006b; Tang, Xu, and
Mahalingam, 2003), where (Klemm and Aberer, 2005; Michel et al., 2006b) use
complete information from all peers and (Tang, Xu, and Mahalingam, 2003)
mix a reference corpus with a growing set of documents sampled from the peers
using centralised sampling. In (Michel et al., 2006b), peers make their per-term
DF statistics available in the network in a way that takes into account possible
document overlap among peers: thus, if a document resides on more than one
peer, that does not increase the DF of the terms that it contains.

• Reference corpora: These have only rarely been used in distributed IR. As
mentioned above, (Tang, Xu, and Mahalingam, 2003) start out with estimates
derived from a reference corpus, but then mix these with samples (unfortu-
nately, there is no discussion of how exactly this is done). The FASD system
(Kronfol, 2002) uses estimates derived from a reference corpus only, but does
not evaluate its impact.

5.3.1. Contribution of this chapter

To the best of my knowledge, this is the first attempt of a thorough evaluation of the
effectiveness of term weight estimates from a reference corpus. The effect of sampling
has been (partly) evaluated in some approaches (Viles and French, 1995b; Viles and
French, 1995a; Chowdhury, 2001), but it was never compared to the alternative of
using a reference corpus.

Further, this work also investigates the extent to which lists of terms with estimates
of global weights can be compressed without losing effectiveness. Pruning has so far
been mostly applied to inverted lists (cf. e.g. (Carmel et al., 2001)), but not to term
lists.

5.4. Estimation

5.4.1. Weighting schemes

We have seen above that, generally in term weighting, rare terms are treated as
informative and that hence all variants of global term weights make use of term
frequency information. There are two sorts of frequency commonly used: document
frequency (DF), which denotes the number of documents within a collection that are
indexed by a given term, and collection frequency (CF) which refers to the overall
number of a term’s occurrences within the collection.
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In the following, we consider one representative retrieval function for each of those
two possibilities, namely BM25, which uses DF and language modeling, which uses
CF. Using two different retrieval functions also ensures that results are not artifacts
of a particular weighting scheme.

As we have seen above in section 3.2, the global component in BM25 is a special
form of inverse document frequency (idf), namely the Robertson-Sparck-Jones weight
(RSJ). In the experimental section below, however, this weight was replaced with
the classical formulation of idf (see (Robertson, 2004) for a discussion of the relation
between the two):

idft = log
N

DFt
(5.1)

The rest of the BM25 formula (see eq. 3.29) was left unchanged.
In formula 5.1, both N and DFt require knowledge of the whole collection. Al-

ternatively, one could say that N
DFt

is the inverse of what can be interpreted as an
estimate of a term’s probability pdoc(t) of being contained in an arbitrary document
(cf. (Robertson, 2004)), so that we only need to estimate this probability.

As mentioned above, the collection frequency of terms is used in language modeling.
For example in Dirichlet smoothing, the background probability p(t) (cf. equation
3.32) – or pcoll(t) as we will call it here – is normally computed as a term’s relative
frequency in the collection. Alternatively, it can be estimated from a reference corpus.

In the following, we estimate pdoc(t) and pcoll(t) of terms from a given sample of
language.

5.4.2. Estimating and smoothing

Estimating the probabilities introduced above can be treated as a problem of inferring
unigram language models, i.e. probability distributions over terms.

The main problem that has to be solved in this task is that of smoothing, i.e.
of assigning a probability to terms that have not occurred in the sample. Since
samples never cover the whole vocabulary of a language, we would like to reserve
some probability mass to unseen terms. There are a number of estimators that
accomplish this, an accurate one being the Good-Turing estimator (see (Manning
and Schütze, 1999), chapter 6). Using Good-Turing, we reserve the total amount
P0 = E(n1)

N of probability for unseen terms and assign Pr = r∗
N to terms seen r times

in the sample with

r∗ = (r + 1)
E(nr+1)
E(nr)

(5.2)

Here, N is the sample size and nr is the number of terms seen exactly r times. In
the simple Good-Turing approach of Gale and Sampson (Gale and Sampson, 1995),
E(nr) is a function of nr that never becomes zero, obtained by fitting a line through
the r-nr-curve in the log domain.1

1The experiments made use of G. Sampson’s Simple GT software from his website.
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For estimating pdoc, we take nr to be the number of terms with DF equal to r, for
pcoll, DF is replaced with CF.

We still need to decide how to distribute P0 among the terms that we have not
observed in the sample. Since we have no good reason to do otherwise, the obvious
solution is to divide P0 equally among them. However, in order to do so, we need
to know their number. Up to date, there seems to be no reliable way of estimating
the number of terms missing from a sample; estimates in the literature range from
rather small numbers (Boneh, Boneh, and Caron, 1998; Efron and Thisted, 1976) to
an infinite number of terms (Kornai, 2002).

In the experiments, I therefore used an estimate without theoretical grounding,
but yielding probabilities that did not widely differ from those computed for terms
seen once in the sample. The estimation was done by assuming the number of unseen
terms to be equal to the number of distinct terms in the sample. This was found to
work better than other estimates based e.g. on Zipf’s law, which – depending on the
way a line is fitted through the frequency points in the log domain – often yielded
unstable results in preliminary experiments.

Note that smoothing needs to be done regardless of whether the sample is a subset
of the retrieval collection or not; in both cases, the possibility of a term not being
contained in the sample exists and needs to be dealt with. It may well be that
Viles and French (1995b) and Chowdhury (2001) reported problems with new terms
because of inferior smoothing.

5.5. Experimental results

5.5.1. Setup

The evaluation is done using all test collections – except GIRT – listed in section
2.4. The basic approach consists in first estimating global term weights either from
a reference corpus or from a sample of the respective test collection and then using
these for ad hoc retrieval runs. This is then compared to using the full test collection.

The collections represent two scenarios in P2PIR: the small, topically homogeneous
and rather specialised collections (Medline, CACM, Cranfield, CISI) represent a sce-
nario where a group of specialists exchanges documents of their common interest.
On the other hand, the larger and thematically heterogeneous collections (TREC-
2/3/7/8) with a lower degree of specialisation represent the case of a generic system.
The Ohsumed collection is somewhere in between these two extremes, being large,
but highly specialised. Table 2.1 summarises the characteristics of the collections.

Since all test collections are in English language, we would like to have a reference
corpus representative of general English usage. The idea is that terms frequent in
general English usage will also be frequent in many specialised usages and terms not
contained in a representative sample of English are likely to be specific and hence
informative.

As a simple working hypothesis, I assumed the British National Corpus (BNC)
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to be such a sample since it was created explicitly with the above considerations in
mind. The BNC is used as a reference corpus in all experiments described below. It is
not altogether unproblematic because it is in British English – and most collections
are in American English – and because its documents are longer on average than
those of all test collections so that document frequency estimates are based on rather
few evidence.

5.5.2. Reference corpora

In a first series of experiments, pcoll and pdoc were estimated from the BNC and es-
timates were used for term weighting with BM25 (Robertson and Walker, 1994) and
KLD language models (Lafferty and Zhai, 2001). This was compared to weights de-
rived from the collections themselves and to uniform global weights – i.e. substituting
idf = 1.0 and CF = 1.0 in the respective retrieval formulae.

It should be mentioned here that the average length of documents (avdl) required
by BM25 is another piece of global knowledge which is not generally available. In
the experiments, I used avdl as computed from the respective retrieval collection; it
will be a matter of future work to examine the effect of estimating avdl from other
sources. For the µ parameter in Dirichlet smoothing, I used two settings: µ = avdl

(computed from the whole collection) and µ = 2000, a value which was found to be
generally well-performing in (Zhai and Lafferty, 2001a).

Table 5.1 shows mean average precision for the TREC collections and table 5.2 for
the other collections. For TREC, I used various query lengths: T = title only, TD
= title and description and TDN = all fields.

BNC estimates often lead to a small, but significant degradation in MAP when
compared to the whole retrieval collection. The trend is less obvious for the smaller
collections where deviations can be observed also in the opposite direction, e.g. for
Medline. However, the large picture suggests that the BNC is generally inferior to
the complete retrieval collection when trying to estimate global term weights. On
the other hand, BNC-estimated weights are almost always significantly better than
using uniform weights.

Furthermore, language models with µ = 2000 almost always yield better results
than using µ = avdl. Subsequently, only µ = 2000 was used in language models.

Domain-adapted reference corpus

In order to test the effect of a domain-adapted reference corpus, a small experiment
was conducted with the Ohsumed collection. I used 500 000 abstracts from the
PubMed database as a new reference corpus, a set of documents which is disjoint
from Ohsumed, but covers similar topics.

The mean average precision thus achieved was 0.311 for BM25 and 0.300 for lan-
guage models (µ = 2000) as compared to 0.302 and 0.285 when using Ohsumed itself
for estimation (see table 5.2). Both differences are statistically significant.
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Weighting T TD TDN
BM25 0.174 0.220 0.270
BM25, BNC idf 0.156 0.196 0.246
BM25, un. idf 0.121* 0.135* 0.188*
LM (µ = avdl) 0.168 0.193 0.215
LM, BNC CF 0.157 0.180 0.222
LM, un. CF 0.126* 0.099* 0.076*
LM (µ = 2000) 0.188 0.224 0.269
LM, BNC CF 0.169 0.195 0.251
LM, un. CF 0.126* 0.090* 0.054*

(a)

Weighting T TD TDN
BM25 0.226 0.273 0.305
BM25, BNC idf 0.174 0.213 0.256
BM25, un. idf 0.187 0.205 0.238
LM (µ = avdl) 0.220 0.243 0.243
LM, BNC CF 0.203 0.229 0.248
LM, un. CF 0.182* 0.117* 0.095*
LM (µ = 2000) 0.236 0.275 0.305
LM, BNC CF 0.207 0.240 0.275
LM, un. CF 0.181* 0.097* 0.068*

(b)
Weighting T TD TDN
BM25 0.177 0.212 0.214
BM25, BNC idf 0.163 0.199 0.216
BM25, un. idf 0.132 0.155* 0.140*
LM (µ = avdl) 0.186 0.216 0.202
LM, BNC CF 0.176 0.209 0.199
LM, un. CF 0.149* 0.143* 0.099*
LM (µ = 2000) 0.194 0.228 0.223
LM, BNC CF 0.185 0.220 0.219
LM, un. CF 0.154* 0.141* 0.080*

(c)

Weighting T TD TDN
BM25 0.227 0.251 0.233
BM25, BNC idf 0.210 0.236 0.231
BM25, un. idf 0.193 0.195* 0.154*
LM (µ = avdl) 0.251 0.258 0.231
LM, BNC CF 0.241 0.240 0.219
LM, un. CF 0.217 0.161* 0.103*
LM (µ = 2000) 0.246 0.266 0.242
LM, BNC CF 0.237 0.247 0.229
LM, un. CF 0.212 0.150* 0.092*

(d)

Table 5.1.: Mean average precision of BM25 and language models and their corre-
spondents using BNC estimates on (a) TREC-2,(b) TREC-3, (c) TREC-
7 and (d) TREC-8 topics. Results using uniform CF or idf are given
as a baseline. Statistically significant differences between a scheme and
its corresponding ”BNC estimation scheme” are marked with bold font.
Asterisks indicate significant differences between BNC schemes and the
baseline.

Weighting Medline CACM Cranfield CISI Ohsumed
BM25 0.509 0.369 0.416 0.222 0.302
BM25, BNC idf 0.540 0.289 0.378 0.197 0.269
BM25, un. idf 0.471* 0.274 0.373 0.180 0.217*
LM (µ = avdl) 0.461 0.273 0.393 0.180 0.278
LM, BNC CF 0.522 0.304 0.393 0.194 0.270
LM, un. CF 0.453* 0.251* 0.341* 0.177* 0.206*
LM (µ = 2000) 0.467 0.369 0.374 0.228 0.285
LM, BNC CF 0.534 0.330 0.385 0.204 0.279
LM, un. CF 0.446* 0.245* 0.327* 0.166* 0.199*

Table 5.2.: Mean average precision of different weighting schemes and their corre-
spondents using BNC estimates on smaller collections.

This demonstrates that a well-chosen reference corpus of suitable size can outper-
form global weights as computed from the retrieval collection itself.

Qualitative analysis

Next, a qualitative analysis of results was performed to find out how BNC estimates
could be improved. For doing so, retrieval scores were computed on a per-query basis
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and queries were sorted in ascending order by the difference in MAP scores obtained
with either the BNC or the retrieval collection. Queries that suffered most from BNC
estimates were at the top of this list and will be called “problematic queries” from
now on.

A close analysis of the differences showed that the BNC estimates were detrimental
for only little more than 50% of the queries. However, the (negative) difference in
MAP scores was quite large in some cases at the top of the list.

From a manual analysis of these problematic queries, it was rather striking that
all contained certain but few terms that caused the dramatic MAP degradation.
These terms have BNC estimates that differ widely from their real frequencies in the
retrieval collection; in most cases the BNC estimate was far too low. Table 5.3 shows
one such term for some of the collections.

Collection term pcoll(t) in BNC pcoll(t) in collection
TREC U.S. 7.5 · 10−6 7.7 · 10−4

Ohsumed disease 1.2 · 10−4 2.4 · 10−3

CACM algorithm 8.4 · 10−6 1.0 · 10−2

CISI retrieval 7.6 · 10−6 3 · 10−3

Table 5.3.: Terms for which BNC frequency estimates were widely wrong.

For TREC, the discrepancy is due to the BNC being British (where the U.S. are
far less mentioned than in American texts). In the other cases, the terms are very
frequent in the given domain, but not in general English usage. These terms will be
called “domain-specific stop words” from now on. Although there are not many of
them, they have a large effect on MAP since they occur in many queries and cause
these queries to perform poorly.

5.5.3. Pure sampling

In this section, we examine the retrieval performance that can be reached when
estimating global term weights from a sample of the retrieval collection.

In the experiments below, we do not make any strong assumptions on the sampling
process, i.e. no document clustering is performed in order to guarantee topical rep-
resentativeness of the sample. Instead, the documents are numbered consecutively
and samples of size sn = 2n for n = 1, 2, 3, ... are drawn from the collection in the
following way: we calculate m = bNsn

c and then add document di to the sample iff
i mod (m + j) = 0. The parameter j is used to produce various disjoint samples of
size sn (they are disjoint except when m = 1). In the experiments, j is varied in the
range [0, 4] and results from the corresponding 5 samples are averaged.

Figure 5.1 shows MAP as a function of sample size (in terms of number of doc-
uments) for CACM and TREC-7. The leftmost data point corresponds to using
uniform global weights whereas the rightmost point corresponds to using the full
collection.
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Figure 5.1.: Mean average precision as a function of sample size for (a) CACM and
(b) TREC-7. All values are averaged over the 5 sampling processes and
the error bars indicate the corresponding variance. The MAP scores
obtained with global weights computed from the BNC are given for
reference.

It can be seen that small sample sizes already yield good performance. The curves
are much smoother and more stable for large collections; in that case, we also observe
that error bars are much smaller for large sample sizes (see figure 5.1 (b)).

Table 5.4 gives information for all collections. What is listed is the median mini-
mum number of documents in a sample that is needed to perform not significantly
worse than when using the whole collection.

Collection BM25 LM
n % n %

Medline 32 3.1 4 0.4
CACM 128 4.0 32 1.0
Cranfield 64 4.6 16 1.1
CISI 64 4.4 1460 100
Ohsumed 1024 0.3 256 0.07
TREC-2 512 0.07 256 0.04
TREC-3 512 0.07 128 0.02
TREC-7 4096 0.8 1024 0.2
TREC-8 128 0.02 512 0.1

Table 5.4.: Smallest sample size n (in documents) for which computing global term
weights from a sample of the retrieval collection yields MAP scores that
are not significantly worse than when using the whole collection. The
value given here is the median of all 5 sampling processes. In addition,
the table shows the percentage of the collection to which n corresponds.

A very small percentage of the collection is sufficient for robust weight estimation;
in fact the necessary size never exceeds 5% of the collection (with one exception);
it is always below 1% for the large collections. This is inconsistent with the results
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given in (Viles and French, 1995b; Chowdhury, 2001) who found severe degradation
when using less than 30% of the collection. However, as mentioned above, the likely
reason for the discrepancy is the lack of smoothing in these works.

Although the percentage of the whole collection is very small, this method still
requires to sample a few hundred or thousand documents for large collections. De-
pending on how sampling is done, this might be rather costly. In the next section,
we examine whether sample sizes can be reduced further.

5.5.4. Mixing with reference corpora

We have observed that the main deficiency of reference corpora is that they do
not contain the “domain-specific stop words”. Since these words can probably be
sampled from very small sets of documents, we shall mix sample estimates with
BNC estimates. One obvious solution is to:

1. Sample documents from the retrieval collection as in the previous section.

2. For each sample S of size s, remove all terms that occurred only once.

3. For the remaining terms compute a new pseudo CF

CF ′ = α(
CFS
s
|BNC|) + (1− α)CFBNC (5.3)

where CFS is a CF estimate derived from the sample S and CFBNC is a CF
estimate from the BNC. The first part of this linear combination is the relative
frequency of the term in S, scaled to the size of the BNC. This makes the two
addends in formula 5.3 comparable and hence linearly “mixable”.

4. α can be any number between 0 and 1. In the experiments, I used α = 1− 1
log s ,

i.e. the bigger the sample, the higher our confidence towards the estimates
derived from it. This choice of α showed good performance in preliminary
experiments when compared to other options.

5. For idf estimation, s is now the number of documents instead of the number
of tokens in the corpus, |BNC| now refers to the number of documents in the
BNC and CF is replaced with DF.

Figure 5.2 shows that mixing really helps to improve both the baseline BNC esti-
mates and the pure sampling strategy.

Table 5.5 shows the (median) smallest sample size for which the new strategy
does not perform significantly worse than when using the full retrieval collection.
We can see that for all collections except TREC-3 the number of documents needed
has decreased, in most cases rather drastically. In fact, an absolute number of 32
documents was sufficient for BM25 in all cases except TREC-3.
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Figure 5.2.: Mean average precision of both pure sampling and the mixing strategy
as a function of sample size for (a) CACM and (b) TREC-7.

Collection BM25 LM (µ = 2000)
sampling mixing sampling mixing

Medline 32 0 4 0
CACM 128 16 32 0
Cranfield 64 32 16 0
CISI 64 8 1460 8
Ohsumed 1024 16 256 0
TREC-2 512 16 256 128
TREC-3 512 4096 128 4096
TREC-7 4096 0 1024 0
TREC-8 128 4 512 512

Table 5.5.: Pure sampling vs. mixing: smallest sample size n (in documents) for
which computing global term weights from either a pure sample or a mix
of the BNC and a sample yields MAP scores that are not significantly
worse than when using the whole collection. The value given here is the
median of all 5 sampling processes. A value of 0 in the “mixing” col-
umn means that the BNC estimates were sufficient for acceptable perfor-
mance without the need to add any sample documents from the retrieval
collection.

5.5.5. Pruning term lists

Computing global term weights results in a list of terms that occurred in the respec-
tive sample – be it the BNC or (part of) the retrieval collection – together with their
global weights.

In a P2PIR setting, this list is made available to each peer in the system, sometimes
it also needs to be updated. This and the fact that some nodes – e.g. mobile devices
– may have very little storage capacities make it worthwhile to investigate pruning
of the list to minimise storage cost and message size.

The pruning approach taken here is very simple: terms with low frequency in the
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Figure 5.3.: Mean average precision as a function of a frequency threshold t used for
pruning a term list with frequency estimates derived from the BNC for
(a) CACM and (b) TREC-7.

sample are pruned from the list, i.e. they are treated as if they had not occurred in
the sample by assigning them the weight estimate for unseen terms.

Figure 5.3 shows MAP as a function of the frequency threshold used for pruning
a BNC term list. The two curves exemplify the two types of behaviour that can be
observed in all collections. The behaviour found with CACM seems inconclusive, but
can be explained as follows: some domain-specific stop words (e.g. “algorithm” in
CACM) have a medium frequency in the BNC. When the corresponding threshold is
reached, they are pruned from the list and hence treated as very rare terms, which
causes a steep drop in MAP. Later, when nearly all terms are treated equally (as
being very rare), performance rises again.

Table 5.6 shows the maximum frequency threshold for which the effectiveness
reached with the pruned list is not significantly worse than when using the whole
list, both for using the BNC and the retrieval collections themselves for deriving the
original list.

These figures show that in most cases we can safely prune terms up to a frequency
of 100 from the lists. This is even safer when the sample from which the list was
derived is large. In all cases where the maximum threshold is small (e.g. Ohsumed
and BM25), the difference when using t = 100 is significant but below 1% so that
the effectiveness reached with the pruned list may still be acceptable.

This tells us that what is really needed for good retrieval performance is just a
small list of very frequent terms (one could call it an “extended list of stop words”).
In case of the BNC and a threshold of t = 100, this list comprehends around 23,000
terms and occupies around 300 KB of disk space in uncompressed form.
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Collection BM25 LM
t % t %

Medline 10,000 0.3 2000 1.1
CACM 100,000 0.03 10,000 0.3
Cranfield 100,000 0.03 1 55.8
CISI 100,000 0.03 10,000 0.3
Ohsumed 1 55.8 1000 1.8
TREC-2 100 6.7 200 4.6
TREC-3 100,000 0.03 100 6.7
TREC-7 100 6.7 1000 1.8
TREC-8 200 4.6 2000 1.1

(a)

Collection BM25 LM
t % t %

Medline 200 0.3 100,000 0
CACM 30 8.3 2 43.9
Cranfield 2 46.9 0 100
CISI 100 2.3 5 27.0
Ohsumed 2000 1.0 2000 1.0
TREC-2 10,000 0.4 200 4.1
TREC-3 2000 1.1 50 8.6
TREC-7 2000 0.9 2000 0.9
TREC-8 2000 0.9 2000 0.9

(b)

Table 5.6.: Highest frequency threshold t for which performance (measured in MAP)
of pruned term list is not significantly worse than that of a non-pruned
list for both (a) a BNC term list and (b) a term list estimated from the
collection itself. In addition, the table shows the percentage of the original
list that pruning with threshold t leaves over.

5.6. Summary

In this chapter, the estimation of global term weights from a reference corpus in a
distributed IR setting was compared to using a sample of the retrieval collection or
the whole collection itself.

The results showed that a general-language reference corpus (such as the BNC)
may fail to identify words that appear very frequently in the domain of the retrieval
collection, but not in general language. A domain-adapted reference corpus – if
available – can help to avoid this problem.

Sampling is generally attractive in terms of effectiveness: in most cases, a sample
of less than 5% of the collection was sufficient for close to optimal performance.
However, the necessary sample size can be further reduced if sample estimates are
mixed with those derived from a general reference corpus. This combination works
well because domain-specific stop words can be found even in very small samples of
the collection – an absolute number of 30 documents was found to be safe in almost
all cases; mixing these into e.g. BNC estimates is sufficient to compensate for the
BNC’s deficiencies.

As an experiment with frequency-based pruning of term lists showed, it is generally
sufficient for good retrieval performance to know the most frequent words. All the
others can be treated equally, namely as very rare, without ill effects. This allows for
a compression of term lists, something which is useful when storage space is scarce.

For a P2PIR scenario, we can conclude that linearly mixing term frequency esti-
mates derived from a reference corpus with a small sample of documents derived e.g.
from a peer’s direct neighbourhood probably yields good retrieval effectiveness.

An alternative would be to use a centralised approach to collect the sample, which
guarantees comparable document scores. Although this partly violates the peer-
to-peer paradigm, it can be accommodated easily since many P2P systems use a
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centralised neighbour bootstrapping algorithm.
In Gnutella, for instance, a peer that joins a network can ask a so-called GWeb-

Cache for addresses of other peers that are currently on-line (Karbhari et al., 2004).
On-line peers then periodically report their IP address to a GWebCache. This mech-
anism can be extended for a centralised sampling approach in the following way:
peers that report their IP to a GWebCache attach a randomly sampled document
vector from their collection with certain probability. The cache uses this to compile
a sample of the distributed collection and provides peers joining the network with
(short) lists of the most frequent terms from the sample. These can then be merged
with frequency estimates from a reference corpus.

Since we have not examined the influence of semantically biased samples – which
are likely to occur if peers use e.g. their own local documents as a sample – this
latter approach is also safer in terms of the validity of the results of this chapter.
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This chapter experimentally studies approaches to the problem of ranking informa-
tion resources w.r.t. user queries. In distributed environments, for each given user
query and a set of information resources that are available, we need to select the
right subset of these resources to forward the query to. Here, we study the problem of
pruning descriptions of resources to acceptable lengths in a P2P scenario and some
approaches to overcome the mismatch problem that may arise as a consequence of
the pruning.

In DIR, as described in section 2.2.1, a central instance, often called broker receives
user queries, forwards them to a selection of IR databases and then merges the results
returned by these into a final ranking. In P2PIR, each peer forwards queries to a
subset of its neighbours, which will proceed in the same way. The entire process of
forwarding user queries in a P2P network is often called query routing in P2PIR.

The task of selecting only a subset of information resources from all available ones
is motivated – in both cases – by the wish to reduce costs: in DIR, selecting a large
number of resources is costly because it may take a long time and cause overload on
the selected databases – which may actually charge the user for each returned result.

In P2PIR, cost is most often measured in the number of messages that is generated
by a query, the worst case being a protocol where peers broadcast queries to all of
their neighbours, resulting in a number of messages that increases exponentially
with the distance from the querying peer. A high number of messages results in the
underlying physical network becoming slow and overloaded.

6.1. Profiles

In order to perform the selection task, each entity – be it a broker in DIR or a
peer in P2PIR – needs to have a description of the content offered by each of the
available information resources. Queries will be matched against these profiles (or
resource desrciptions as they were called in section 2.2.1) and the selection will be
made according to the degree of agreement between query and profile.

In DIR, it is common to represent information resources by so-called unigram
language models, that is, the set of terms (or a subset of these) that occur in the
documents of the resource, together with their document frequencies or some similar
statistics (Callan, Lu, and Croft, 1995; Gravano, Garćıa-Molina, and Tomasic, 1999;
Yuwono and Lee, 1997; Si et al., 2002). As described in section 3.5, the idea of most
of these approaches is to treat information resources as giant documents and to use a
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retrieval function, identical or similar to the ones used for documents, to rank these
resources and then select the top-ranked ones.

Unigram language models may either be provided by the information resources
themselves – assuming that they are cooperative. Alternatively, the broker needs to
acquire them by techniques such as query-based sampling (cf. e.g. (Callan, Connell,
and Du, 1999)) where the broker sends out queries to each information resource and
downloads the returned documents as a sample, from which it builds an estimated
language model.

In P2PIR, especially in those approaches that have been identified as the focus of
this thesis in section 2.2.2, there is no such commonly accepted peer representation.
Although the representation of peers by unigram language models is also used (Lu
and Callan, 2003a; Cuenca-Acuna et al., 2003; Michel et al., 2006a; Witschel and
Böhme, 2005), a number of alternatives exist:

• Some approaches use categories from ontologies or taxonomies to represent
peers (Crespo and Garcia-Molina, 2002a; Broekstra et al., 2004)

• Others have each peer record which other peers have (successfully) answered
which queries, resulting in “distributed” profiles (see section 6.3.2 below).

The main reason for the emergence of these alternatives is the need for compactness
in P2PIR: peer profiles often need to be sent around to other peers and stored in their
routing tables. Bandwidth and storage limitations present in P2P settings make it
necessary for profiles to be very compact.

6.2. Problem definition

As will be elaborated below in section 6.5, we will concentrate on unigram language
models as peer profiles in the experiments of this chapter.

Starting from this setting, the need for compactness of peer profiles implies that
it may not be possible to store all the index terms occurring in a peer’s document
collection in its profile. Instead, we need to select a subset of all those terms, in a
way that still allows the routing algorithm to predict which peers are most likely to
offer the desired content w.r.t. a given query. But even using the most elaborate
selection of profile terms, we will inevitably lose information as profiles get smaller.

It is the aim of this chapter to explore this trade-off:

• Starting from simple profiling and matching techniques, the first question is:
how does the degradation in retrieval effectiveness correlate with profile com-
pression? That is, how many terms can we prune from a profile and still have
acceptable results?

• In a second stage, the initial profiling and matching strategies will be refined:
techniques for both learning better profiles from query streams and refining
queries by query expansion will be compared against each other.
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Here, we can see an interesting relation between the query routing task and the
problem of conceptual retrieval (see section 2.1.2): both aim at boosting recall in the
face of “mismatches”. In the classical IR setting, the mismatch occurs because the
user is not able to specify her information need elaborately enough, failing to provide
possible variants and synonyms of search terms. In the P2PIR setting, the mismatch
is due to compressed profiles.

An important challenge in this task – distinguishing it from conventional concep-
tual retrieval – is the fact that no global knowledge is available: we cannot access
all the documents of a distributed collection, neither for performing pseudo feedback
nor for computing term associations.

The rest of this chapter is organised as follows: section 6.3 presents related work
that has been done in the area of resource description and selection both in DIR
and P2PIR. Section 6.4 defines the techniques that will be compared to each other.
The experimental setting used to perform this comparison is described in section
6.5; section 6.6 presents the results of this comparison before section 6.7 summarises
them.

6.3. Related Work

6.3.1. Pruned profiles

The first of the two problems introduced above – namely the question of how strongly
we can compress peer profiles and still have acceptable recall – has received relatively
little attention in both the DIR and the P2PIR community. In P2PIR, this may
be because many approaches do not use unigram language models for representing
peers. One exception is the work in (Witschel and Böhme, 2005), which describes
preliminary experiments preceding the ones presented here.

In DIR, on the other hand, resource descriptions are usually stored on large broker
servers where space constraints are not a major problem. However, some work has
been done on that topic (Lu and Callan, 2002; Lu and Callan, 2003b) considering
a number of possibilities to prune index terms from long documents, using either
frequency statistics or document summarisation techniques. However, the trade-off
between profile size and retrieval effectiveness is not evaluated systematically, rather
(Lu and Callan, 2002) works with fixed thresholds for pruning terms.

As stated in (Lu and Callan, 2002), the task of pruning resource descriptions bears
resemblance both to efficiency-targeted index pruning in centralised environments
(e.g. Carmel et al. (2001)) and document summarisation (Luhn, 1958; Brandow,
Mitze, and Rau, 1995; Lam-Adesina and Jones, 2001).

In the remainder of this section, we will review some advanced approaches to
resource description and selection both in distributed IR and in P2PIR. There will
also be a short discussion of evaluation frameworks and measures that have been
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used in the literature.

6.3.2. Resource description: profile refinement

As explained above, the common approach in DIR – as exemplified by the CORI sys-
tem (Callan, Lu, and Croft, 1995) – treats each information resource as a giant doc-
ument and applies conventional retrieval functions in order to rank these resources.
The first refinement of this approach is learning applied to resource descriptions.

The basic idea of profile learning is to characterise a peer or information resource
not only by the content that it offers, but by the queries for which it provides relevant
documents. Of course, this only starts to work when a significant number of queries
have been asked and used as a “training set”. It also implies that systems will tend
to provide better answers for popular queries, but may fail to do so for unpopular
ones.

Work on query-adapted profiles is rare in DIR. Early work (Voorhees, Gupta, and
Johnson-Laird, 1995) on collection fusion tried to predict the number of documents
that should be retrieved from each of a number of different collections using relevance
judgments for past queries. The idea is taken up in (Hawking and Thistlewaite, 1999),
where it is applied for resource selection: for a new query q, the number of relevant
documents returned by each resource in response to past queries q′ similar to q is
used to rank information resources w.r.t. q.

The process of query-based sampling (Callan, Connell, and Du, 1999) also charac-
terises resources by their answers to certain queries. But those are typically not real
user queries, but queries designed to approximate the full unigram language model
that would be obtained if the resource were cooperative.

In P2PIR, on the other hand, many systems use what could be called a collective
discovery approach by having every peer in the system store query-related informa-
tion associated with other peers. If it is viewed from the DIR perspective, this also
results in a resource description (profile) consisting of the past queries that a peer
has answered. This profile is, however, not accessible at one central point, but as
knowledge shared throughout the community.

Collective discovery approaches either store keywords from queries (Joseph, 2002;
Akavipat et al., 2006) or full queries (Kalogeraki, Gunopulos, and Zeinalipour-Yazti,
2002; Kronfol, 2002) in routing tables, together with the addresses of peers that
provided the answer. In the latter case, a similarity measure is needed to identify
whether a new query is similar to one already in the routing table. Social metaphors
are the basis for building profiles in (Tempich, Staab, and Wranik, 2004; Loeser,
Staab, and Tempich, 2007), whereas (Tsoumakos and Roussopoulos, 2003) applies
the theory of random walks to do so.

An explicit learning approach – taking into account the quality of results returned
by a peer – is introduced in (Akavipat et al., 2006) where peer profiles are adapted by
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assigning weights to term-peer (t, p) routing table entries that reflect the estimated
quality of the results returned by p w.r.t. queries that contain term t. A semi-
supervised learning approach is described in (Puppin, Silvestri, and Laforenza, 2006),
relying on co-clustering of user queries and returned documents and distributing
documents onto peers according to this clustering – the queries serving as resource
descriptions.

It should be noted here that the approaches applied in P2PIR usually start from
empty profiles (i.e. knowledge about neighbours is not available when the system is
first deployed) and that – by storing new term-peer or query-peer pairs in routing
tables – the topology of the overlay network is constantly changing.

Another refinement of profiles can be achieved by clustering the documents of in-
formation resources and representing these by multiple profiles – one for each cluster.
Resources are then ranked by the maximum score among all their cluster profiles.
This approach has been explored by (Xu and Croft, 1999; Shen and Lee, 2001) in
the context of DIR. In (Xu and Croft, 1999), it is compared to a global clustering
approach and a local clustering approach without multiple profiles. All approaches
yield great improvements over a baseline DIR retrieval. However, one should be
careful to generalise this for P2PIR since collections are usually semantically more
homogeneous in P2PIR so that clustering may have less impact.

6.3.3. Resource selection: query refinement

Another way to overcome the mismatch problem with compressed profiles is to refine
the queries instead of the profiles, e.g. by query expansion. As is pointed out in (Xu
and Callan, 1998), query expansion is beneficial even when profiles are uncompressed.
One reason for this is the loss of document boundaries in profiles: for a phrasal query
like “white house”, there will probably be many information resources that have both
terms in their profile. But how many of their documents will actually contain both
terms, let alone the complete phrase?

Two studies (Xu and Callan, 1998; Ogilvie and Callan, 2001) examine the effec-
tiveness of query expansion in DIR, reaching rather different conclusions. (Xu and
Callan, 1998) find significant improvements over the baseline CORI collection se-
lection, stating that query expansion often manages to add “topic words” (such as
“president” or “Clinton” in the example of the query “white house”) that – taken
by themselves – better discriminate between resources than the constituents of the
original query. Ogilvie and Callan (2001) carry out similar work, but using smaller
collections obtained from query-based sampling for expansion. Their results are dis-
couraging, but they attribute this primarily to the different result merging methods
used in their and the previous study. Hence, the exact benefit of query expansion in
DIR remains unclear after these two studies.

In (Sugiura and Etzioni, 2000), a meta search engine scenario on the web is in-
vestigated, where not even query-based sampling is possible to acquire knowledge
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on individual search engines because these do not allow the execution of a sufficient
number of queries. Instead, the broker acquires profiles using the text around hyper-
links that point to the search engines. In this context, query expansion using the web
brings a very large benefit. This indicates that query expansion might be especially
valuable in the face of incomplete profiles.

Query expansion is also used in some approaches to P2PIR: in (Chernov et al.,
2005), a local pseudo feedback approach based on language modeling is presented,
first ranking peers w.r.t. the unexpanded query and then using the best k results
returned by the top-ranked peer for pseudo feedback. Local query expansion derived
from LSI is used in (Zhu, Cao, and Yu, 2006) for P2PIR, but not for peer selection
– only for local retrieval on peers.

Using the web as a global resource for query expansion – as applied later for
resource selection in P2PIR – has been successful in IR, especially in the robust
retrieval track of TREC (Voorhees, 2005), where the task is to improve the perfor-
mance of “difficult topics”. In fact, all top-performing systems in the track used the
web for query expansion. A study of pseudo feedback performed on large “external”
collections for query expansion in ordinary IR can be found in (Diaz and Metzler,
2006), where several very large collections are used for learning a relevance model
(Lavrenko and Croft, 2001). Again, the authors find that large external collections
significantly improve effectiveness, especially for difficult queries, provided that the
collection used for expansion is not topically very different from the target collection.

A final optimisation of resource selection concerns not so much the query formula-
tion process, but the overlap of documents among information resources. Most of the
evaluation done in DIR employs a partitioning of TREC documents onto resources.
While this is already unrealistic for DIR, it is even more so for P2PIR, where some
popular documents are replicated on many peers (Saroiu, Gummadi, and Gribble,
2002) in real P2P systems, implying non-disjoint peer collections.

This problem is addressed in DIR by (Shokouhi and Zobel, 2007), where overlap
among resources is estimated based on sampling and the estimates are then used for
designing two selection methods that avoid visiting resources believed to have many
documents in common with others visited before. This approach could be applied
to P2PIR by having peers compute hash values of their documents and exchanging
these with their neighbours in order to detect duplicates and to estimate overlap.

An overlap-aware method for P2PIR is introduced in (Bender et al., 2005a) where
a peer computes the “novelty” of another peer p w.r.t. a given query and a set of
documents R retrieved already and combines the “conventional” score of p with its
novelty. Novelty is defined as the number of documents D in p’s collection matching
the query minus the number of documents in the intersection of D and R. The
method requires compact representations of postings to be attached to each term in
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a peer’s profile.
In the experiments of section 6.6, none of the employed peer selection methods is

overlap-aware. Such methods were not considered because of the extra message and
storage overhead that they inevitably introduce. However, overlap is identified as a
problem in the qualitative analysis of section 6.6.5 so that it could be interesting to
investigate this more closely in future work.

6.3.4. Evaluation frameworks

In order to evaluate DIR and P2PIR strategies, test collections need to be devised
that – besides containing documents, queries and relevance judgments – provide a
prescription of how to distribute documents (and maybe also queries) among infor-
mation resources or peers in a realistic way.

In DIR, it has become a quasi-standard to use TREC ad hoc test collections and
distribute them according to source and date – e.g. (Callan, Lu, and Croft, 1995;
Xu and Callan, 1998; French et al., 1999; Powell and French, 2003), just to name a
few. The advantage of these testbeds is that relevance judgments are available for
the TREC queries. However, there are certain features of the testbeds that make it
unrealistic to apply them in P2PIR:

• The number of artificial information resources is only around 100.

• The individual collections are rather large (containing several thousand docu-
ments on average) and semantically heterogeneous. In P2PIR, we expect most
peers to share comparatively few documents, focused on a few particular fields
of interest.

• The collections are disjoint, which is, as mentioned above, unrealistic even for
DIR.

A more realistic scenario is used in (Gravano and Garćıa-Molina, 1995) where ar-
ticles from a news server were allocated to information resources according to user
profiles. This makes resources topically more homogeneous and also slightly smaller.
In (Shokouhi and Zobel, 2007), a DIR testbed with overlapping collections is con-
structed from the TREC .GOV collection.

The study in (D’Souza, Thom, and Zobel, 2004) criticises the standard approach
for being unrealistic, even in DIR. The authors propose to use managed collections
instead – where documents in an information resource have some topical feature in
common – and construct such managed collections from TREC documents using e.g.
author information. They find that this way of distributing documents significantly
changes results as compared to earlier DIR research. However, they do not allow
documents to be assigned to more than one collection.

In P2PIR, many different approaches to constructing test collections exist. Dis-
tribution of documents is either done in a way that emerges naturally from the
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collection, e.g. via author information (Bawa, Manku, and Raghavan, 2003) or built-
in categories (Crespo and Garcia-Molina, 2002b; Schlosser, Condie, and Kamvar,
2003; Witschel and Böhme, 2005; Akavipat et al., 2006; Kalogeraki, Gunopulos, and
Zeinalipour-Yazti, 2002), or it is established in less natural ways via clustering (Neu-
mann et al., 2006) or domains of web pages (Lu and Callan, 2003a; Klampanos et
al., 2005) or even randomly (Michel et al., 2006a). In (Cooper, 2004), documents are
artificial which facilitates their distribution, but does not result in a real testbed.

Since many of these collections have neither queries nor relevance judgments, many
approaches construct queries from the documents of the collection (Lu and Callan,
2003a; Bawa, Manku, and Raghavan, 2003; Witschel and Böhme, 2005; Kalogeraki,
Gunopulos, and Zeinalipour-Yazti, 2002; Akavipat et al., 2006). Others use queries
from real query logs (Neumann et al., 2006; Puppin, Silvestri, and Laforenza, 2006).
Both approaches have the advantage that a large number of queries can be used in
experiments – e.g. for training a learning technique – because no relevance judgments
need to be acquired. On the other hand, these approaches need some approximation
of relevance for assessing the quality of results, as will be discussed in the next section.

6.3.5. Evaluation measures

The measures applied in DIR evaluation cover all three tasks of DIR (cf. section
2.2.1):

• Resource description: Two separate measures have been proposed in (Callan
and Connell, 2001) in order to assess the quality of resource descriptions ob-
tained by query-based sampling, namely ctf ratio to measure vocabulary cov-
erage and the Spearman rank correlation coefficient to measure the extent to
which the frequency rankings of terms in the sample and the whole database
agree. This is critised in (Baillie, Azzopardi, and Crestani, 2006), where
Kullback-Leibler divergence is proposed as a replacement for the two measures.

• Resource selection: See (Lu, Callan, and Croft, 1996) for a survey of measures.
Recall- and precision-related measures have been proposed that look at the
number of relevant documents that can be retrieved by visiting the top n infor-
mation resources that the resource selection algorithm suggests. This requires
the presence of human relevance judgments.

• Final ranking : All tasks – including results merging – can be evaluated si-
multaneously by looking at the quality of the final ranked list of documents,
applying conventional IR evaluation measures such as mean average precision.
When relevance judgments are not available, this task becomes more challeng-
ing (see below).

In P2PIR, it is mainly the last of these aspects that is evaluated. As indicated
above, many evaluation scenarios do not have relevance judgments. Instead, re-
searchers use a number of “relevance approximations”:
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• Assume documents containing all or a minimum number of query keywords
to be relevant as e.g. in (Bawa, Manku, and Raghavan, 2003; Witschel and
Böhme, 2005).

• Use “approximate descriptions of relevant material” (Akavipat et al., 2006) to
enable recall- and precision-related measures.

• Compare results of distributed algorithms to results of a centralised system,
i.e. to a system that has a complete index of all documents in one central spot.
This is done by either considering all documents returned by the centralised
system (i.e. those with score > 0) as relevant and counting how many of these a
distributed system is able to retrieve. That results in what is sometimes called
relative recall (Kalogeraki, Gunopulos, and Zeinalipour-Yazti, 2002; Neumann
et al., 2006; Loeser, Staab, and Tempich, 2007). Alternatively, one considers
just the N most highly ranked documents to be relevant (Lu and Callan, 2003a;
Shokouhi and Zobel, 2007; Puppin, Silvestri, and Laforenza, 2006; Kronfol,
2002).

Of course, the latter approach acts on the assumption that distributed systems will
rarely perform better than centralised ones, something which has been verified in a
number of DIR studies using human relevance judgments (e.g. (Callan, 2000; Lu and
Callan, 2003a)). However, the contrary cannot be ruled out, as has been shown in
(Powell et al., 2000; Xu and Croft, 1999). Therefore, it is still interesting to have at
least one test collection where relevance judgments are available.

All in all, existing measures used are predominantly set-based, largely ignoring
the ranking of documents in the final returned list of both the distributed and the
centralised system.

6.3.6. Contribution of this chapter

The contributions made by the work in this chapter are the following:

• So far, the trade-off between profile size and retrieval effectiveness has not been
evaluated thoroughly for P2PIR. Although it has been addressed in DIR by (Lu
and Callan, 2002; Lu and Callan, 2003b; Callan and Connell, 2001), there is
no study that explores more than one or two values for profile size.

• In the evaluation part below, I will introduce a new measure that compares
distributed to centralised rankings. The novelty of this measure compared to
existing ones lies in the fact that it does not assume the top N documents re-
turned by a centralised system to be all equally relevant, but uses their ranks as
an indicator of probability of relevance. This makes more use of the centralised
system’s ranking and avoids having to choose a particular value of N .

• So far, many advanced solutions to collection selection and query routing have
been proposed and most of them have been evaluated in isolation. There have
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been comparative evaluations in DIR (French et al., 1998; French et al., 1999),
but, to the best of my knowledge, this is the first evaluation that compares a
selection of approaches against each other in a unified P2PIR evaluation setting,
including methods for profile adaptation that have not been explored in DIR.

6.4. Solutions to be explored

This section presents the approaches to solving the peer selection problem in P2PIR
that will be explored in the experimental section below. The principles behind these
solutions have mostly been introduced in section 6.3; here, we will be concerned with
the exact implementation of these ideas.

6.4.1. Preliminaries

Before we can start with the actual profile and query refinement strategies, some
preparatory issues need to be fixed:

• Profiles: The computation of profiles is designed to allow for a variant of the
CORI algorithm for ranking information resources (see section 3.5.3): each
term tj that appears in a peer p’s document collection is assigned a weight
according to the CORI formula

P (tj |p) = db + (1− db) · T · I (6.1)

Here, the minimum belief component db is set to 0. The I component is nor-
mally computed using the number of resources (i.e. peers in our context) that
contain term t. Since this is unknown in a P2PIR scenario, it will be replaced
by an idf weight as discussed below. The T component is computed (as in
CORI):

T =
dft

dft +K
(6.2)

K = k · ((1− b) + b · cw

avgcw
(6.3)

where dft is the document frequency of term t within p’s collection, cw is the
number of index terms in p’s collection and avgcw is the average number of
terms in all peer collections1 and k and b are free parameters, set to 100 and
0.75 in the experiments, respectively.

• Compression: Profiles are compressed by simple thresholding applied to the
list of terms ranked by CORI weights, i.e. the n terms ranked most highly by

1This is again unknown in a P2PIR setting, but was taken from the whole collection for the
experiments (as avdl was in chapter 5). The effect of using only a rough estimate for this
quantity remains to be examined in future work.
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P (tj |p) will form the profile of peer p. In the experiments, the n-values 10, 20,
40, 80, 160, 320 and 640 are explored and compared to using uncompressed
profiles. The sizes of profiles are absolute and not relative to the size of a
peer’s collection, because we must assume that the maximum acceptable size
of a profile is defined by some technical constraints dictated by the underlying
network.

• Global term weights: Since no global view on the collection is permitted, the
mixing strategy of section 5.5 will be applied to compute the idf (I) part of the
CORI weights, using formula 5.3 (replacing CF with DF) to mix estimates from
a reference corpus2 with those from a sample of 256 documents from the test
collections – assuming the possibility of collecting a centralised sample. The
same idf estimation is used when performing the centralised retrieval, so that
scores of documents are the same in both scenarios. This means that differences
in scores among the two will only be attributable to the query routing decisions
– and not blurred by any result merging effects. In addition, as pointed out in
section 5.6, such idf estimation can realistically be implemented in real P2PIR
systems.

• Query routing and retrieval : For query routing, peers will be ranked by the
sum of the CORI weights of all the query terms that are contained in the
(pruned) profile. Each peer that receives the query retrieves documents from
its local repository using the BM25 retrieval function. Since idf values and
hence document scores are comparable among the centralised and distributed
setting, a practical implementation can precompute scores of documents in
the centralised setting and then look them up when simulating the distributed
retrieval.

6.4.2. Baselines

Next, we define some baselines that the advanced query routing strategies can be
compared to:

• Random: Rank peers in random order.

• By size: instead of creating a content-related profile for each peer, just rank
peers by the number of documents they hold.

• Base CORI : apply the procedure described in the previous section, refining
neither queries nor profiles.

In addition to these baselines, it would also be interesting to approximate an upper
bound on performance, using complete knowledge of the document distribution and –

2For the two English test collections below, the BNC was used as a reference corpus; for the German
GIRT collection, I used a collection of 11,000 German newspaper articles.
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if available – of human relevance judgments. An obvious idea for implementing such
an upper bound would be to use a simple greedy strategy which – given a target
function f to be maximised (e.g. mean average precision) – selects the next peer
such that it maximises f locally, that is w.r.t. the documents found so far and the
ones available on that peer.

Unfortunately, this strategy is generally not optimal. A formal definition of the
optimisation task, an example showing that the greedy strategy is not optimal and
a proof of the NP-completeness of the problem can be found in appendix A.

Because of the complexity of the problem, no exact upper bound on performance
is known in the experiments. However, in the Ohsumed and GIRT experiments
below, a simple greedy strategy maximising the number of relevant documents is
implemented as a “lower bound approximation of the upper bound on performance”.
Peers are ranked by the number of yet unretrieved relevant documents they hold,
i.e. after selecting the next best peer (the one with a maximum number of relevant
documents), all documents held by that peer are no longer considered relevant and
the ranking of the remaining peers is adjusted accordingly. This strategy is called
informed greedy.

6.4.3. Query expansion

All query expansion methods used in experiments are based on local context analysis
(LCA, see (Xu and Croft, 1996)) in a slightly modified version. Given a query q and
n passages3 that are deemed to be relevant w.r.t. q, expansion concepts c, taken
from the n passages, are ranked according to

bel(q, c) =
∏
ti∈q

(
δ + log(af(c, ti))

idfc
log n

)idfi

(6.4)

af(c, ti) =
n∑
j=1

ftijfcj (6.5)

where ftij is the number of occurrences of term ti in passage pj , fj is the number of
occurrences of concept c in passage pj , and idfi and idfc are the idf values of term ti
and concept c respectively. The free parameter δ is set to 0.1 as in (Xu and Croft,
1996).

There are some changes w.r.t. the original LCA formulation in (Xu and Croft,
1996)

• The computation of idf is slightly different. To compute idfi and idfc, global
term weights estimated from a mix of the BNC and a sample of the target
collection are used as described above.

• In the original work on LCA, concepts are defined as noun phrases. We relax
this definition and allow arbitrary index terms as concepts.

3LCA does not operate on full documents, but on passages into which documents are broken
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• Because all three test collections introduced in section 6.5.2 consist of abstracts
only, these are not broken into passages, since they are already short.

After ranking concepts (or terms) by this procedure, the m top-ranked terms are
used for expansion. In the experiments below, m = 20 is used throughout. The term
at rank k is weighted with wk = 1.0− 0.9 k

m as in (Xu and Croft, 1996). Since peers
are ranked using the modified CORI algorithm discussed above, the original query
terms – weighted with their query term frequency – are guaranteed to always have a
greater weight than the expansion terms.

This general expansion strategy is used with two types of expansion collections:

• The web: in that case, queries are passed to the API of a web search engine
(Yahoo! in case of the experiments below) and the top 10 results are retrieved.
The query is not altered – as suggested e.g. in (Kwok et al., 2005) – if the web
search engine returns no results for a given query, then no expansion takes place
(this almost never happened, however). The “passages”, from which expansion
terms are taken, are the snippets that the search engine returns as a summary
of the result page.

• Local pseudo feedback : As an alternative to these global resources, a local
expansion strategy as described in (Chernov et al., 2005) is implemented that
first ranks peers using the original query, retrieves the 10 best results returned
by the top-ranked peer and feeds them into LCA.

• Global pseudo feedback : Instead of using documents only from the top-ranked
peer, this strategy assumes knowledge of the whole distributed collection and
uses the 10 best results that a centralised system would return as an input
to LCA. This strategy serves as an upper baseline for the other two query
expansion strategies: since it requires knowledge of the whole collection, it
cannot be applied in a P2P setting, but it can serve to show how effective
pseudo feedback could be if we had complete knowledge.

6.4.4. Profile adaptation

Adapting profiles is done using a simple learning rule inspired by the reinforcement
learning in (Wu, Akavipat, and Menczer, 2005; Akavipat et al., 2006). In the“focused
profiles” of that work, when an answer to a query q = (t1, ..., tn) is received from peer
p, the weight wi,p of query term ti in p’s profile is updated via

wi,p(t+ 1) = (1− γ)wi,p(t) + γ
(Sp + 1
Sl + 1

− 1
)

(6.6)

where t is the time step, Sp is the average score of the documents returned by peer
p, Sl the average score of the documents found locally by the querying peer and γ a
learning rate parameter.
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The idea behind this approach is to boost weights of query terms in a peer p’s
profile if p has high-quality results for the query. In equation 6.6, the quality of p’s
results is measured via the average of the scores of contributed documents. Since
these scores may not be comparable across peers (although this is assumed in the
evaluation below), we therefore use another measure instead of the average scores,
namely RP (relative precision), which is introduced below in section 6.5.3:

wi,p(t+ 1) =
(RP@k(Dp, Do) + 1

AV GRP + 1

)
wi,p(t) (6.7)

Here, Dp is the result list returned by peer p, Do is the result list returned by all
other peers the query has reached. AVGRP is the average over all RP values of those
peers. In the experiments below, k = 10 was used throughout.

For now, it is sufficient to know that RP measures how highly (on average) the
results in Dp are ranked in Do. Hence, it is a measure of the quality of the results
returned by peer p that is solely based on the ranks of those result documents in a
reference ranking Do.

As an example, consider the query “white house” and a peer p returning a ranking
Dp = [d1, d2] of two documents. Now, p learns of the results Do of all other peers that
have contributed to the query; based on this knowledge, p computes RP@k(Dp, Do)
as a measure of quality of its own results, as well as the average RP value AV GRP
taken over all contributing peers’ results. Now, if RP@k(Dp, Do) is greater than
AV GRP , p will increase the weight of the terms “white” and “house” in its profile as
prescribed by equation 6.7.

In addition to using a different measure of quality for a peer’s results (instead of
the average score), equation 6.6 has also been modified in order to arrive at equation
6.7, eliminating the free parameter γ. The reason for the modification is that linearly
mixing a weight with a ratio does not seem to be a good idea: both may not be of
comparable magnitude and the rule in equation 6.6 will lead to decreasing wi,p in
many cases, even if the ratio Sp+1

Sl+1 is greater than one – something which is certainly
not intended.

In practice, the learning is performed on a query log. This query log is partitioned
into a training and a test set of queries. During training, we assume – optimistically
and merely for the purpose of evaluation – that each training query reaches all peers
and that hence Do consists of all documents found by a centralised system.

For each peer p that possesses at least one document d ∈ Do, we compute the new
weight of query terms in p’s profile as given in equation 6.7. The update of wi,p,
however, is only executed if the ratio RP@k(Dp,Do)+1

AV GRP+1 is greater than 1.

Note that in a real P2P system, when peers manage their own profiles, this proce-
dure requires either that the query is sent back along the path it was initially routed,
with the result set Do attached to it, in order for each peer to be able to compare
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its own results to that of the others and compute the new weights. Alternatively,
the querying peer – haivng received the results – may compute scores for peers and
notify those with a ratio of RP@k(Dp,Do)+1

AV GRP+1 greater than 1.
For that purpose, Do should be pruned to a reasonable size, e.g. |Do| = 100,

amounting to the assumption that documents at rank > 100 have a probability of
relevance equal to 0 (see the definition of RP below). It is sufficient for Do to consist
of document hashes – so that peers can identify the rank of their own documents
within Do. In the experiments of section 6.6.7, |Do| was set to 1000.

Since the weights wi,p may grow exponentially large with this approach, the final
weights w′i,p in peers’ profiles are obtained by rescaling with a logarithm: w′i,p =
log (1 + wi,p). This way of rescaling was found to work best in a preliminary set of
experiments. Its main advantage is the fact that w′i,p ≈ wi,p for wi,p � 1. Since this
applies to most unadapted weights, rescaling has very little effect on these, while
smoothing some of the adapted weights that have grown exponentially large.

After training is completed, query routing is performed by matching queries from
the test set against the adapted profiles. The test set is identical to the queries
used to evaluate all other strategies (that is, the baselines and the query expansion
methods).

6.5. Experimentation environment

6.5.1. Simplifications

Before starting to discuss the framework used to evaluate the strategies of the pre-
vious section, I will introduce a few choices of parameters that were fixed in the
experiments.

As mentioned before, I concentrate on peer profiles represented by unigram lan-
guage models. Alternatives such as classes from ontologies are not considered, mainly
because suitable ontologies are not available. We further assume that each peer
truthfully creates and manages its own profile, i.e. profiles are accessible at one
point (namely their source) and not shared throughout the community.

This latter assumption allows for the most important simplification that is being
made in this work: in an attempt to study the query routing problem in isolation –
independent of overlay topology – we only evaluate a DIR scenario, no real P2PIR
simulation is performed. Equivalently, we could say that we assume the overlay
network to be a complete graph, i.e. each peer has complete knowledge of all other
peers’ addresses and profiles (as in (Cuenca-Acuna et al., 2003)).

Apart from the wish to decouple neighbour selection and query routing, this de-
cision is expected to help reduce the number of free parameters considerably: when
trying to simulate a P2P community, we need to make assumptions regarding not
only the topology of the overlay, but also the distribution of queries among peers,
whether or not forwarding to more than one peer is allowed, churn (i.e. whether or
not a contacted peer is on-line or not) etc.
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However, the claim is made that the results obtained in the experiments below
are valid not only for DIR, but also (and even more so) for P2PIR. In fact, by not
committing to particular settings of P2PIR parameters, we can expect the results
obtained to be valid across a large number of P2PIR systems with very different
settings of these parameters.

On the one hand, the above claim is based on the assumption that a query routing
algorithm that performs well in a situation where all peers’ profiles are known – i.e.
in DIR – will also do so when applied to only a subset of these – as is typically the
case in P2PIR. On the other hand, care is taken to design characteristics of the DIR
simulation in a way that is typical for P2PIR scenarios – as opposed to DIR scenarios.
The most important of these characteristics are the following:

• Profiles are pruned (with varying sizes). This is untypical in DIR because there
are normally no size restrictions for resource descriptions. It is however, the
usual case in P2PIR.

• Peers are expected to be cooperative, i.e. each peer (truthfully) creates its own
profile; in DIR, descriptions are most often created by query-based sampling,
assuming that collections are uncooperative.

• In DIR, evaluations usually use at most a few hundred information resources,
in P2PIR we want to use far more peers, at least a few thousand.

• While information resources in DIR are normally large and semantically het-
erogenous, peers can be expected to share a smaller amount of documents
belonging only to a few selected topics (where the exception of a few very large
and heterogeneous peers proves the rule). The data sets and the distribution
of documents onto peers are chosen to reflect this characteristic of P2PIR.

6.5.2. Test collections

We will examine two application scenarios, represented by the CiteSeer collection on
the one hand and the Ohsumed and GIRT collections on the other.

CiteSeer

The first scenario is one in which individuals within a certain community (in our
case researchers) share their own publications. The motivation for applying a P2P
solution in this scenario is ease of publishing and topicality. We will use the CiteSeer
database. Authors are identified with peers, i.e. a peer shares the documents that
the corresponding person has (co-)authored. A query log is used for extracting test
queries. Because of lacking relevance judgments, their performance is evaluated by
comparing the results of a distributed search against those of a centralised system.
The large number of queries in the log allows to evaluate profile adaptation methods.
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Figure 6.1.: Distribution of (a) number of authors per document and (b) number of
documents per author in the Citeseer collection

The collection was downloaded from the CiteSeer web site4 on 17th November
2005 and contains 570,822 abstracts. Among these, there are 51,344, for which no
author could be extracted so that they were discarded from the data. Another 78,300
documents were excluded because they were exact duplicates. From the remaining
441,178 documents, a total of 230,922 distinct author names was extracted and iden-
tified with peers.

Figure 6.1(a) shows the distribution of the number of authors per paper and fig-
ure 6.1(b) the distribution of the number of papers per author, i.e. peer sizes. It
can be seen that the latter follows a power-law, which means that the majority of
peers (149,421 = 64.7%) has only one or two documents. This distribution is consis-
tent with measurements of peer size distributions in real P2P file-sharing networks
(Saroiu, Gummadi, and Gribble, 2002).

The queries used in the experiments are taken from a portion of the CiteSeer’s ac-
cess logs, dating from August and September 2005.5 This portion contains 712,892
successive queries, after deleting queries that were obviously generated by bots.
Among these queries, there are 367,110 distinct ones, of which 122,082 occur more
than once. Figure 6.2(a) shows the frequency distribution of queries in the log. Fig-
ure 6.2(b) shows the distribution of query length. The length distribution is typical
for user queries on the web: queries are much shorter on average than e.g. in the
Ohsumed collection, most queries consisting of just two terms.

For the experiments, the last 10,000 queries of the log were used to evaluate all
strategies. The first 702,892 queries were used as a training set in the evaluation of
profile adaptation. The test set contains 6,883 distinct queries, of which 1,544 occur
more than once.

4http://citeseer.ist.psu.edu/oai.html
5Special thanks go to Lee Giles for making the access logs available to me.
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Figure 6.2.: Distribution of (a) query frequency and (b) query length in the CiteSeer
query log

Ohsumed and GIRT

The second scenario is a situation where digital libraries specialised in various sub-
disciplines are joined together. Distributed IR scenarios are common in this setting,
the motivation for P2P is here the reduced maintenance cost.

In order to evaluate this, two test collections were used, Ohsumed and the Ger-
man GIRT-4 collection. In both cases, documents have classes from a thesaurus-like
resource assigned to them which are identified with peers, i.e. a peer shares all docu-
ments that are classified under the corresponding category. In case of Ohsumed the
classes are so-called MeSH terms (Medical Subject Headings), in case of GIRT con-
trolled terms are taken from a thesaurus for the social sciences. Relevance judgments
of the collections are used for evaluation. Thus, the possibility of the distributed sys-
tem performing better (in terms of the evaluation measure used) than the centralised
one is not ruled out.

In the Ohsumed collection, documents have an average of 10.6 MeSH terms as-
signed to them (standard deviation is 4.3), in GIRT documents have an average
of 10.15 controlled terms (standard deviation 3.99). The distribution of number of
classes per document is shown in figure 6.3(a) and 6.4 (a). There are only 23 doc-
uments with no MeSH terms and 3 documents with no controlled terms in GIRT.
Figures 6.3(b) and 6.4 (b) show the distribution of peer sizes – when identifying
MeSH terms or controlled terms with peers – which resembles a power law in both
cases.

In Ohsumed, there is a total of 14,623 MeSH terms in the collection, of which only
7,124 have more than 40 documents. In GIRT, we have 7,151 distinct controlled
terms, with 3,847 having more than 40 documents.

This means that, in both cases, a significant number of peers will share only few
documents. This might seem unrealistic for a digital library scenario. On second
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Figure 6.3.: Distribution of (a) number of MeSHs per document and (b) MeSH cat-
egory sizes
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Figure 6.4.: Distribution of (a) number of controlled terms per documents and (b)
category sizes for GIRT thesaurus terms.
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thought, however, there are also reasons for assuming the contrary: if we allowed
digital libraries to be linked in a peer-to-peer fashion, it is not unlikely that their
sizes would evolve into a power-law distribution, a phenomenon which is almost
ubiquitous in real-life distributions. This is also likely because each snapshot of such
an evolving system will contain a non-negligible number of libraries that have joined
the system only recently and are hence still very small.

Therefore, the only modification of the document distribution that was performed
in the experiments was the removal of 27 MeSH categories and 2 controlled terms
in GIRT which are assigned to more than 10,000 documents. A manual analysis
showed that these categories had little value for distinguishing documents, whereas
classes with less than 10,000 documents tended to be meaningful. After removing
the large categories, all documents still have at least one MeSH term or controlled
term assigned to them.

Table 6.1 summarises the characteristics of the three test collections used in the
experiments.

CiteSeer Ohsumed GIRT
# documents 519,285 348,543 151,318
avdl 144 149 137
# queries 10,000 63 100
avql 2.85 7 2.1
# peers 231,080 14,596 7,151

Table 6.1.: Characteristics of the three distributed collections used in the experiments
of this chapter. avdl and avql refer to the average length of documents
and queries, respectively, measured in words. For GIRT queries, only the
title field was used.

6.5.3. Evaluation measures

For the Ohsumed and GIRT collections, the existing relevance judgments are used,
together with mean average precision (MAP) as an evaluation measure.

For the CiteSeer collection, we do not have relevance judgments. Therefore, the
performance of the distributed retrieval system will be evaluated by comparing its
results to that of a centralised system. As has been pointed out in section 6.3, the
standard way of doing such a comparison is to either consider all documents found
by the centralised system relevant (Kalogeraki, Gunopulos, and Zeinalipour-Yazti,
2002; Neumann et al., 2006; Loeser, Staab, and Tempich, 2007) or just the ones that
are among the top N in the ranking of the centralised system (Lu and Callan, 2003a;
Shokouhi and Zobel, 2007; Puppin, Silvestri, and Laforenza, 2006; Kronfol, 2002). In
the first case, we concentrate on recall (precision being always equal to 1, assuming
that a distributed system only returns documents with score > 0), in the second, one
usually computes precision at k documents for the ranking the distributed system
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returns and various values of k. We will call that measure PN@k in the rest of this
work, denoting its dependence on N .

This approach is simple, but not completely satisfying: if we assume the top N

documents of the centralised system to be relevant, we do not know how to choose N :
usually, the actual number of relevant documents largely depends on the query and
there is no possibility to predict it. Furthermore, the choice of N may have influence
on the evaluation results: consider for example a scenario where the centralised
system returns a ranked list D = (d1, d2, ..., d15) and we have two distributed systems
A and B, where A returns (d1, d2, d3, d4, d15) and B returns (d6, d7, d8, d9, d10).

Now, P5@5 is 0 for system B and 0.8 for system A, i.e. the evaluation predicts
system A to perform better than system B. However, P10@5 is also 0.8 for A, but
1.0 for B, thus reversing our evaluation result.

Another problem with this approach is that it neglects the ranking of the cen-
tralised system – either completely or just within the first N documents. If we follow
the idea of the probability ranking principle (Robertson, 1977), then each ranking is
an attempt to order documents “in decreasing order of the probability of relevance
to the request”.

Therefore, the evaluation in this work is performed with a new evaluation measure
that exploits the ranking of the centralised system as an indicator of probability of
relevance and does not treat all of its returned documents (or the top N) as equally
relevant.

There is a number of possibilities of how we can assign probabilities of relevance
p(rel|d,C) to a document d based on evidence from the ranking C of a reference re-
trieval system (in our case, the reference system is a centralised one). One possibility
is to use a retrieval function whose retrieval status values can be mapped directly
onto such probabilities, in a way as shown in (Nottelmann and Fuhr, 2003b), i.e. to
assume that the probability of relevance can be estimated as a function of the score
of a document. An alternative is to assume that the probability is a function of the
document’s rank. As a very simple first approximation of such a function, we will
use the inverse of the rank:

p(rel|d,C) =
1

rC(d)
(6.8)

where rC(d) is the rank of document d in the ranking C produced by the reference
retrieval system.

With this notion of probability of relevance, we can define the new measure relative
precision at k documents (RP@k)6 for a ranking D returned by a distributed system

6In “relative precision”, the word “relative” refers to the definition of relevance relative to a ranking
produced by a centralised system. Although the term relative precision already has a meaning
in the field of statistics, this is not the case for the field of IR.
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as the average probability of relevance p(rel|d,C) among the first k documents in D:

RP@k(D,C) =
1
k

k∑
i=1

p(rel|d,C) =
1
k

k∑
i=1

1
rC(d)

(6.9)

Later, experiments will be performed with k = 10, mostly because it is common (e.g.
in web search) for search engines to display the first 10 results on the first page and
because very few users look at the remaining result pages.

As an example, let us assume that the centralised system returns c = (d1, d2, d3, d4)
and the distributed systems A and B return a = (d2, d3) and b = (d3, d4), respectively.
Now, if we are interested in RP@2 of both systems, we get 1

2(1
2 + 1

3) = 0.42 for system
A and 1

2(1
3 + 1

4) = 0.29 for system B. A is rewarded for retrieving 2 documents from
the top of D, whereas B retrieves lower ranks.

It should be noted here that the maximum value that RP@k can take is not 1 (as
is the case with “traditional” precision) but 1

k

∑k
i=1

1
i . For instance, if k = 10, this is

equal to 0.293. It would be easy to scale RP@k into the interval [0, 1] by dividing the
sum of probabilities of relevance by

∑k
i=1

1
i instead of k, but this would not change

the ranking of systems w.r.t. the measure.

6.6. Experimental results

6.6.1. Basic evaluation procedure

The basic procedure applied in all evaluations of this section is to judge the quality of
a peer ranking by the quality of the results that will be retrieved if peers are visited
in the order implied by the ranking.

The top 100 peers are visited according to the peer ranking, and effectiveness
of the resulting merged document ranking (the best 1,000 documents found so far)
is measured after visiting each peer. In all cases, if there is no peer left with a
score greater than 0 – or, in case of the greedy upper baseline, possessing relevant
documents – the next best peer is chosen randomly.

As described in section 6.4.1, all peers use the BM25 retrieval function (see eq.
3.29) to rank documents locally; idf values are estimated using a mixture of the BNC
and a sample of 256 documents from each collection, so that document scores are
comparable across all peers (cf. section 6.4.1). Thus, merging rankings is trivial:
when visiting peer i, its set of documents is united with the documents found at
peers 1, .., i−1 and the resulting set of documents is sorted by the documents’ global
scores and pruned to a length of 1,000.
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6.6.2. Properties of evaluation measures

For examining the properties of the evaluation measures RR (relative recall), RP@k
and PN@k, some preliminary experiments were performed with the Ohsumed and
GIRT collections.

I will illustrate the flaws of the existing evaluation measures with the following
example scenario: for each collection, we consider two peer selection strategies from
section 6.4, namely

1. the modified CORI baseline resource selection algorithm (Callan, Lu, and Croft,
1995) and

2. a strategy we had called “by size” above, which ranks peers by the number of
documents that they possess.

Both strategies are applied in the basic evaluation procedure described above using
all evaluation measures to assess the quality of rankings.

Fig. 6.5 shows the effectiveness of the two strategies and different measures as a
function of the number of peers visited for Ohsumed.

As one would expect, the CORI strategy is clearly superior to the trivial “by size”
approach when analysed with MAP, RP@10 and P10@10. However, the values of
P50@10 and P100@10 for the “by-size” strategy catch up with those of CORI rather
quickly. RR shows even higher values for by-size than for CORI from the first few
peers on.

The results for P50@10, P100@10 and RR allow the conclusion that “by-size” is
competitive with CORI after visiting a relatively small number of peers. However,
such a conclusion is not supported by the other measures, especially MAP, which
is based on human relevance judgments: even after visiting 100 peers, by-size has a
MAP score that is about 30% lower than that of CORI. Roughly the same – relative
– differences are detected by RP@10 and P10@10.

Studying the behaviour of PN@k, we see that P10@10 behaves very similarly to
RP@10, suggesting that both might be equally trustworthy. The results also suggest
that the set of the first 10 highest-ranked documents is a better approximation of
the set of relevant documents than the first 50 or 100 documents or even the set of
all documents with score > 0.

Why do the results get less trustworthy with increasing N? Since the probability of
retrieving some of the N highest-ranked documents increases with N , we will overrate
the effectiveness of a strategy as “by-size” (which retrieves many documents) at some
point as N grows large. In the case of RR, there is a very high probability of arbitrary
documents having a score > 0, i.e. being considered “relevant”.

In Ohsumed, the average result set size (i.e. the number of documents with score
> 0) is 61,430 documents, with a standard deviation of 36,900. This means that
the average probability for an arbitrary document to be considered “relevant” in the
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Figure 6.5.: Effectiveness of “by-size”and CORI as a function number of peers visited
in terms of (a) MAP and RP@10 and (b) P10@10, P50@10, P100@10
and RR for Ohsumed. Note: absolute values of measures may not be
compared directly, we need to concentrate on the general shape of the
curves.
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sense of RR is around 17.6% when averaged over all queries. Considering that the
“largest” peer in Ohsumed possesses close to 10,000 documents, we can see that this
peer will probably contribute over 1,000 documents with score > 0 for most queries,
more than the majority of the other peers possess in total. In reality, however, very
few of these documents will actually be relevant.

Although the above example is extreme – chosen in order to unveil the problem
just described – we can more generally conclude that RR and also – for large N

– PN@k tend to overrate the effectiveness of strategies that have a (strong) bias
towards selecting peers with a large number of documents.

Despite the good behaviour of P10@10, it is still (at least) theoretically unpleasing
that we do not know which choice of N is optimal. The empirical results from above
are just one example and from these, we cannot judge whether we should choose
N = k or whether N = 10 is a good choice independent of k. We would need a
large number of experiments in order to get an answer for this question, which can
be altogether avoided by opting for RP@k instead of PN@k.

In another set of experiments with the GIRT collection, profiles of sizes n =
10, 20, 40, 80, 160, 320, 640, unpruned (see section 6.4.1 above) were used to create
various retrieval runs. Each profile size was used with the CORI baseline resource
selection algorithm from section 6.4.1. This procedure yields a total of 8 different
retrieval runs, one for each profile size.

The performance of these runs – in terms of P10@10, P50@10 and P100@10 – was
measured after visiting p peers. For each value of p, each measure provides a ranking
(r1, ..., r8) of the 8 retrieval runs. The correlation of these rankings was compared
for all pairs of measures with Spearman’s rank correlation coefficient and the results
were averaged over all values of p.

When computing the correlation between two run rankings – a pair of neighbouring
runs ri and ri+1 received the same rank ri when the difference in scores between the
two was not significant in terms of a t-test with a confidence level of only 75%.

Table 6.2 shows the correlation of measures for the baseline CORI resource selection
procedures for the GIRT collection.

P10@10 P50@10 P100@10
P10@10 1 0.964 0.969
P50@10 1 0.988
P100@10 1

Table 6.2.: Average correlation of rankings of baseline CORI retrieval runs as induced
by the different measures on the GIRT collection. 10 peers were visited
in total and correlation values were averaged over these 10 peers.

Generally, the correlation among measures is high. However, we note that the
correlation between pairs of PN@10 for different values of N is not 1, indicating that
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the problem described above does indeed arise in practice: different choices of N may
result in different rankings of systems.

All in all, the results of this section have shown that the new measure RP@k
does not suffer from some problems that occur with existing measures. This does
not guarantee, however, that it is generally reliable. Therefore, results below will be
presented both for MAP – which is assumed to be reliable, since it is based on human
relevance judgments – and RP@10 in all cases where this is possible, i.e. with those
collections that have relevance judgments. By checking that both measures lead to
the same (general) conclusions, we can have more trust in the results obtained with
RP@10 when no relevance judgments are available.

6.6.3. Baselines

In this section, we want to study the effectiveness of the baselines defined in section
6.4.2 as compared to the performance of a centralised system that has complete
knowledge of the whole collection.

Peers are ranked by all baseline procedures, i.e. (a) in random order, (b) by size,
(c) using the baseline CORI peer selection with different profile sizes and (d) using
a greedy strategy that tries to maximise the number of relevant documents. This
last strategy is – of course – only applied for Ohsumed and GIRT where relevance
information is available. Mean average precision (MAP) and RP@10 are used to
measure effectiveness of merged rankings after visiting each peer.

Figure 6.6 shows MAP as a function of the number of peers visited for Ohsumed
and GIRT and figure 6.7 shows the same in terms of RP@10 for Citeseer. Figures
with RP@10 for Ohsumed and GIRT can be found in appendix B. For MAP, the
effectiveness of the centralised system is given for comparison, which is not possible
for RP as it is based on just that comparison.

Table 6.3 shows the minimum number of peers that one has to visit in order not
to perform significantly worse than the centralised system for Ohsumed and GIRT.
It also gives intervals – in terms of number of peers visited – where the effectiveness
of the distributed system is significantly better than that of the centralised system.

We can see that visiting peers in random order performs very poorly in all cases.
Visiting peers in order of their size (in terms of number of documents) is better, but
still yields results that are far inferior to those retrieved by a centralised system.

The CORI-based peer selection algorithm quickly reaches and sometimes even
slightly surpasses the effectiveness of a centralised system in the case of Ohsumed;
the same roughly applies to GIRT, although effectiveness is somewhat lower there. In
most cases, it is sufficient to visit just 2 peers (Ohsumed) or 4 peers (GIRT) in order
not to perform significantly worse than the centralised system and with Ohsumed,
the distributed system is even able to perform little, but significantly better than
the centralised one after visiting 10 or more peers. This is true even for rather small
profile sizes, i.e. from 80 terms upwards.
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Figure 6.6.: MAP as a function of number of peers visited for all baseline runs for (a)
Ohsumed and (b) GIRT. Effectiveness of the centralised system is given
for comparison.
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Figure 6.7.: RP@10 as a function of number of peers visited for all baseline runs for
Citeseer.

Ohsumed GIRT
Run m M m M
random >100 – >100 –
by-size >100 – >100 –
CORI, 10 terms 4 – > 100 –
CORI, 20 terms 3 [18,32] 37 –
CORI, 40 terms 2 [17,100] 9 –
CORI, 80 terms 2 [8,100] 4 –
CORI, 160 terms 2 [7,100] 3 –
CORI, 320 terms 3 [9,100] 4 –
CORI, 640 terms 2 [9,100] 3 [36,39]
CORI, all terms 2 [10,100] 3 [14,100]
informed greedy 1 [2,100] 2 [2,100]

Table 6.3.: Minimum number m of peers that need to be visited in order not to
perform significantly worse (in terms of MAP and a Wilcoxon test on a
confidence level of 95%) than the centralised system and largest interval
M (number of visited peers) where performance is significantly better
than for the centralised system.

The extraordinary good performance of the simple CORI baseline with these two
collections indicates that the way documents have been assigned to peers using terms
from a controlled vocabulary makes resource selection a simple task and may even
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help to improve slightly over centralised retrieval. However, the results of the in-
formed greedy strategy suggest that there is still room for improvement, i.e. that
it is possible to perform substantially better than both the CORI baseline and the
centralised system by using a better peer selection strategy.

For Citeseer, we cannot directly compare the effectiveness of the CORI runs with
that of a centralised system. However, by contrasting the RP@10 curves for Ohsumed
and GIRT (figures B.1 and B.2, see appendix B) with those of Citeseer (figure 6.7),
we see that in the former case, the curves quickly approach a value of 0.293 (the
maximum value of RP@10, see section 6.5.3) whereas with Citeseer, RP@10 is much
lower in the beginning and does not increase as quickly as more peers are visited.
This indicates that assigning documents to peers exploiting the author relation makes
resource selection harder than when using human-made categories.

Finally, we note that the curves generated by MAP resemble those generated by
RP, both in shape and as far as the ranking of runs is concerned. Regarding the
shape of curves, the only striking difference is the fact that – as opposed to MAP –
RP@10 increases monotonically until the end. Again, this is due to the definition of
RP as a comparison with the centralised system.

6.6.4. Profile pruning

We now turn to the first of the two questions formulated in section 6.2: how strongly
does degradation of retrieval effectiveness correlate with profile compression? To
answer this question, we will compare the effectiveness of runs with pruned profiles
to that reached with unpruned profiles.

This comparison will be based on statistical significance testing (using a Wilcoxon
test on a 95% confidence level) in the case of GIRT and Ohsumed. For Citeseer, I
chose to abandon significance tests because tests with such a vast number of queries
(10,000) will always yield significant differences. Instead, a difference between a
pruned-profile run and the unpruned baseline is considered meaningful iff the value
of the corresponding measure is not within 5% of that of the baseline.7

From now on, many analyses will be based on the performance of runs within the
first few (i.e. � 100) peers visited. The reason for this restriction is the fact that
selecting a maximum of 5 or 15 peers to visit is a much more realistic value than
100 (as used in the figures above) since values larger than 15 (and probably even
larger than 5) will introduce unacceptable cost, either in terms of latency or number
of messages to be processed by the system.

Table 6.4 shows the degradation of effectiveness introduced by profile pruning.
More precisely, there is an entry of 1 (-1) in the table if the corresponding run was
found to perform significantly better (worse) than the unpruned baseline in more

7Example: the baseline has RP@10 = 0.4372. Another run will be considered to be“really”different
from the baseline if its RP@10 is not in the interval [0.4153, 0.4591].
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than 50% of the cases (i.e. at least 8 or 3 times, respectively) within the first 15 and
5 measurements, a measurement taking place after each visited peer. The entry is 0
if no such difference could be detected in the majority of the 15 (5) cases.

It should be noted that when GIRT and Ohsumed results are analysed with RP@10
instead of MAP, the entries remain the same in all except 5 cases. All of these cases
occur when looking at the first 5 peers only and they all consist in RP@10 generating
a -1 entry where MAP yields a 0 entry. Since MAP is assumed to be more reliable,
this means that RP@10 seems to have a tendency towards being overly sensitive here.
This means that we can have all the more trust in 0 entries that RP@10 generates,
e.g. in the case of Citeseer.

Ohsumed GIRT Citeseer
Profile size 15 5 15 5 15 5
10 terms -1 -1 -1 -1 -1 -1
20 terms 0 0 -1 -1 0 0
40 terms 0 0 -1 -1 0 0
80 terms 0 0 -1 0 0 0
160 terms 0 0 -1 0 0 0
320 terms 0 0 -1 0 0 0
640 terms 0 0 0 0 0 0

Table 6.4.: Pruned profiles: the entries are -1 if, among the first 15 and 5 measure-
ments, respectively (a measurement taking place after each visited peer),
there is a majority of measurements stating that the pruned profiles yield
results that are significantly worse than when using unpruned ones in
terms of MAP; the entry is 0 if the majority of measurements yield no
significant difference between pruned and unpruned profiles. For Citeseer,
measurements are in terms of RP@10 instead of MAP.

We see that, for Ohsumed and Citeseer, the majority of measurements yield no
meaningful differences between pruned and unpruned profiles from 20 terms on. Even
a few cases with Ohsumed could be observed where pruned-profile runs are signifi-
cantly better than the unpruned baseline.

For GIRT, the situation is a little more complicated: pruned profiles seem to de-
liver better results on average within the first 5 peers than within the first 15 peers,
i.e. pruned-profile results seem to get worse – in comparison with the unpruned run
– as more peers are visited. In all cases, profiles need to consist of at least 80 terms
in order to reach the effectiveness of unpruned profiles. By looking at table 6.3,
however, we can see that – when a profile consists of 80 or more terms – results are
not significantly worse than those of the centralised system after visiting a maximum
of 4 peers. This implies that, although there may be significant differences w.r.t. the
unpruned-profile runs, these differences do not exist w.r.t. the centralised run and
that hence the results delivered using pruned profiles will definitely be acceptable
from 80 terms on.

To see the impact of pruning in terms of how much compression it yields, we
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study the space savings achieved by the various profile sizes given in table 6.5. The
average Ohsumed and GIRT peers have large profiles so that profile pruning has
large impact. For Citeseer, where most peers have small profiles anyway, the impact
is much smaller (see figure 6.8 for a histogram of profile sizes).

Profile size Ohsumed GIRT Citeseer
10 terms 99.97% 99.76% 93.90%
20 terms 99.93% 99.52% 87.84%
40 terms 99.86% 99.05% 76.08%
80 terms 99.73% 98.10% 56.62%
160 terms 99.46% 96.25% 37.35%
320 terms 98.94% 92.69% 19.50%
640 terms 97.97% 86.17% 6.80%

Table 6.5.: Space savings for profile pruning: the values are obtained by dividing the
total number of terms that are used in pruned profiles of the various sizes
by the number of terms that occur in unpruned profiles and subtracting
that figure from 1.
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Figure 6.8.: Histogram of profile sizes for (a) Ohsumed and (b) CiteSeer. GIRT data
is very similar to Ohsumed. The rightmost bar (profile size 640) stands
for all sizes ≥ 640.

These results are interesting because they suggest that the degradation in effective-
ness that is caused by pruning profiles to a predefined absolute size does not necessar-
ily depend on the original size of profiles: although most unpruned Ohsumed profiles
are large, they can be pruned heavily without ill effects. GIRT profiles – although of
similar size – are harder to prune, for reasons that cannot only be explained with the
original profile size, probably related to term-distributional phenomena. The fact
that Citeseer profiles can be pruned safely to a size of only 20 terms is less surprising
– since many Citeseer profiles are not much larger anyway (the majority of unpruned
profiles has fewer than 160 terms) – but still yields a space savings of around 88%.

All in all, we conclude that pruning profiles does not degrade results nearly as
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much as one might expect. Although it may be hard to determine an absolute profile
size for which results will always be acceptable, we have seen that it was always safe
to prune for space savings of 90%.

6.6.5. Qualitative analysis

Before we examine the two possible improvements of peer ranking proposed in sec-
tions 6.4.3 and 6.4.4, this section presents results of a qualitative analysis of the peer
ranking results with the CORI baseline and unpruned profiles on Citeseer. In order
to perform this analysis, a set of 50 queries, for which the value of RP@10 after
visiting 10 peers was below 0.15, was chosen randomly from the 10,000 test queries
of the Citeseer query log. Citeseer was chosen for the analysis because its RP@10
results were much poorer than those of the other two collections.

For each of the 50 sample queries, a manual analysis was performed to detect the
reason(s) for the poor performance. Queries were then classified manually into an
evolving set of error classes – with multiple classification of an individual query being
possible and frequent. Table 6.6 shows the results of this analysis.

Error
class

Description % af-
fected
queries

possible solution(s)

A Information being lost in CORI: often happens with short
queries (especially names) where good documents contain
the term(s) more than once (high tf) or are very short

62% PA

B Not conjunctive enough: for queries of length > 1, peers
with just one query term in their profile are wrongly chosen,
either because they have few index terms (length normali-
sation problem) or because that term is very rare and the
others not (tf-idf balancing)

48% tune CORI parame-
ters

C Overlap: we retrieve documents from one author and then
the same documents again from his/her co-authors

36% add overlap aware-
ness

D Near-Duplicates: a peer possessing multiple (almost ex-
act) copies of the same low-ranking document ranks highly
because that document contains one or more query terms
(which then receive high weights in the profile because of
their high DF)

20% Better duplicate de-
tection, PA

E Too conjunctive: peers containing many terms with low idf
in many documents are preferred over ones that contain
less different terms, but the one with high idf in just a few
documents

16% tune CORI parame-
ters (tf-idf balancing)

F Loss of document boundaries: A peer may have all query
terms but not within one document, especially if the terms
are frequent

12% QE, PA

Table 6.6.: Manually assigned error classes and their frequency within a sample of
50 test queries. The last column gives possible solutions to the problem,
where PA stands for profile adaptation and QE for query expansion.

The average number of error classes per query is 1.94, showing that poor perfor-
mance is most often due to a combination of several problems, instead of a single
one.

We see that error classes B and E relate to the fine-tuning of the CORI function (see
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eq. 6.3). They represent problems that are common in any ordinary IR environment,
namely balancing tf and idf and normalising for document (or, as in our case, peer)
length. The remaining 4 error classes are more specific to the distributed nature of
the task.

To get an impression of the extent to which query expansion and profile adaptation
can be useful, the last column of the table contains a guess of what strategies might
help to solve the corresponding problem. Query expansion is rarely among them; the
one error class that is the primary candidate for employing query expansion (namely
class F, see (Xu and Callan, 1998)) occurs in only 12% of the cases. In addition,
the results of the last section have shown that pruning profiles does not lead to large
drops in performance, i.e. the “vocabulary mismatch” that is suspected to occur
when pruning profiles does not seem to be a major problem.

Profile adaptation, on the other hand, seems a more appropriate solution to the
error classes A, D and F. Especially with error class A, which concerns 62% of the
sample queries, we can expect it to work well because this is the primary purpose of
the adaptation: to learn which peers have good documents for a given query term,
even if that information is not displayed in the peer’s profile.

Thus, this qualitative analysis lets us suspect that query expansion might not be
as useful as profile adaptation, something which will be verified by the experiments
below.

6.6.6. Query expansion

In this section, we will study the question whether query expansion can improve
peer rankings. To that end, we expand queries using the three strategies discussed
in section 6.4.3 and use the expanded queries with the CORI selection algorithm to
obtain a peer ranking. Expansion is only used for ranking peers, not for retrieving
and ranking documents. This means that the scores of documents remain the same
as in the experiments above.

Figures 6.9, 6.10 and 6.11 show the effectiveness of expanded and unexpanded
queries as a function of the number of peers visited for profile size 80 on Ohsumed,
GIRT and Citeseer, respectively. For Ohsumed and GIRT, the picture is rather
unclear: at a first glance, there seem to be ranges in which expanded queries perform
slightly better than unexpanded ones, especially as more more and more peers are
visited. These improvements are small, however. Furthermore, in the beginning,
after visiting just a few peers, unexpanded queries often perform rather substantially
better than expanded ones. Although global pseudo feedback is somewhat superior
to the other two expansion methods, differences between these methods are also
generally small.

For Citeseer, the situation is easier to interpret: global pseudo feedback improves
over unexpanded queries, but the other two expansion strategies are detrimental in
all ranges, local pseudo feedback more so than web expansion. We should be aware at
this point that the good performance of global pseudo feedback – in terms of RP@10
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Figure 6.9.: MAP as a function of number of peers visited for web query expansion
(WE), local pseudo feedback (LF), global pseudo feedback (GF) and the
CORI baseline for the Ohsumed collection. Only profile length 80 is
shown here for clarity. Performance of the centralised system and the
informed greedy strategy are given for comparison.

– should not be overrated since RP@10 (and all other measures that compare the
best 10 results to a centralised system) will respond rather positively if a system
improves its recall on the documents ranked very highly by the centralised system.
In case of global pseudo feedback, we use exactly the globally best 10 documents for
extracting expansion terms so that it is no surprise that the distributed system will
be better at finding them.

In order to analyse the situation with Ohsumed and GIRT more closely, we again
concentrate on the first few peers in the ranking: tables 6.7 and 6.8 show intervals
in the range [1,15] (referring to number of peers visited) for which the effectiveness
of expanded queries is significantly better or worse (in terms of MAP) than that of
unexpanded queries on Ohsumed and GIRT, respectively.8

Again, the picture is not very clear. However, there are rather few cases in which

8The interested reader can find the same tables and the one for Citeseer, analysed in terms of
RP@10 instead of MAP in appendix C. They lead to the same general conclusions described
here.
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Figure 6.10.: MAP as a function of number of peers visited for web query expansion
(WE), local feedback (LF) and the CORI baseline for the GIRT collec-
tion. Only profile length 80 is shown here for clarity. Performance of
the centralised system and the informed greedy strategy are given for
comparison.

expanded queries are actually significantly better than unexpanded ones; these cases
are most often in the second half of the range [1,15], i.e. possibly not very interesting.

We also see that – when we concentrate on the very first peer in the ranking –
virtually all query expansion methods fail to produce better results than the CORI
baseline, in fact most of them are significantly worse. This is problematic for routing
strategies that completely avoid flooding by requiring each peer to select just one of
its neighbours to forward a query to. In this case, query expansion of any type is
probably detrimental and should not be applied.

All in all, query expansion seems a dangerous – instead of a helpful – tool when
applied to ranking peers w.r.t. queries, regardless of whether we use global (from
the web) or local information in the expansion process. The qualitative analysis per-
formed on a sample of Citeseer queries above in section 6.6.5 has unveiled that query
expansion does not solve many of the common problems that arise in distributed
retrieval.
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Figure 6.11.: RP@10 as a function of number of peers visited for web query expansion
(WE), local feedback (LF) and the CORI baseline for CiteSeer with
profile lenght 80.

Web expansion Local feedback Global feedback
Profile size M M ′ M M ′ M M ′

10 terms [5,5] – – [6,6], [12,13] [5,15] –
20 terms [4,7] – [10,11],[15,15] [1,1] [3,15] [1,1]
40 terms – [1,1] [9,15] [1,1] [4,15] [1,1]
80 terms [3,3] [1,1] [13,15] [1,1], [11,12] [4,15] [1,1]
160 terms [3,3], [5,6] [1,1] [3,3] [1,1], [12,15] [3,6],[8,15] [1,1]
320 terms – [1,1] [4,4] [11,11],[13,15] [5,5],[10,15] [1,1]
640 terms – [2,2] [4,5],[7,8],[10,15] – [8,8],[11,15] [1,1]
all terms – [1,1] [8,9] [1,1],[6,7],[10,15] [13,15] [1,1],[11,11]

Table 6.7.: Ohsumed: All intervals M,M ′ (number of visited peers) within the range
[1,15] where performance of expanded queries is significantly better (M)
or worse (M ′) than for the CORI baseline in terms of MAP. That is:
if query expansion were always helpful, column M would contain the
interval [1,15] and column M ′ would be empty.

6.6.7. Profile adaptation

We now turn to the evaluation of the profile adaptation technique presented in section
6.4.4 and described by formula 6.7. As mentioned in section 6.5, the first 702,892
queries of the original Citeseer query log were used for training and the retrieval with
adapted profiles was then performed on the usual test set (i.e. the one used in all
previous experiments), consisting of the last 10,000 queries of the log. Updates of
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Web expansion Local feedback Global feedback
Profile size M M ′ M M ′ M M ′

10 terms [7,11],[13,13] – – [1,3] [4,15] [1,1]
20 terms [7,15] [1,1] – [1,2],[13,15] [6,15] [1,2]
40 terms [5,15] [1,1] – [1,2] [7,15] [1,2]
80 terms [6,6],[12,12],[14,15] [1,2] – [1,3],[13,13] [7,15] [1,2]
160 terms – [1,1] – [1,3] [9,15] [1,2],[8,8]
320 terms – [1,2] – [1,3] – [1,2]
640 terms – [1,2] – [1,3] – [1,3]
all terms – [1,2] – [1,3],[10,11],[14,15] – [1,2]

Table 6.8.: GIRT: All intervals M,M ′ (number of visited peers) within the range
[1,15] where performance of expanded queries is significantly better (M)
or worse (M ′) than for the CORI baseline in terms of MAP.

profiles were only performed during training, not during the evaluation of queries in
the test set. From now on, all results are in terms of RP@10 only since we do not
have relevance judgments for Citeseer.
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Figure 6.12.: Percentage of test set term tokens that occur with a given frequency in
the training log.

First, let us have a look at the possible impact that the profile adaptation can
have. One crucial factor in this question is the overlap between the training and test
set of queries: if the set of query terms used in the test queries is almost disjoint from
the query terms that occur during training, we cannot hope for a large impact. The
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fact that the distribution of queries in the log follows a rather steep power law (see
figure 6.2), which means that most queries occur only once, provokes serious doubts
that the overlap could be very large.

However, figure 6.12 shows that this is not the case. What is shown is the percent-
age of term tokens in the test set that occur with a given frequency in the training
set. We can see that only 6% of the tokens that occur in test queries are not con-
tained (frequency of 0) in the training set. On the other hand, a considerable portion
of test set tokens is made up of terms that occur very frequently in the training log.
These are terms like “system”, “network” or “model” that also occur frequently in the
test log.

Figure 6.13 gives information on the number of changes that occur in peer profiles
during training. We see that the number of changes applied to individual term-peer
pairs (figure 6.13 (b)) approximately follows a power law, i.e. there are few entries
that are updated many times; the vast majority of entries is rarely updated and
62.7% of the entries are never updated at all. However, only 131 of the 230,922 peers
(0.06%) have none of their term weights changed (figure 6.13 (a)). This implies that
almost all peers have some, but few of their term weights updated, some of these
many times.
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Figure 6.13.: Histograms of number of changes applied to (a) term weights at a given
peer and (b) a given term entry in a given peer’s profile. More precisely,
a point at position (x, y) in part (a) means that there are y peers, for
which exactly x terms had their weight changed. A point (x′, y′) in part
(b) signifies that there are y′ entries in the entirety of all profiles that
were subject to exactly x′ changes.

All in all, this preliminary analysis shows that profile adaptation can have a con-
siderable impact since there are enough changes during training that can affect the
processing of queries in the test set.

Figure 6.14 (a) shows the performance of CORI baseline runs that use adapted
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profiles as compared to the CORI baseline with unadapted profiles for profile lengths
of 10 and 80 terms. There is improvement for each number of peers visited. Figure
6.14 (b) shows the relative improvement of adapted profiles over unadapted ones as
a function of the number of peers visited. The relative improvement is calculated as

RP@10adapted −RP@10base
RP@10base

(6.10)

where RP@10adapted and RP@10base refer to the RP@10 scores of the adapted run
and the corresponding CORI baseline run, respectively.

We can see that generally the relative improvement of profile-adapted runs over
the baseline is always greater than 5%, i.e. considered to be meaningful. Apart from
profile length 10 – which behaves a little different from the other cases – the relative
improvement curves have very similar shapes, with a tendency of smaller profiles
gaining more from profile adaptation and relative improvement decreasing as more
peers are visited.

Among the first 15 peers, the relative improvement for all profile sizes is greater
than 10%, the improvement for the very first peer is at around 20% for all profile
sizes except 10 terms.

Finally, let us analyse the impact of locality in the query log. Many queries have
a tendency to appear in bursts: after issuing a query, many users ask the same or
a very similar query again after a short time. Since we cannot expect the effects of
training to propagate through a P2P network instantaneously, profile adaptation will
not help in these cases.

Therefore, the adaptation of profiles was not continued during the evaluation of
the test set in order to study the influence of the distance from the training set:
because of locality effects, we would expect the performance to be better among the
first 1,000 queries after training (corresponding to the next 1 1/2 hours) than among
the last 1,000 queries of the test set – the last query in the test set being issued
around 18 hours after the last query of the training set.

Figure 6.15 shows that this problem does not seem to play a major role: it shows
the relative improvement of runs with adapted profiles of length 80 for various values
of d, the distance (in terms of number of queries) from the training set. One of the
best performances, for instance, is reached among queries with d ∈ [6000, 7000], i.e.
far from the training set, whereas the first 1,000 queries of the test set have only a
medium effectiveness. The picture is similar (and similarly confusing) for all other
profile lengths. We can thus be carefully optimistic that profile adaptation will also
be successful if updates of profile entries are delayed for some time.

All in all, the results of profile adaptation experiments are very encouraging:
adapted profiles yield a stable relative improvement of over 10% among the first
15 peers visited for all profile sizes; it also seems that delayed updates do not have a
negative impact on performance so that we can be optimistic that profile adaptation
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Figure 6.14.: Performance of runs with adapted profiles as a function of the number
of peers visited in terms of (a) RP@10 – where performance of the CORI
baseline is given for comparison and (b) relative improvement over the
CORI baseline.
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can also work in P2P systems where immediate updates are not possible.

6.7. Summary

In this chapter, we have studied the problem of resource selection in distributed text
retrieval systems, i.e. the task of ranking a set of information resources w.r.t. a given
user query and then employing the ranking for choosing a subset of resources to re-
trieve documents from. We have assumed information resources to be represented by
a certain form of resource description (or profile), namely so-called unigram language
models – simple weighted lists of index terms. These can be treated in a similar way
as documents when matching them against queries.

The aim of this chapter was to answer the following two research questions:

• How many terms can we prune from a profile and still have acceptable results?

• Does the learning of better profiles from query streams or the expansion of
queries using global or local resources improve results and/or compensate for
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the losses of effectiveness caused by pruning profiles?

To answer these questions, the first step was to define an appropriate evaluation
framework. The evaluation included two P2PIR application scenarios, namely a
digital library scenario with larger peer entitities constructed from a categorisation
of the documents and a single-user scenario where peer entities are identified with
authors of documents.

Furthermore, the new evaluation measure Relative Precision (RP) was introduced
in order to be able to assess the effectiveness of a distributed document retrieval
system without the existence of relevance judgments. RP does so by comparing
retrieval results of the distributed system against those of a centralised system that
has knowledge of the complete collection.

As opposed to existing measures, however, RP fully exploits the ranking of the
centralised system as an indicator of probability of relevance. RP was studied on
collections where human relevance judgments are available and proved to be reliable
in so far as it led to the same general conclusions as measures that make use of the
relevance judgments (e.g. MAP) – something which was shown not to be guaranteed
for other measures from the literature.

Using this evaluation framework, the two questions from above were studied using
three test collections. The results can be summarised as follows:

• Profiles can be pruned rather heavily without ill effects. An absolute profile
size of 80 terms sufficed in all cases to obtain acceptable results, i.e. ones that
were not significantly worse than when using unpruned profiles. The minimum
profile sizes for which results were acceptable led to space savings of at least
90% in all cases.

Whether or not very short profiles hurt performance depends not only on the
original size of profiles: the experiments showed cases where long profiles could
be pruned to a length of 20 terms without any ill effects, but also cases with
very similar original profile sizes where 20 terms were not enough for acceptable
results.

• The “digital library scenario” where documents are distributed among peers
according to human-defined semantic categories proved to be a much easier
task than the single-user scenario defined by the authoring relation.

• Query expansion (applied only to the resource selection task) does not improve
results, in fact it can be rather harmful. This result was generally independent
of the resource used for expansion although using the web (as a global resource)
yielded slightly better results than using the documents of the highest-ranked
peer (as a local resource).

A possible reason for the bad performance of query expansion is the fact that
the suspected mismatch between queries and pruned profiles does not really
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occur. Another reason was revealed by a qualitative analysis showing that the
problems which query expansion can (possibly) solve are not prominent in the
data, i.e. the reasons for the failure of the resource selection cannot be tackled
with query expansion.

• Learning better profiles (profile adaptation), however, gave very promising
results: a stable improvement of over 10% over the baseline procedure was
achieved among the first 15 peers visited and it was shown that delayed up-
dates of profiles do not lead to degradation of effectiveness.

Of course, one should note that the analysis only revealed the potential im-
provement gained by profile adaptation: the evaluation optimistically assumed
that training queries reach all peers that possess one of the query terms, some-
thing which is probably not the case in a P2PIR system. However, if a query
routing algorithm maintains a random component (so that peers that are ini-
tially ranked lowly for a query may still be visited), this potential is very likely
to be exploited – although it may take more queries to do so.

In summary, the results of this chapter suggest that it is indeed possible to prune
profiles to a predefined absolute length without losing retrieval effectiveness. They
also show a good potential of profile adaptation techniques, as opposed to query
expansion that did not improve the results.
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At the beginning of this thesis, the wish to study peer-to-peer information retrieval
(P2PIR) systems was motivated with a number of potential advantages over tra-
ditional centralised systems. For instance, P2PIR offers greater ease of publishing
and discovery of resources and it significantly reduces maintenance costs and risk of
failure. Finally, it reflects today’s user behaviour on the web better than the client-
server model as it is perfectly symmetric. However, in order to become as attractive
as P2P solutions for music or video sharing, peer-to-peer text retrieval systems must
become both efficient and provide high-quality search results. Currently, there are
still a number of unsolved issues that prevent efficient systems from being effective
and vice versa.

It was the aim of this thesis to study some of these issues in detail, with a strong
focus on the information retrieval side. This means that many of the technical prob-
lems that arise in P2P networks were not considered; instead, the challenges that
P2P scenarios present for text retrieval were analysed. It was a conscious choice not
to commit to any particular protocols or network structures in the experiments in
order for the results to be generally valid across many situations. However, from
among the vast number of proposed P2P architectures, I chose to focus on unstruc-
tured P2P systems because of the flexibility they offer in terms of implementing“real”
information retrieval (IR) solutions.

After a general introduction to information retrieval, distributed and P2PIR and
to evaluation testbeds in chapter 2 and a more specific discussion of state-of-the-art
IR algorithms in chapter 3, the first part of the thesis (chapter 4) was to define a
simple, yet powerful theoretical framework – a multi-level association graph (MLAG)
– that is able to subsume virtually all IR models and forms of search. In particular, it
allows to embed distributed and peer-to-peer IR into traditional information retrieval
by introducing a level that contains e.g. peer entities.

As an example of how insights gained from modeling IR paradigms within the
common MLAG framework can lead to new solutions, a combination of principles
was proposed that led to improved effectiveness of the resulting retrieval function.

The last two chapters, 5 and 6, contain the empirical exploration of two research
questions. In chapter 5, I examined possibilities to estimate global term weights from
different sources. The aim is to have a list of such weights shared by all peers in a
P2P network so that merging of retrieval results becomes trivial since all peers will
compute the same scores for documents w.r.t. a given query. Because it is not viable
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to compute the weights from the entire collection itself – i.e. from all the documents
distributed in the P2P network – the question arises what alternative sources exist
for estimating them and how effective that will be.

The alternatives that I examined have been used in the literature before, but there
has been no comparative evaluation in a common setting. In chapter 5, such an
evaluation is performed on a number of retrieval collections of various sizes. Weights
are estimated both from a so-called reference corpus – either general-purpose or
domain-adapted – and from target collection samples of various sizes. The weights
are plugged into two different retrieval functions and the results are compared to
each other and to using the whole target collection for weight estimation as is done
in a centralised system.

The results show that applying general-purpose reference corpora for weight esti-
mation leads to a significant drop in retrieval effectiveness. A qualitative analysis
showed that such corpora often fail to identify what could be called “domain-specific
stop words” (e.g. “disease” in the field of medicine) that occur often in both docu-
ments and queries of that domain. This problem vanishes completely when using a
domain-adapted reference corpus.

On the other hand, relatively small samples of the target collection are sufficient
for good performance. The required sample size can be substantially reduced when
mixing estimates from the sample with those of a general-purpose reference corpus.
This makes sense because the domain-specific stop words mentioned above will be
contained even in very small samples of the target collection.

A final finding of chapter 5 is the fact that lists of estimated global term weights
can be compressed substantially without ill effects by pruning low-frequent terms
and treating them as if they had not occurred in the sample. This means that it is
sufficient for good retrieval to know a list of only a few 10,000 frequent terms – one
could call it an “extended stop word list”.

In order to implement the results of chapter 5 in practice, I would recommend
to equip peers with an (optionally pruned) list of global term weights estimated
from a general-purpose reference corpus. These estimates may then be refined by
exploiting the caches that are commonly used for bootstrapping in P2P networks
(that is for finding addresses of potential initial neighbours): peers that report to the
cache may attach a document vector from their collection with certain probability.
This enables the cache to extract a list of the “domain-specific stop words”. That list
may then be distributed to peers in the same way, i.e. when they report to the cache.

Finally, chapter 6 studied the problem of ranking peers w.r.t. user queries – in
order to make forwarding decisions – using so-called profiles. A profile is assumed to
be a unigram language model, that is a simple list of terms with associated weights.
Since profiles in P2P networks are often propagated through the network in order
for other peers to store them in their routing tables, they need to be very compact,
implying that not all the terms contained in a peer’s document collection can be part
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of its profile. Chapter 6 examines two questions: how many terms can be pruned
from a profile without losing too much effectiveness? And: what remedies exist
for avoiding loss of effectiveness (or for boosting it)? In particular, I considered the
techniques of learning better profiles from query streams and expanding queries using
various sources of information.

Pruning peer profiles has not been studied before, at least not systematically (i.e.
varying the extent to which they are pruned). And although both profile adaptation
and query expansion are rather popular techniques, they have not been compared
in a common evaluation setting. It is one of the main contributions of chapter 6 to
define such a setting.

This is done by assuming two important applications of P2P, namely a digital
library scenario with larger peer entities constructed from a categorisation of the
documents and a single-user scenario where peer entities are identified with authors
of documents.

As an important simplification, in order not to be forced to commit to any specific
network structure or routing protocol, only a distributed IR scenario (with a global
view on all peers) was evaluated – based on the assumption that the relative quality
of two peer selection strategies will remain the same if only a fraction of all peers is
visible. It was taken care to set evaluation parameters in a way that fits the reality
in P2P networks rather than in distributed IR scenarios.

In addition to defining these scenarios, the novel evaluation measure relative preci-
sion was defined that allows to assess retrieval quality of a distributed system without
the existence of relevance judgments, but based on a comparison with results from a
reference retrieval system (e.g. a centralised one). As opposed to existing measures,
relative precision makes full use of the ranking that the reference system provides
by mapping ranks to probabilities of relevance and replacing precision with the av-
erage probability of relevance. In the experiments, relative precision was shown to
be reliable since it generally leads to the same conclusions as measures that employ
relevance judgments.

Results on three test collections – two of them having relevance judgments – indi-
cated that

• Profiles can be pruned substantially without or with very little ill effects. An
absolute size of just 80 terms is always sufficient for acceptable result quality,
yielding space savings of 57% on one collection, of over 98% on the other two.

• Query expansion is harmful rather than helpful in almost all cases. Applying
global resources like the web yields slightly better results than local ones. A
qualitative analysis of error classes revealed that the problems to which query
expansion can possibly be a solution are not prominent in the data, which
partly explains its failure.

• Profile adaptation, on the other hand, provides a stable relative improvement
of over 10% over the baseline when visiting the 15 highest ranked peers. It
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7. Conclusions

is implemented by boosting the weights of terms that are contained in queries
that a peer has answered successfully. It was shown that profile adaptation is
also successful if updates of profile entries are delayed.

When employing these results in practice, one should be aware that the profile adap-
tation experiments optimistically assumed a query to reach all peers that have at
least one document containing one of the query terms. In order for the results to be
valid in a P2P system – where this assumption is generally violated – a P2P query
routing algorithm should maintain a random component that allows to visit peers
that are initially ranked lowly w.r.t. a query.

All in all, the empirical results of the thesis have revealed that there are situa-
tions where radically pruning information – be it from profiles or lists of global term
weights – surprisingly does not hurt performance. This is useful in P2P networks
in order to reduce message sizes. On the other hand, well established and gener-
ally effective techniques like query expansion were found to be harmful rather than
helpful, indicating that the lacking global view on the collection – that one is faced
with in distributed environments – calls for new learning paradigms such as profile
adaptation.
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A. Optimal query routing

In this appendix, we study the task of finding an optimal order of peers such that a
target function f – be it mean average precision or some other – can be maximised
visiting a minimum number of peers.

In order to formalise this, we need to first identify peers with the set of documents
they share. Then, we need to either fix the number of peers visited or the desired
value of the target function. If we do the latter, the formalised problem reads as
follows: given a set of sets P = {P1, ..., Pn} (the peers), we want to choose a subset
P ′ ⊂ P of l sets (i.e. |P ′| = l) such that

f
( ⋃
Pi∈P ′

Pi

)
≥ k (A.1)

The task is then to minimise l. Note that we treat peers as sets of documents (and
not as ranked lists), because we assume that document scores are independent of
location, i.e. the order of returned documents is known in advance, we are just in-
terested in the actual set of documents a peer possesses.

First, let us verify that the greedy strategy is not optimal by studying the following
example: we assume a scenario with three sets P = {A,B,C}, A = {d1, d2, d5, d6},
B = {d1, d3, d5} and C = {d2, d4, d6}. We choose the target function to be the cardi-
nality of the union of the selected sets (assuming that the di are relevant documents
shared by peers A, B and C, this amounts to maximising recall).

Now, given a desired value of k = 6 for the target function, the cheapest solution
is to select sets B and C, with a cost of l = 2. The greedy algorithm, however, will
first select A. It then needs to add both sets B and C in order to find the elements
d3 and d4 which are missing from A, resulting in a cost of l = 3.

Next, we will prove that the optimisation problem above is NP-complete by show-
ing that a known NP-complete problem – namely vertex cover – is a special case of
it. Vertex cover (see e.g. (Garey and Johnson, 1990)) is a problem in graph theory
and can be described as follows: Given an undirected graph G = (V,E), we want to
find a subset V ′ ⊂ V of vertices with minimal cardinality such that all edges have
one endpoint in V ′. More formally we want: ∀{a, b} ∈ E : a ∈ V ′ ∨ b ∈ V ′.

Now, we consider the following special case of our query routing problem above:
for a given undirected graph G = (V,E), we define P = {P1, ..., Pn} as follows: for
each vertex vi ∈ V , we create a set Pi containing all edges that have vi as one of its
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A. Optimal query routing

endpoints:
Pi = {{a, b} ∈ E|a = vi ∨ b = vi} (A.2)

Now, we take the target function f to be the cardinality function and we set k = |E|.
Obviously, the resulting problem is equivalent to vertex cover and hence NP-complete.

This shows that finding an optimal query routing strategy – even when having
complete knowledge of document distribution and relevance – is an NP-complete
problem in the face of overlapping peer collections. We can thus not hope to compute
an exact upper bound for the performance of a query routing algorithm in reasonable
time for a large number of peers.
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B. RP@10 figures for baseline runs
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Figure B.1.: RP@10 as a function of number of peers visited for all baseline runs on
Ohsumed.
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B. RP@10 figures for baseline runs
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Figure B.2.: RP@10 as a function of number of peers visited for all baseline runs on
GIRT.
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C. RP@10 query expansion tables

Web expansion Local feedback Global feedback
Profile size M M ′ M M ′ M M ′

10 terms – [1,1] – [1,4],[6,15] – –
20 terms – [1,1] – [1,15] – [1,1]
40 terms – [1,1],[6,8] – [1,4],[6,15] – [1,1]
80 terms – [1,1],[6,6],[8,11] – [1,4],[6,6],[8,15] – [1,1]
160 terms – [1,1] – [1,15] – [1,1],[6,6],[9,9]
320 terms – [1,2] – [1,15] – [1,2]
640 terms – [1,3],[6,6] – [1,15] – [1,4],[6,6]
all terms – [1,4],[11,13] – [1,15] – [1,4],[6,13]

Table C.1.: Ohsumed: All intervals M,M ′ (number of visited peers) within the range
[1,15] where performance of expanded queries is significantly better (M)
or worse (M ′) than for the CORI baseline in terms of RP@10

Web expansion Local feedback Global feedback
Profile size M M ′ M M ′ M M ′

10 terms [6,15] [1,1] – [1,6] [5,15] [1,1]
20 terms [7,15] [1,1] – [1,6] [7,15] [1,1]
40 terms [8,15] [1,1] – [1,7] [7,15] [1,1]
80 terms – [1,3] – [1,7] [8,15] [1,3]
160 terms – [1,1] – [1,7] [9,15] [1,2]
320 terms – [1,2] – [1,11] [13,13] [1,3]
640 terms – [1,3] – [1,14] – [1,3]
all terms – [1,3] – [1,15] – [1,4]

Table C.2.: GIRT: All intervals M,M ′ (number of visited peers) within the range
[1,15] where performance of expanded queries is significantly better (M)
or worse (M ′) than for the CORI baseline in terms of RP@10.
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C. RP@10 query expansion tables

Web expansion Local feedback Global feedback
Profile size M M ′ M M ′ M M ′

10 terms – [1,15] – [1,15] [1,15] –
20 terms – [1,15] – [1,15] [1,15] –
40 terms – [1,15] – [1,15] [1,15] –
80 terms – [1,15] – [1,15] [1,15] –
160 terms – [1,15] – [1,15] [1,15] –
320 terms – [1,15] – [1,15] [1,15] –
640 terms – [1,15] – [1,15] [1,15] –
all terms – [1,15] – [1,15] [1,15] –

Table C.3.: Citeseer: All intervals M,M ′ (number of visited peers) within the range
[1,15] where performance of expanded queries is more than 5% better
(M) or worse (M ′) than the CORI baseline in terms of RP@10.
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